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Abstract

The solutions of ill-posed inverse problems in imaging are usually non-unique,

making it important to quantify the uncertainties associated with the estimates.

Bayesian inference provides a powerful theoretical framework to derive various sum-

maries of the posterior distribution of the unknown parameter of interest, such as

the posterior mean and covariance. However, using Bayesian inference to find such

solutions requires to compute integrals over the high-dimensional unknown image

vectors. While Markov chain Monte Carlo sampling based methods are classically

and widely used to draw samples from the posterior distributions, sampling methods

for accurate evaluation of higher-order moments are still computationally expensive

and not yet fully scalable for fast inference.

Expectation Propagation provides a fast alternative to sampling methods and

has recently become popular for approximate Bayesian inference. In this thesis,

a set of new Expectation Propagation algorithms are proposed to achieve scalable

posterior approximation for high-dimensional imaging inverse problems. The main

contribution of this thesis is to construct new Expectation Propagation algorithms

to provide both point estimate and uncertainty quantification for imaging inverse

problems. By designing the factorization over the posterior distribution and tailoring

the covariance matrix structure of the approximating distributions, the resulting Ex-

pectation Propagation algorithms are scalable to address high-dimensional imaging

problems. The main novelty considers three aspects: (1) block diagonal covariance

matrix structure is, to the best of this author’s knowledge, proposed for the first

time in applying Expectation Propagation for Bayesian models with patch-based

image prior, (2) factorization over convex and non-convex gradient-based priors is

designed to allow for highly parallel computation in using Expectation Propagation

to solve high-dimensional imaging inverse problems, and (3) the proposed Expecta-

tion Propagation algorithms are embedded within larger inference schemes where the

prior regularization parameters are unknown. Without significantly increasing the

computational footprint, the resulting Expectation Propagation based algorithms

allow for greater scalability with unsupervised hyperparameter tuning.
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Chapter 1

Introduction

1.1 Summary

This chapter states the problems to be addressed in this thesis, summarises the

contributions made to solve these problems, presents the structure of this thesis,

and lists the publications associated with the thesis.

1.1.1 Structure of the chapter

The remainder of this chapter is organized as follows.

• Section 1.2 states the scalable inverse problems in imaging that will be ad-

dressed in this thesis.

• Section 1.3 summarises the contributions of this thesis in solving the scalable

imaging inverse problems.

• Section 1.4 describes the structure of this thesis.

• Section 1.5 lists the author’s publications associated with this thesis.

1.2 Scalable Inverse Problems in Imaging

Inverse problems have long been an important and active field of research combining

pure and applied mathematics with strong interplay with applications [1–3]. They

lie at the heart of contemporary scientific inquiry and technological development [4]

and are currently widely found in an vast range of applications [1], such as astronomy

[5], geophysics, optics [6], medical diagnostics [7], among the others. There is a long

1
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Figure 1.1: Forward and inverse problems

history of the study of inverse problems dating back to the early 20th century. As

illustrated graphically in Figure 1.1, an inverse problem refers to the process of

inferring, from a set of measured observations, the best possible reconstruction of

missing information that is difficult or impossible to directly obtain, in order to

estimate either the loads (identification of sources or of the cause), or the value of

undetermined parameters (identification of model parameters) [8].

Inverse problems are often ill-posed in the Hadamard sense [9], in other words, the

solution might not exist or be unique and stable. Thus it is important to quantify the

uncertainty of solution [10]. As a basic principle, it is always better to recognize than

to ignore uncertainty, even if modeling and analysis of such uncertainty is difficult

and partial [11]. However, the classical approach to inverse problems does not seek

to quantify uncertainty. In 1970, the Bayesian approach to linear inverse problems

was studied by Franklin [12]. With the evolution and enhancement of computational

power, Bayesian methodology is widely used in solving ill-posed inverse problems

[13–17]. It provides a natural way to estimate the unknown, together with the

quantification of the uncertainty associated with the estimate [18].

In particular, inverse problems appear very often in image processing [19, 20],

such as grayscale or color image restoration [21–24], multispectral image (MSI) [25–

28] or hyperspectral image (HSI) spectral reflectance reconstruction. To cope with

the ill-posed nature of imaging inverse problems, a large number of image processing

algorithms have been proposed using the Bayesian or penalty based formulations [29–

34]. Deep learning, in the last decade, has seen considerable attention and achieved

remarkable performance in a wide variety of applications in imaging inverse prob-

lems. Despite the significant popularity and success of these methods, uncertainty

quantification (UQ) has been largely overlooked. Recently there have been several

deep learning methods [35–38] proposed to address this issue. Lack of efficient UQ

2
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tools is a severe limitation in many applications, especially in safety-critical and

sensitive domains such as medicine [39], transportation [40], information security

[41]. This is even more so in the image processing domain where characterizing

uncertainty in solutions to an imaging inverse problem is essential for many imaging

tasks, e.g. medical diagnosis from CT or MR images [42].

In recent years, due to the explosive growth of availability of large size images,

developing advanced scalable methods to solve high-dimensional imaging inverse

problems is an active research area in the machine learning and signal processing

communities. In particular, scalable uncertainty quantification has emerged as the

central challenge. Imaging based inverse problems are not only high-dimensional

but also complex, creating the demand to develop efficient estimation methods.

Although Bayesian methods are widely used to solve inverse problems, scalable

Bayesian inference in computational imaging is still challenging. The solution to

large scale inverse problems critically depends on methods to reduce computational

cost [43]. In addition, due to high dimensionality of the imaging inverse problems,

quantifying uncertainties in the solutions requires an exceptionally large computa-

tional effort.

In this thesis, scalable inverse problems in imaging are addressed using an ap-

proximate Bayesian inference technique known as Expectation Propagation (EP).

The thesis mainly focuses on scalable Bayesian inference for linear inverse problems

in imaging. As illustrated in Figure 1.2, the linear projection on ground truth image

x with some noise generates the observed image y. To estimate the high-dimensional

unknown image of interest x from the observation y, new efficient EP algorithms

are proposed for scalable Bayesian inference based on posterior approximations. Un-

der the Bayesian framework, the high-dimensional posterior distributions arising in

imaging inverse problems are approximated using tractable distributions from the

Ground truth 
image

Observed degraded
image

Linear inverse problems in imaging

linear projection additive/multiplicative
noise

Figure 1.2: Linear inverse problems in imaging to be addressed by this thesis.

3
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exponential family. The solution to scalable imaging inverse problems is thus deliv-

ered by the summary statistics of the tractable approximating distributions. When

modeling image intensities using continuous random variables, multivariate Gaus-

sian distributions are used to approximate the intractable posterior distributions of

high dimensionality. The mean and marginal variance of the multivariate Gaus-

sian approximating distributions directly provide the approximate minimum mean

squared error (MMSE) estimate and pixel-wise uncertainty quantification. Figure

1.3 shows some results obtained by the EP algorithms proposed in this thesis.

grayscale image denoising

proposed EP algorithm for

with Gaussian i.i.d. noise 
single-band observation

with Poisson noise
multispectral observation

Observation

single-band observation
with Poisson noise

denoised image

detected anomaly

reconstructed
RGB image

uncertainty

Reference

gray scale image

RGB image

detection scene

proposed EP algorithm for

color image restoration

proposed EP algorithm for

anomaly detection

Figure 1.3: Some results obtained by the EP algorithms proposed in this thesis (see
in Chapter 3 and Chapter 5). In the detection scene, the anomaly appears in the
red box and it is the glue used to stick the object to the dark cardboard.

This thesis provides an efficient and scalable framework to solve high-dimensional

imaging inverse problems, with the ability to quantify the uncertainties of the esti-

mated images. The proposed EP algorithms overcome the limitations of existing EP

algorithms in the literature, which lack scalability due to the factorization scheme

over the posterior distribution or the constraint on the covariance matrix structure of

the approximating distributions. In addition, to further improve the flexibility and

efficiency without significantly increasing the computational footprint in scalable

Bayesian inference, the prior hyperparameters are proposed to be fully or partially
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estimated in an unsupervised manner, by embedding the proposed EP algorithms

within larger inference schemes.

1.3 Contributions to Solving the Problems

As stated above, this thesis focuses on developing efficient Bayesian methods, in

particular with the aim of using EP for scalable approximate Bayesian inference in

solving imaging inverse problems. The proposed EP algorithms provide a coherent

framework for both the solution to imaging inverse problems and uncertainty quan-

tification of the solution, in order to overcome the ill-posed nature of inverse prob-

lems. Different image priors including patch-based prior, convex and non-convex

image gradient-based priors, sparsity and positivity enforcing priors, are considered

with either Gaussian or Poisson observation noise in the Bayesian models. New

EP algorithms are proposed to find tractable distributions to approximate the in-

tractable high-dimensional posterior distributions. Approximate MMSE estimates

associated with the uncertainty quantification are directly provided by EP poste-

rior approximations, without computing high-dimensional integrals. Moreover, the

new EP algorithms are embedded within more complex problems where prior hyper-

parameters are unknown, and an Expectation Maximization (EM)-like procedure is

coupled with the EP posterior approximation to estimate the prior hyperparameters

in an unsupervised manner. The main contributions of this thesis are:

• New EP algorithms are proposed for scalable approximate Bayesian inference

in solving high-dimensional imaging inverse problems. The EP framework di-

rectly provides the approximation of MMSE estimates and uncertainty quan-

tification. Two aspects in EP framework are exploited to achieve scalable

posterior approximation irrespective of the image dimensionality: (i) compact

factorization over the posterior distributions, and (ii) different constraints on

the covariance matrix structure of the approximating distributions. Different

image priors are exploited in using EP to solve ill-posed imaging inverse prob-

lems. The scalability of the resulting EP algorithms is further improved by

automatic hyperparameter estimation, by embedding the EP posterior distri-

butions within a variational EM framework, without increasing significantly
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the computational footprint of EP.

• A Gaussian mixture model (GMM) patch-based image prior is, to the best

of this author’s knowledge, proposed for the first time in using EP for scal-

able posterior approximation. Convex and non-convex total variation priors

are used in using EP to achieve scalable image restoration. In addition, the

scalability of these scalable EP posterior approximation schemes is verified

by extending the applications from single channel grayscale images to multi-

channel images, and from Gaussian noise to Poisson noise assumption. Color

image restoration and multispectral Lidar data anomaly detection in the low

photon-count regime are presented as two examples of applications in photon-

limited imaging problems.

• Experiments on synthetic and real data illustrate the effectiveness of the pro-

posed EP algorithms. Although the solutions are obtained by performing

posterior approximation, the performance of the proposed EP algorithms are

comparable to Markov chain Monte Carlo (MCMC) sampling and Maximum

A Posterior (MAP) methods, with significantly reduced computational cost

compared to MCMC, and additional uncertainty quantification compared to

MAP estimators.

1.4 Thesis Overview

This thesis consists of six chapters, including an introduction chapter (Chapter 1),

a background chapter (Chapter 2), three contribution chapters (Chapters 3-5), and

a conclusion chapter (Chapter 6). Figure 1.4 presents the overview of the thesis

structure and brief description of each chapter.

1.5 Publications

This section lists the publications associated with this thesis. The publications fall

into two categories. The first category Methodology of new EP algorithms lists the

journal papers related to Chapter 3 and Chapter 4. The second category Application

of new EP Algorithms - Conference papers lists the conference papers related to
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Chapter 1

Introduces the problems this thesis addresses

States thesis contributions to solving the problems

Chapter 2

Describes the background to understand the thesis

Provides motivations to propose new methodologies

Proposed two new scalable EP algorithmsChapter 3
Chapter 4

Chapter 5
Extendes the proposed EP algorithms to applications

Chapter 6

Reports the thesis contributions

Outlines suggestions for future work

Figure 1.4: Overview of thesis structure and brief description of each chapter.

Chapter 5.

Methodology of new EP algorithms - Journal papers

• Yao Dan, Mclaughlin Stephen, Altmann Yoann (2021).

Fast Scalable Image Restoration using Total Variation Priors and Expectation

Propagation

Submitted to IEEE Transactions on Image Processing.

https://arxiv.org/abs/2110.01585.

• Yao Dan, Mclaughlin Stephen, Altmann Yoann (2021).

Patch-Based Image Restoration using Expectation Propagation

SIAM Journal on Imaging Sciences, vol. 15, no. 1, pp. 192–227, 2022.

https://doi.org/10.1137/21M1427541.

Application of new EP Algorithms - Conference papers

• Altmann Yoann, Yao Dan, McLaughlin Stephen, Michael E Davies.

Robust Linear Regression and Anomaly Detection in the Presence of Poisson

Noise Using Expectation-Propagation.

Advances in Condition Monitoring and Structural Health Monitoring: WCCM

2019. Springer, 2021. pp. 143-158.
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https://doi.org/10.1007/978-981-15-9199-0_14.

• Yao Dan, Altmann Yoann, McLaughlin Stephen, Michael E Davies.

Joint Robust Linear Regression and Anomaly Detection in Poisson noise using

Expectation-Propagation

28th European Signal Processing Conference (EUSIPCO). 2021. pp. 2463-

2467.

https://doi.org/10.23919/Eusipco47968.2020.9287355.

• Abdullah Abdulaziz, Yao Dan, Altmann Yoann, McLaughlin Stephen.

Blind deconvolution of images corrupted by Gaussian noise using Expectation

Propagation

29th European Signal Processing Conference (EUSIPCO). 2021. pp. 1970-

1974.

https://doi.org/10.23919/EUSIPCO54536.2021.9615995.

• Dan Yao, Yoann Altmann, Stephen McLaughlin

Color Image Restoration in the Low Photon-Count Regime using Expectation

Propagation

29th IEEE International Conference on Image Processing (ICIP). 2022. (Ac-

cepted).
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Chapter 2

Background and Survey

2.1 Summary

This chapter describes the necessary background knowledge required to understand

the rest of this thesis and presents the motivations to propose new Expectation

Propagation algorithms in the contribution chapters followed by this chapter.

2.1.1 Structure of the chapter

The remainder of this chapter is organized as follows.

• Section 2.2 revisits some definitions and properties in probability theory and

statistics that are required to understand the proposed methodologies in this

thesis.

• Section 2.3 presents Bayesian inference schemes used to solve inverse problems

in imaging.

• Section 2.4 introduces Expectation Propagation for approximate Bayesian in-

ference and presents the motivations to propose new Expectation Propagation

algorithms for scalable approximate Bayesian inference in solving imaging in-

verse problems.

2.2 Background

Before introducing Bayesian inference for imaging inverse problems, it is necessary

to briefly revisit some definitions and properties in probability theory and statistics,
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Chapter 2: Background and Survey

which will be used in the remainder of the thesis.

2.2.1 Probability theory and statistics: definitions and prop-

erties

Definition 1 (Random variable).

Given a random experiment with a sample space S, let there be a function X, which

assigns to each element s ∈ S, one and only one real number X(s) = x. This

function, X, is called a random variable (r.v.). It is common, but not required,

to denote random variable by capital letters and the particular values it takes on are

generally denoted by lowercase letters [44, 45].

Definition 2 (Discrete random variable and probability mass function).

1. A random variable X is said to be discrete if the range of X is countable.

2. If X is a discrete r.v. with distinct values x1, x2, . . . , xn, . . . , then the function,

denoted by fX(.) and defined by

fX(x) =


P [X = x] if x = xi, i = 1, 2, . . . , n, . . .

0 if x ̸= xi

is the probability mass function (PMF) of X. P [.] is a probability func-

tion.

3. The PMF of any discrete r.v. X must satisfy the following two criteria:

• Nonnegativity: fX(x) > 0 if x = xi for some i, and fX(x) = 0 otherwise;

• Summation to 1:
∞∑
i=1

fX(x) = 1.

Definition 3 (Continuous random variable and probability density function).

1. A r.v. X is said to be continuous if there exist a function fX(.) such that

for every real number x, the cumulative distribution function (CDF) is

defined as FX(x) =
∫
fX(x)dx.

2. If X is a continuous r.v., the function fX(.) in FX(x) =
∫
fX(x)dx is called

the probability density function (PDF) of X.

3. The PDF of any continuous r.v. X must satisfy the following two criteria:

• Nonnegativity: fX(x) ≥ 0;
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• Integration to 1:
∫∞
−∞ fX(x)dx = 1.

Random variables may be a scalar or a vector. In this thesis, both discrete and

continuous random variables will be used in the statistical model of imaging inverse

problems. For instance, the 2D grayscale images’ pixel intensities are considered to

be continuous r.v.s, thus PDFs will be used in the statistical models. In photon-

limited imaging, the detected photons are considered to be discrete r.v.s, thus PMFs

will be used in the statistical models.

Definition 4 (Moments). The nth moment of a r.v. X is defined as E[Xn].

The first and second moments of a r.v. X, E[X] and E[X2], are useful since

they provide the mean E[X] and variance E[X2] − (E[X])2, which are important

summaries of the average value of X and how spread out its distribution is [45]. In

the remainder of this thesis, these two quantities will be used frequently in describing

the Expectation Propagation algorithms.

To simplify the notations, in the remainder of this thesis, the PDF/PMF fX(.)

and the moments E[X], E[X2] of any arbitrary r.v. X when X takes a particular

sample value x are denoted by fx(.), E[x], E[x2] (The capital letters will be omitted

by only keeping their lowercase letters. The lowercase letter will be denoted using

boldface when it is a vector, e.g. x denotes a scalar r.v., while x denotes a vector

r.v.). All the vectors in this thesis are column vectors. xT denotes the transpose of

a vector.

Bayes’ Theorem Bayes’ Theorem (written as “Bayes’ theorem” by some and is

named after the 18th century mathematician Thomas Bayes) originates in a doc-

ument entitled Essay Towards Solving a Problem in the Doctrine of Chance by

Reverend Thomas Bayes published in 1763 [46]. It is a procedure for revising and

updating the probability of some event in the light of new evidence. In its simplest

form the theorem can be expressed as

posterior =
prior × likelihood

evidence
. (2.1)

In probability theory and statistics, Bayes’ theorem combines the information in

both the prior distribution and likelihood function to produce a posterior distribu-

tion, which is also a probability distribution.
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Definition 5 (Exponential family of probability distributions).

1. Exponential family of probability distributions is a set of PDFs or PMFs of the

form [47, 48]

f(x|η) = h(x) exp{T (x)Tη − A(η)}, (2.2)

where x is a specific value of a r.v. X, T (x) is the sufficient statistic, and η is

the natural parameter. The function A(η) is called the log-partition function

and h(x) is the base measure.

2. A key property of PDFs or PMFs in the exponential family is

E
[
T (x)

]
= ▽A(η), (2.3)

where ▽A(η) is the gradient of A(η), i.e. a column vector of partial derivative

of A(η) w.r.t. each of the components in η.

Definition 6 (Kullback-Leibler divergence).

1. For two probability distributions (PDF or PMF) p(x) and q(x), the Kullback-

Leibler (KL) divergence between p(x) and q(x), denoted by KL(p(x)||q(x)),

is defined as

KL
(
p (x) ||q (x)

)
=

∫
p(x) log

p(x)

q(x)
dx,when x is continuous,

KL
(
p (x) ||q (x)

)
=
∑
x

p(x) log
p(x)

q(x)
,when x is discrete.

(2.4)

Typically p(x) often represents the “true” probability distribution of observa-

tions or a precisely calculated theoretical distribution (which is often unknown),

and q(x) represents a theory, model, description, or approximation of p(x).

In this thesis, KL divergence is used to measure the dissimilarity between

an intractable distribution and its approximation in performing approximate

Bayesian inference.

2. KL
(
p (x) ||q (x)

)
satisfies:

• Nonnegativity: KL
(
p (x) ||q (x)

)
≥ 0 with equality if, and only if, p(x) =

q(x);

• Asymmetry: in general, KL
(
p (x) ||q (x)

)
̸= KL

(
q (x) ||p (x)

)
.
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Both KL
(
p (x) ||q (x)

)
and KL

(
q (x) ||p (x)

)
are valid ways to measure the dis-

similarity between p(x) and q(x), but they emphasise different aspects of the discrep-

ancy. It might happen that KL
(
p (x) ||q (x)

)
is very small, while KL

(
q (x) ||p (x)

)
is very large. This asymmetry property of KL divergence leads to the main difference

between Variational Bayes and Expectation Propagation, which will be discussed in

detail in Section 2.4.

Kullback-Leibler divergence for exponential family probability distribu-

tions Let Q denotes the exponential family of probability distributions, and q(x|η)

is a member in Q

Q =

{
q
(
x|η
)
: q
(
x|η
)
= h (x) exp

[
T (x) Tη − A (η)

]}
. (2.5)

For an arbitrary p(x) (PDF or PMF), the projection of p(x) onto the exponential

family Q is

projQ
[
p (x)

]
:= argmin

q(x|η)∈Q
KL

(
p (x) ||q

(
x|η
))

, (2.6)

leading to [49, 50]

▽ A (η) = Ep(x)

[
T (x)

]
. (2.7)

Definition 7 (Multivariate normal (or Gaussian) distribution). A continuous ran-

dom vector X = [X1, . . . , XN ]
T is said to have a multivariate normal (or Gaus-

sian) distribution, in symbol X ∼ N (µ,Σ) with mean vector µ ∈ RN and covari-

ance matrix Σ ∈ RN×N , if (1) Σ is positive semi-definite, and (2) its PDF has the

form of

f (x;µ,Σ) =
1

(2π)N/2|Σ|1/2
exp

[
−1

2
(x− µ)

T

Σ−1 (x− µ)

]
. (2.8)

2.2.2 Problem formulation

In this thesis, scalable linear inverse problems in imaging are addressed from the

point view of Bayesian statistics. The imaging inverse problems considered consist

of estimating, from a set of observations y = [y1, . . . , yM ] ∈ RM , an unknown image

vector x = [x1, . . . , xN ] ∈ RN which has been linearly transformed by a known
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degradation operator H ∈ RM×N and corrupted by various types of noise, such as the

basic independently and identically distributed (i.i.d.) Gaussian noise model used in

many imaging systems [51], or more complex noise models, such as Poisson noise in

photon-limited imaging [52, 53]. Depending on the structure of matrix H, specific

imaging inverse problems are addressed by the proposed methodologies in each of the

contribution chapters, e.g. denoising, inpainting, deconvolution, compressive sensing

reconstruction for 2D grayscale images in Chapter 3 and Chapter 4, inpainting,

compressive sensing reconstruction for RGB color images and robust unmixing for

multispectral Lidar images in Chapter 5.

2.2.3 Bayesian Inference

Bayesian modelling workflow

In a Bayesian model, the observation y and the unknown image vector x are assumed

to be two random vectors. The prior knowledge about the unknown parameter x to

be estimated is encoded in a prior distribution fx(x|θ), which is parameterized by

a scalar or vector hyperparameter θ. The likelihood function used to describe the

observation model is the conditional probability function fy|x(y|Hx).

The typical Bayesian modelling workflow consists of four main steps, as illus-

trated in Figure 2.1.

Figure 2.1: The Bayesian modelling workflow.

• Step 1 - a prior probability distribution is designed to capture available knowl-

edge about the unknown parameter x before observing y.

• Step 2 - a likelihood function fy|x(y|Hx) is determined to model the probability

distribution of the observation y.

• Step 3 - a posterior probability distribution p(x|y) (which depends implicitly

on θ) is obtained by combining the prior distribution and likelihood function

via Bayes’ theorem.
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• Step 4 - Bayesian inference is conducted on the posterior probability distribu-

tion.

In the remainder of this section, the topics in each step related to this thesis are

reviewed. How to use Bayesian modelling workflow to find the solution to imaging

inverse problems will be presented in next section.

Step 1 - Design prior distribution The Bayesian modelling workflow in machine

learning allows for the incorporation of prior knowledge in a coherent way, avoids

overfitting problems, and provides a principled basis for selection between alternative

models [54]. Many applications in image processing can benefit from a statistical

prior distribution [55]. The choice of suitable prior probability distributions depends

on the amount of information available about the expected images to be estimated,

and generally relies on a trade-off between the quality of the resulting images and the

computational complexity of the algorithms required to perform Bayesian inference.

Traditional explicit image priors rely on explicit distributions modeling statistical

properties of images in some transform domain [56–58], or Markov random fields

(MRFs) [59]. Such prior models are often generic, i.e. they do not encode strong prior

information and have been successfully applied to a variety of imaging problems,

e.g. medical imaging and astroimaging, for the restoration of images corrupted by

different noise models.

Plug-and-play priors (PnPs) and priors trained by deep neural networks, for

examples [60–63] and [64–67], have recently become popular in solving imaging

inverse problems and have shown leading performance. However, at present most

of the prior models in this category are, though more advanced than the traditional

explicit image priors, limited to delivering point estimates, without clear rules of

using methods to quantify the resulting uncertainties.

This thesis focuses on providing not only point estimates, but also the associ-

ated uncertainty quantification in solving ill-posed imaging inverse problems, and

traditional explicit image priors are mainly used in the Bayesian modelling work-

flow. The following specific prior models will be used in the proposed Expectation

Propagation algorithms:

• in Chapter 3, Gaussian Mixture Models (GMMs) are used as patch-based

priors. The observation noise can be Gaussian or Poisson distributed.
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• in Chapter 4, convex (ℓ1-norm) and non-convex (a mixture of two Gaussian

profiles, or a Bernoulli-Gaussian mixture) are used as gradient-based priors.

The observation noise is Gaussian distributed.

• in Chapter 5, exponential and Bernoulli-exponential distributions are used as

positivity and sparsity enforcing priors, respectively. The observation noise is

Poisson distributed.

The explicit expressions of these prior distributions will be presented in solving differ-

ent imaging inverse problems in each chapter. Unlike PnP priors or neural network

training based priors, in solving KL divergence minimization problems w.r.t. approx-

imating distributions from the exponential family, these prior distributions modeling

the statistical property of either images patches, image gradients, or global images

are directly used to compute the expectation of sufficient statistics Ep(x)[T (x)] in

(2.7). As will be shown, using these explicit image priors enables scalable posterior

approximation with uncertainty quantification in solving high-dimensional imaging

inverse problems.

On the other hand, without the ability of deep neural networks for parameter

training, in using these explicit prior distributions, setting a proper value for the

hyperparameter θ is notoriously difficult [68–71]. To overcome this difficulty, this

thesis proposes hyperparameter estimation strategies to solve the imaging inverse

problems in an unsupervised or semi-unsupervised manner, which will be further

discussed in each chapter.

Step 2 - Determine likelihood function fy|x(y|Hx)

As alluded to above, two types of likelihood functions are considered in this

thesis when modelling the Gaussian or Poisson distributed observation noise. The

observations in y = [y1, . . . , yM ] are assumed to be mutually independent. The

16



Chapter 2: Background and Survey

likelihood functions are respectively given by:

Gaussian i.i.d. noise: fy|x
(
yyy|Hxxx

)
=

M∏
m=1

N
(
ym;hhhmxxx, σ

2
)
=

M∏
m=1

1√
2πσ2

e−
(ym−hmx)2

2σ2 ,

(2.9)

Poisson noise: fy|x
(
yyy|Hxxx

)
=

M∏
m=1

P (ym;hhhmxxx) =
M∏

m=1

(hmx)
ym e−hmx

ym!
,

(2.10)

where σ2 is the variance of Gaussian i.i.d. noise, {hhhm}m=1,...,M ∈ R1×N is the row

vector of degradation operator H. In (2.10), the entries of {hhhm}m=1,...,M are non-

negative.

Step 3 - Obtain posterior distribution p(x|y)

Following Bayes’ theorem, the posterior distribution of the unknown parameter

x is obtained by

p
(
x|y
)
=

fy|x
(
y|Hx

)
fx
(
x|θ
)∫

fy|x
(
y|Hx

)
fx
(
x|θ
)
dx

. (2.11)

p(x|y) reflects the updated prior knowledge about x with the information after the

data y has been observed. In principle, the posterior distribution contains all the

information about the unknown parameter x. In this chapter, the hyperparameter θ

is assumed to be known and is omitted for brevity. Possible procedures to estimate θ

for specific prior distributions fx(x|θ) will be discussed in each contribution chapter

(Chapters 3, 4, 5). The following ingredients on the right-hand side of (2.11) will

be used in the remainder of this chapter

• f(y,x) := fy|x(y|Hx)fx(x|θ): joint probability distribution. The dependency

on θ is omitted for brevity.

• f(y) :=
∫
fy|x(y|Hx)fx(x|θ)dx†: marginal likelihood, also known as model

evidence.

Step 4 - Conduct Bayesian inference

When conducting Bayesian inference, summary statistics of the posterior distri-

bution p(x|y) are commonly chosen to provide the estimate of x and ultimately
†when x is discrete, f(y) :=

∑
x
fy|x(y|Hx)fx(x|θ).
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used to draw substantive conclusions [72]. In solving imaging inverse problems, the

commonly used summary statistics and their related estimators/measures are listed

as follows.

Mode - Maximum A Posteriori estimation: A majority of Bayesian meth-

ods adopt the Maximum A Posteriori (MAP) estimator, i.e.

x̂MAP = argmax
x

p
(
x|y
)
, (2.12)

as the preferred point estimator of x. Note that solving (2.12) does not require the

denominator of (2.11) to be computed as it does not depend on x. MAP estimation

is generally applied to solve imaging inverse problems using powerful optimization

tools, in particular when the posterior distribution is log-concave such that convex

optimization tools can be used. For the case of patch-based priors, e.g. [73–77],

the resulting posterior distribution may not be convex nor unimodal. Nonetheless,

convex optimization tools can be used to optimize the local bounds of the log-

posterior distribution [73].

Mean - Minimum Mean Squared Error estimation: An alternative point

estimator is the Minimum Mean Squared Error (MMSE) estimator or posterior mean

(provided it exists), which reduces to

x̂MMSE = E
[
x|y
]
=

∫
xp
(
x|y
)
dx. (2.13)

In modeling observations in the low photon-count regime, the classical Gaus-

sian i.i.d. noise model is not accurate, and more complex models such as Poisson

observation noise are preferred instead. In such scenarios, the mode of posterior

distribution of many pixel intensities may be skewed toward zero, making MAP a

less desirable estimator than the MMSE estimator [78].

Covariance - uncertainty quantification: Uncertainty arises from the ill-

posed nature of imaging inverse problems. The covariance matrix of x is given

by
Cov (x) = E

[(
x− E[x|y]

) (
x− E[x|y]

)
T
]

=

∫ (
x− E[x|y]

) (
x− E[x|y]

)
Tp(x|y)dx

(2.14)
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can be used to quantify the uncertainty of the MMSE estimator E[x]. Combining the

MMSE estimator in (2.13) and the covariance matrix uncertainty measure in (2.14)

is particularly useful in problems where the posterior distributions are skewed and

when its mean and primary mode do not coincide. This is typically the case in imag-

ing situations where the observations are corrupted by Poisson-like, multiplicative

noise [78].

2.3 Bayesian Inference for Inverse Problems in Imag-

ing

The solution of imaging inverse problems is derived from Bayesian inference based

on the posterior distribution p(x|y). From p(x|y), one can determine the mode, the

mean, the covariance, and other summary statistics of the unknown image x, via

methods such as integration or posterior approximation.

2.3.1 Bayesian inference via integration

The dominant computational task in Bayesian inference is the evaluation of integrals

involved in the posterior distribution [79, 80]. When considering MMSE estimator

E[x] with uncertainty quantification Cov(x) in solving high-dimensional imaging

inverse problems, it requires to compute the following integrals:

• in (2.11), the integral
∫
fy|x(y|Hx)fx(x)dx to compute p(x|y),

• in (2.13), the integral
∫
xp(x|y)dx to compute E[x],

• in (2.14), the integral
∫
(x− E[x])(x− E[x])Tp(x|y)dx to compute Cov(x).

However, exact evaluation of these integrals is usually intractable in practice. There-

fore, methods such as numerical integration and Monte Carlo integration are devel-

oped to approximately evaluate these integrals.

Numerical integration

Numerical integration is a broad family of algorithms used to find the numerical

value of an integral. It approximates an integral using a weighted sum of function

values evaluated at a finite set of points or abscissas, which lie in the interval of
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integration [81], i.e. for a probability distribution f(x), the integral over x can be

approximated by
b∫

a

f (x) dx ≈
n∑

i=1

ωif (xi) , (2.15)

where xi (i = 1, . . . , n) is the point in the integration interval (a, b) (or [a, b]) and

ωi (i = 1, . . . , n) is the weight associated to the point xi. Common numerical inte-

gration methods are the Trapezoidal method, Simpson’s rule, Gaussian quadrature.

For one-dimensional integral, numerical integration methods are easy to imple-

ment, and are usually stable and accurate [82]. However, the computational com-

plexity grows dramatically as the dimension of x increases, as numerical integration

suffers from the curse of dimensionality [83, 84]. Therefore, it is often reasonable

to use numerical integration methods when dealing with regular functions in a low-

dimensional space and in a given simple problem. When the posterior distributions

are high-dimensional, simulation-based integration methods such as Monte Carlo

integration are preferable [85], as will be discussed next.

Monte Carlo integration

When evaluating an integral
∫ b

a
f(x)dx over a high-dimensional vector x, instead of

using deterministic numerical integration methods, Monte Carlo integration approx-

imately evaluates the integral using random sampling. Metropolis–Hastings based

algorithms [86, 87] and other importance sampling-based algorithms [88] are often

used to numerically approximate the integrals. In solving high-dimensional imaging

inverse problems, the most conventional approach is to use Monte Carlo integration

method.

However, in order to provide as accurate approximation for an high-dimensional

integral as possible, Monte Carlo integration method requires a considerable num-

ber of samples, and the running time of the Markov chain can be prohibitively

long to get converged. As a result, for high-dimensional integrals which require

desirable integration accuracy within acceptable computational costs, Monte Carlo

integration is still computationally expensive and not yet fully scalable for fast infer-

ence. While estimating posterior means might only requires relatively short Markov

chains, estimating higher-order moments is much more complicated, especially when
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the samplers used suffer from poor mixing properties, i.e. a large number of iter-

ations required to get close enough to the target distribution [89], as the problem

dimension increases. Recent advances in high-dimensional samplers for non-smooth

posterior distributions, e.g. using proximal Markov chain Monte Carlo (MCMC)

methods [90, 91], have led to significant speed-up, at the cost of a tunable accuracy

loss induced by model augmentation [92] and/or posterior smoothing [93]. How-

ever, there is still a widely held perception that scaling Monte Carlo integration to

modern high-dimensional problems is not (yet) feasible for fast inference [94].

2.3.2 A brief history of the context

The beginnings of numerical integration are to be sought in antiquity. A prime

example of ancient numerical integration is the Greek quadrature of the circle by

means of inscribed and circumscribed regular polygons. This process led Archimedes

establish 3
1
7 as an upper bound, and 3

10
71 as a lower bound for the value of π. Since the

16th century, many numerical integration methods have been devised [81]. The early

appearance of the term “numerical integration” is found in 1915 in the publication

“A Course in Integration and Numerical Integration” by David Gibb. In the late

1940s, the field of physics pioneered Monte Carlo methods during World War II.

The name “Monte Carlo” was coined by N. Metropolis because of the similarity of

the statistical simulation to games of chances, and because in the town of Monte

Carlo where the famous gambling casino is located [95]. For decades, the dominant

paradigm for approximate inference has been MCMC [96]. Monte Carlo statistical

methods, particularly those based on Markov chains, have now matured to be an

indispensable tool used by statisticians [85, 96].

The development of variational techniques for Bayesian inference has followed

two parallel, yet separate, tracks. In 1987, a mean-field theory learning algorithm

was derived to fit a neural network by Peterson and Anderson [97]. It is arguably the

first example of variational inference procedure. In parallel, Hinton and Van Camp

proposed a variational algorithm for a similar neural network model in 1993 [98]. In

1999, Michael Jordan et.al generalized it to many graphical models for learning and

inference in Bayesian networks and Markov random fields [99]. Although variational

approaches were historically invented after Monte Carlo methods, in recent years,
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they have become a popular deterministic alternative approach to MCMC [100–103]

and have been the subject of considerable research [104]. Compared to MCMC,

variational techniques tend to be faster and easier to scale to large data. It has been

applied to problems such as large scale documents analysis, computational neuro-

science, and computer vision [96, 105]. In addition, recent advance of variational

inference (VI) has provided black box strategies for generic inference in many models

[106], and enabled more accurate approximation of a model’s posterior distribution

without sacrificing efficiency [107, 108]. These advantages of variational techniques

have both scaled Bayesian inference and removed the analytic burdens that have

traditionally taxed its practice [109]. Later on, researchers began to understand

the potential of variational approaches in more general settings and have developed

generic algorithms such as Variational Bayes (VB) algorithm [54, 110–115]. The

general idea behind VI along with VB will be reviewed in the next subsection.

2.3.3 Variational Bayesian inference via posterior approxi-

mation

Variational inference

VI is an umbrella term for algorithms which cast Bayesian inference as optimiza-

tion [109], in an approximate manner. To solve high-dimensional imaging inverse

problems, when numerical integration methods suffers from curse of dimensionality,

and when Monte Carlo integration methods are computationally expensive to obtain

higher-order posterior summary statistics, VI [99, 100] provides a good alternative

to Bayesian inference with integration. The main idea behind VI is to posit a family

of variational distributions (i.e. a family of approximations) and then find a mem-

ber of that family which is close to the exact posterior distribution (which is usually

intractable) [96]. Kullback-Leibler (KL) divergence [116, 117] is a popular choice

for the “closeness” measure between the exact distribution and the approximating

distribution. Finally, approximate Bayesian inference is performed based on the

tractable approximating distributions, whose integrals are used to approximate the

intractable integrals arising in exact Bayesian inference.
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Forward KL divergence minimization† Taking the exact posterior distri-

bution p(x|y) in (2.11) as a general form of intractable posterior distributions, VI

aims to find a simple and tractable distribution Q(x) from a family of distributions,

denoted by Q, to approximate p(x|y) by minimizing the forward KL divergence

Q (x) = argmin
Q(x)∈Q

KL
(
Q (x) ||p

(
x|y
))

. (2.16)

Compared to the integrals w.r.t. p(x|y), the summary statistics of Q(x), such as the

mean and covariance, are easier to compute or admit close-form solutions. Such a

distribution Q(x) is found by solving the forward KL divergence minimization prob-

lem. Therefore, Bayesian inference with integration is turned into an optimization

problem in VI.

The evidence lower bound (ELBO) Recall the definition of KL divergence

in definition 6, the KL divergence to be minimized in (2.16) can be represented as

KL
(
Q (x) ||p

(
x|y
))

=

∫
Q (x) log

Q (x)

p
(
x|y
)dx,

=

∫
Q (x) logQ (x) dx−

∫
Q (x) log

(
p
(
x|y
))

dx,

(2.17)

inserting the expression of p(x|y) in (2.11) with the model evidence defined by

f(y) :=
∫
fy|x(y|Hx)fx(x|θ)dx yields

KL
(
Q (x) ||p

(
x|y
))

= log f (y)− EQ

[
log

fy|x
(
y|Hx

)
fx
(
x|θ
)

Q (x)

]
. (2.18)

The log marginal likelihood is independent of the approximating distribution Q(x).

Since KL divergence is always non-negative, minimizing KL(Q(x)||p(x|y)) is equiv-

alent to maximizing EQ

[
log

fy|x(y|Hx)fx(x|θ)
Q(x)

]
, which is also known as the evidence

low bound (ELBO),

ELBO
(
Q (x)

)
:= EQ

[
log

fy|x
(
y|Hx

)
fx
(
x|θ
)

Q(x)

]
. (2.19)

†Since KL divergence is asymmetric, here in VI the KL divergence is called “forward” as opposed
to the reverse form of KL divergence used in Expectation Propagation. The terminologies “forward”
and “reverse” can be used exchangeably.
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The term ELBO is so named as it low-bounds the logarithm of the model evidence,

i.e. log
(
f(y)

)
≥ ELBO(Q(x)) for any Q(x).

Relationship between forward KL divergence minimization and ELBO

maximization Combining (2.18) and (2.19) gives

KL
(
Q (x) ||p

(
x|y
))

= log f (y)− ELBO
(
Q (x)

)
, (2.20)

indicating that minimizing forward KL divergence KL(Q(x)||p(x|y)) is equivalent

to maximising the ELBO
(
Q(x)

)
. Without any constraint on Q(x), the solution

to (2.20) is Q(x) = p(x|y), which does not make sense when the exact posterior

distribution p(x|y) is intractable, since Q(x) is still intractable.

To find the optimal approximating distribution Q(x) from a family of tractable

distributions Q, minimizing the forward KL divergence directly is unfeasible as

it requires computing the logarithm of model evidence f(y), which is one of the

intractable integrals reported in subsection 2.3.1. Thus the objective function to be

maximized in VI turns into ELBO
(
Q(x)

)
in (2.19). More precisely, ELBO

(
Q(x)

)
can be represented as

ELBO
(
Q (x)

)
= EQ

[
log fy|x

(
y|Hx

)]
− EQ

[
log

Q (x)

fx
(
x|θ
)] ,

= EQ

[
log fy|x

(
y|Hx

)]
−KL

(
Q (x) ||fx

(
x|θ
))

.

(2.21)

Examining the above objective function of ELBO
(
Q(x)

)
provides the useful intu-

ition. The first term in the second line is the expected log-likelihood function w.r.t.

the approximating distribution Q(x), which encourages Q(x) to place its mass that

explains the observation y, while the second term is the negative KL divergence

between Q(x) and the prior fx(x|θ), which pushes Q(x) closer to the prior distri-

bution. Therefore, the optimal approximating distribution Q(x) is found by such a

distribution that is well-behaved in balancing between the likelihood function and

the prior distribution.

24



Chapter 2: Background and Survey

Variational Bayes

VB belongs to the bigger class of VI methods. Depending on the constraint imposed

on the family of approximating distributions Q, VB methods can be categorized into

two classes: Mean Field VB (MFVB) and Fixed Form VB (FFVB) [118].

MFVB is a common type of VB. It works with a factorized approximating dis-

tribution in which the subsets of the unknown parameter are independent based on

mean-field approximation. Specifically, the unknown parameter x is partitioned into

n independent subsets x = {x1, . . . ,xn}, and the MFVB approximating posterior

distribution Q(x) is accordingly factorized as

Q (x) =
n∏

i=1

qi (xi) , (2.22)

where qi(xi) represents the individual approximating distribution of xi. Under

mean-field approximation, the factors qi(xi) (i = 1, . . . , n) are assumed to be in-

dependent. MFVB finds the best approximation Q(x) via an iterative approach

that is analogous to the EM algorithm [48]. At each iteration, the ELBO
(
Q(x)

)
is

maximized by sequentially updating each factor

qi (xi) =
exp

{
EQ\i(x)

[
log f (y,x)

]}∫
exp

{
EQ\i(x)

[
log f (y,x)

]}
dxi

, ∀i = 1, . . . , n, (2.23)

where Q\i(x) = Q(x)/qi(xi). It can be easily seen that, when the likelihood

fy|x(y|Hx) and the prior fx(x|θ) in the joint probability distribution f(y,x) =

fy|x(y|Hx)fx(x|θ) are conjugate, qi(xi) will have the same functional form as f(y,x).

Due to the fast runtime on large scale datasets [119, 120], MFVB presents a pop-

ular approximation method in machine learning and statistics [121, 122]. However,

classical MFVB methods are limited to conditionally conjugate exponential family

models [110–113, 115].

FFVB extends VB to more general models that are not limited to the conjugate

exponential family. In FFVB, the approximating distribution Q(x) has a fixed

parametric form, i.e.

Q (x) := Qη (x) , (2.24)

25



Chapter 2: Background and Survey

where η is a scalar- or vector-valued variational parameter. Distribution in exponen-

tial family is often a good choice for Qη(.), such as a (multivariate) Gaussian distribu-

tion in which case η denotes the mean and (co)variance of the Gaussian distribution.

FFVB finds the best approximation Qη(x) by optimizing the ELBO
(
Q(x)

)
defined

by

ELBO
(
Q (x)

)
:= ELBO

(
Qη (x)

)
= EQη(x)

[
log

fy|x
(
y|Hx

)
fx
(
x|θ
)

Qη (x)

]
. (2.25)

The gradient of ELBO
(
Qη(x)

)
is

∇ηELBO
(
Qη (x)

)
= EQη(x)

[
∇η logQη (x)× log

fy|x
(
y|Hx

)
fx
(
x|θ
)

Qη (x)

]
. (2.26)

Thus gradient-based optimization methods [118, 123] can be used to optimize (2.25).

Compared to MFVB, FFVB methods [123, 124] are developed more recently with

great contribution from not only from machine learning area but also the statistic

community.

In VB, the maximization of ELBO depends on the form of the approximating dis-

tributions, and the optimization methods. In MFVB, let
n∏

i=1

q
(t−1)
i (x) and

n∏
i=1

q
(t)
i (x)

denote the approximating distributions estimated at the (t − 1)th and (t)th iter-

ations. When the prior distribution of x is a conjugate prior, the ELBO can be

easily maximized using coordinate ascent optimization method. The convergence is

guaranteed when the change between the parameters of
n∏

i=1

q
(t−1)
i (x) and

n∏
i=1

q
(t)
i (x)

becomes less than some threshold. In FFVB, let η(t−1) and η(t) denote the param-

eters estimated at the (t− 1)th and (t)th iterations. The analytically expression to

compute ELBO in FFVB is not always available, making it difficult to use classical

optimization tools. In such cases, stochastic optimization can be used to optimize

the ELBO, which requires Monte carlo sampling. The convergence in this case is

guaranteed when the sample estimate of lower bound converges.

In summary, VI including VB methods re-frames Bayesian inference as an opti-

mization problem. In contrast to Bayesian inference via integration against the exact

posterior distribution p(x|y), VI finds a tractable distribution Q(x) to approximate

p(x|y) by minimizing the forward KL divergence KL
(
Q(x)||p(x|y)

)
. The objective
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function to be minimized is ELBO
(
Q(x)

)
and the posterior approximation is the

solution of the resulting optimization problem.

In next section, another family of variational Bayesian inference methods Expec-

tation Propagation (EP), which is also based on KL divergence optimization, will

be surveyed. In contrast to VI, the KL divergence to be minimized in EP is now in

the reverse form KL(p(x|y)||Q(x)), which gives the posterior approximation Q(x)

rather different properties.

2.4 Expectation Propagation for Approximate

Bayesian Inference
EP [100, 125] is another variational alternative to MCMC methods in performing

Bayesian inference. It was introduced by Thomas Minka in 2001 [80, 126], and has

become a popular choice in approximate Bayesian inference for large scale statistical

models. This family of algorithms provides efficient solutions when both good accu-

racy and computational efficiency are required in performing approximate Bayesian

inference.

Reverse KL divergence minimization Similar to VB, EP aims to find a

tractable distribution Q(x) from a family of distributions Q, to approximate the

intractable posterior distribution p(x|y), but now by minimizing the reverse KL

divergence

Q (x) = argmin
Q(x)∈Q

KL
(
p
(
x|y
)
||Q (x)

)
. (2.27)

As alluded to above, this reverse form of KL divergence makes EP different from

VB in the optimization criterion and also in the nature of how Q(x) is computed

[127], as will be reviewed next.

Moment matching When Q is the exponential family, as is often the case,

minimizing the reverse KL divergence reduces to matching natural parameters. As

introduced in definition 6, when Q(x) parameterized by η belongs to the ex-

ponential family Q =
{
Q(x|η) : Q(x|η) = h(x) exp{T (x)Tη − A(η)}

}
, the solu-

tion to the reverse KL divergence minimization is found by matching the expec-

tation of natural statistic T (x) w.r.t. p(x|y) to the derivative vector of A(η), i.e.

▽A(η) = Ep(x)[T (x)]. When x is a continuous vector, Q(x) is often chosen to be a
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multivariate Gaussian distribution N (x;µ,Σ); thus

∇A(η) =

 µ

µµT +Σ

 , T (x) =

 x

xxT

 , (2.28)

and the parameters of EP approximating distribution Q(x) are obtained by

µ =

∫
p
(
x|y
)
xdx, Σ =

∫
p
(
x|y
)
xxTdx− µµT . (2.29)

A detailed derivation of natural parameters of some commonly used EP approximat-

ing distributions is given in Appendix A.1. Note that the two integrals in (2.29) are

w.r.t. p(x|y), which is the exact posterior distribution that makes Bayesian infer-

ence intractable. To solve this problem, EP resorts to minimizing a sequence of local

KL divergences between the so-called tilted distribution and the EP approximating

distribution Q(x).

Tilted and cavity distributions EP starts posterior approximation from the

factorization of the exact posterior distribution, which has the form of

p
(
x|y
)
=

fy|x
(
y|Hx

)
fx
(
x|θ
)∫

fy|x
(
y|Hx

)
fx
(
x|θ
)
dx

:=
n∏

i=0

fi (x) . (2.30)

The index i = 0 is used to denote the prior distribution fx(x|θ), and i = 1, . . . , n

is used to denote the n terms in the likelihood function fy|x(y|Hx) (here the de-

pendence on y in fi(x) is omitted for brevity). For example, in (2.9) and (2.10),

fy|x(y|Hx) =
M∏

m=1

N (ym;hhhmxxx, σ
2) or fy|x(yyy|Hxxx) =

∏M
m=1 P(ym;hhhmxxx), there are M

terms in fy|x(y|Hx), so n = M . The EP approximation for p(x|y) consists of the

product of a set of approximating factors by Q(x) =
n∏

i=0

qi(x), and each factor is

used to approximate the corresponding factor in
n∏

i=0

fi(x), i.e.

f0 (x) , f1 (x) , . . . , fn (x)︸ ︷︷ ︸
exact factor in p(x|y)

≈ q0 (x) , q1 (x) , . . . , qn (x)︸ ︷︷ ︸
EP approximating factor in Q(x)

. (2.31)

In the following, qi(x) is called EP approximating factor and Q(x) is called EP

global approximation. When qi(x) (i = 0, . . . , n) belongs to the exponential family,
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the product of qi(x)s producing Q(x) is still in the exponential family. It is worth

noting that the product form of Q(x) in EP is different from that of MFVB in (2.22).

In MFVB, the factors of Q(x) depend on the partition of x, and each factor only

represents the distribution of a subset of x, while in EP, the factors of Q(x) depend

on the partition of observation y, and each factor represents the distribution of the

entire parameter x.

In (2.31), to find the parameters to determine the approximating factors qi(x)

(i = 0, . . . , n) , in each iteration, a sequence of local KL divergence is minimized

q0 (x) = argmin
q0(x)∈Q

KL
(
f0 (x)Q

\0 (x) ||q0 (x)Q\0 (x)
)
,

q1 (x) = argmin
q1(x)∈Q

KL
(
f1 (x)Q

\1 (x) ||q1 (x)Q\1 (x)
)
,

...

qn (x) = argmin
qn(x)∈Q

KL
(
fn (x)Q

\n (x) ||qn (x)Q\n (x)
)
.

(2.32)

In (2.32), the first argument of KL divergence is called a tilted distribution, which is

defined by the product of the current factor to be approximated and the cavity dis-

tribution, which is the distribution obtained by removing the current KL minimizer

from Q(x), i.e. Q\i(x) = Q(x)/qi(x), ∀i = 0, . . . , n. The second argument of KL

divergence is the current EP global approximation, which is formed by the product

of the current KL minimizer (or EP approximating factor) and cavity distribution.

Specifically, for i = 0, . . . , n,

tilted distribution : f̃i(x) = fi(x)Q
\i(x), cavity distribution : Q\i(x) ∝ Q(x)

qi(x)
.

The name “cavity” mimics the effect of removing approximation information of the

current exact factor to be approximated from the EP global posterior approximation,

and then “tilted” distribution inserts the information of the exact factor to that

“cavity”.

It is important to note that each KL divergence minimization problems in (2.32)

are solved by exclusively optimizing qi(x) instead of EP global approximation. The

variational principles are only invoked to characterize individual EP approximating

factor qi(x), ∀i = 0, . . . , n, not the global posterior approximation Q(x). Therefore,
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EP is regarded as a “local” approximation algorithm since the KL divergence is

minimized locally w.r.t. a selected EP approximating factor.

EP update To solve each local KL divergence minimization problem in (2.32),

EP then tries to find a Q(x) to approximate the tilted distribution via moment

matching described in (2.28), but the moments w.r.t. the exact posterior distribution

p(x|y) in (2.29) are now replaced by the tilted distribution f̃i(x), i.e.

µ =

∫
f̃i (x)xdx, Σ =

∫
f̃i (x)xx

Tdx− µµT , (2.33)

which are easier to compute than those of p(x|y). After moment matching, the EP

global approximating distribution Q(x) is updated and subsequently the current EP

approximating factor is updated by the most recent updated Q(x), i.e.

EQ [x] = Ef̃

[
T (x)

]
, and then, qi (x) =

Q (x)

Q\i (x)
. (2.34)

Appendix A.2 describes some commonly utilised product and quotient rules that

will be used in EP update in this thesis. Therefore, in each iteration, when there

are n local KL divergence minimization problems, EP global approximation Q(x)

is updated n times and each newly updated Q(x) is used to update the current

EP approximating factor qi(x). EP update thus refers to the update of EP global

approximation Q(x) and also the subsequent update of EP approximating factor

qi(x). Such EP update iterates until stopping condition is met.

The core of EP is to compute the expectations Ef̃ [T (x)] w.r.t. different tilted

distributions, which is also the most difficult part. On the one hand, in contrast

to the exact posterior distribution p(x|y), the tilted distribution f̃i(x) is mostly

the cavity distribution, which is from a tractable family of distributions, thus the

difficulty is significantly reduced by only handing a single exact factor fi(x). On the

other hand, computing the expectations w.r.t. the tilted distributions still requires

the integrals over x in theory, which encounters the same challenges as Monte Carlo

integration when x is high-dimensional. This thesis will present different strategies

in Chapters 3, 4, 5 to compute these integrals efficiently to achieve scalable posterior

approximation.

Damping In EP, there is no guarantee for convergence since the local KL diver-
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gence minimization does not guarantee that KL divergence is minimized from the

exact posterior distribution to the EP global posterior approximation. In general,

the convergence of the EP algorithms remains fairly unclear, and divergence issue

has been observed in naive implementation of the algorithms, especially in the situa-

tion where the the factors fi(x) in p(x|y) =
n∏

i=0

fi(x) are not log-concave [128, 129].

For example, the mean vectors and covariance matrices of the multivariate Gaus-

sian approximating distributions may oscillate during EP iterations. In practical

implementation, such divergence issues may arise if the initialization of the EP ap-

proximating distributions or the prior hyperparameter is set unreasonably, e.g. the

covariance of the Gaussian approximating distributions is much smaller than the ex-

act variance, or the hyperparameter (when unknown) is set such that the resulting

exact posterior is extremely ill-conditioned.

To prevent the divergence issues, damping strategy has been extensively used

in the EP literature [130–134] and it is also used in the EP algorithms proposed

in this thesis. Specifically, in EP update for any KL minimizer qi (i = 1, . . . , n) in

(2.32), let qoldi (x) denotes qi(x) updated from the previous EP iteration and qnewi (x)

denotes qi(x) updated in current EP iteration before damping, a damping scalar

factor ϵ ∈ [0, 1] is applied to perform damping on qnewi (x) by

qdamp
i (x) =

[
qnewi (x)

]ϵ [
qoldi (x)

]1−ϵ

, (2.35)

such that qdamp
i (x) will is used instead of qnewi (x) in the following KL divergence

minimization problems at the current iteration, and in the next iteration qdamp
i (x)

from the previous iteration becomes qoldi (x). For ϵ = 0, EP update for qi(x) at

the current iteration is undone. For ϵ = 1, no damping is applied to qnewi (x).

For example, when qi(x) is a multivariate Gaussian distribution N (x;µi,Σi), let

qoldi (x) ∝ N (x;µold,Σold) denotes qi(x) updated at the (t−1)iteration (after damp-

ing), and qnewi (x) ∝ N (x;µnew,Σnew) denotes qi(x) updated at the (t)th iteration

(before damping), qdamp
i (x) ∝ N (x;µdamp,Σdamp) is obtained by

Σdamp =
[
ϵ(Σnew)−1 + (1− ϵ)(Σold)−1

]−1

,

µdamp = Σdamp
[
ϵ(Σnew)−1µnew + (1− ϵ)(Σold)−1µold

]
.

(2.36)
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2.4.1 Differences between Variational Bayes and Expectation

Propagation

Given a posterior p(x|y) whose posterior expectation and covariance are difficult

to compute, both VB and EP aim to find an approximating distribution from a

tractable family of distributions to approximate p(x|y). One of the key differences

between VB and EP is the form of the KL divergences to be minimized, which leads

to different properties of the approximating distribution, i.e.

Variational Bayes: KL
(
Q (x) ||p

(
x|y
))

=

∫
Q (x) log

Q (x)

p
(
x|y
)dx,

Expectation Propagation: KL
(
p
(
x|y
)
||Q (x)

)
=

∫
p
(
x|y
)
log

p
(
x|y
)

Q (x)
dx.

It can be seen that in VB, the expectation is taken w.r.t. the approximating

distribution Q(x), indicating that the non-zero regions in the support of exact pos-

terior distribution p(x|y) can be ignored if Q(x) places zeros mass on them. In

EP, on the contrary, the expectation is taken w.r.t. the exact posterior distribu-

tion p(x|y), indicating that Q(x) must be non-negligible in regions where p(x|y) is

non-negligible. Therefore, Q(x) found by VB and EP presents different properties,

where the Q(x) found by VB is more local than that of EP. An example of such

behaviors are presented in Figure 2.2, where a mixture of two Gaussian distribution

is approximated by a single Gaussian distribution found by VB and EP. In general,

the uncertainty of Q(x) in VB tends to underestimate the posterior uncertainty,

while the uncertainty of Q(x) in EP tends to overestimate the posterior uncertainty

[48, 135].

It is important to clarify that EP is not the counterpart algorithm of VB. Al-

though the reverse KL divergence minimized by EP is opposed to the forward KL

divergence minimized by VB, the forms of the arguments in the KL divergence are

different. VB globally minimises the forward KL divergence between the exact pos-

terior distribution p(x|y) and the VB posterior approximation Q(x) directly, while

EP locally minimises the reverse KL divergence between the tilted distribution f̃i(x)

∀i = 0, . . . , n and the EP posterior approximation Q(x). However, a special case

may happen when there is no factorization over the exact posterior distribution
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Figure 2.2: Approximating a mixture of two Gaussians P (x) = 0.2 ×N (x; 0, 12) +
0.8 × N (x; 10, 22) (black) using a single Gaussian obtained by VB (blue) and EP
(red).

p(x|y) and the tilted distribution is p(x|y) itself, then the reverse KL divergence in

EP is minimized globally. In that case, EP can be seen as the counterpart algorithm

of VB, but in moment matching, it often requires further approximations to make

the moment computation tractable, thus this scenario is rarely considered in the EP

literature [136].

2.4.2 Applying Expectation Propagation to imaging inverse

problems

EP algorithms have been successfully applied to imaging inverse problems with

different observation models and different image priors. For example, in [137], a

Laplace prior enforcing sparsity of the wavelet coefficients or of the image gradients

was adopted to address image deconvolution problems in the presence of Gaussian

noise. Gaussian processes and sparse linear models [138, 139] were considered as

prior distributions when combined with a Poisson observation model.

For imaging problems, the two vectors y and x in the exact posterior distribu-

tion p(x|y) obtained in (2.11) are high-dimensional. To estimate the unknown image

vector of interest x from the degraded observation y, EP is used to perform approx-

imate Bayesian inference when exact evaluation of the following high-dimensional
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integrals are intractable,

p
(
x|y
)
=

fy|x
(
y|Hx

)
fx
(
x|θ
)∫

fy|x
(
y|Hx

)
fx
(
x|θ
)
dx

≈ Q (x) ,

Ep [x] =

∫
xp
(
x|y
)
dx ≈ EQ [x] ,

Covp (x) =

∫ (
x− E [x]

) (
x− E [x]

)
Tp
(
x|y
)
dx ≈ CovQ (x) .

(2.37)

The difficult-to-compute MMSE estimator and covariance matrix w.r.t. p(x|y) are

approximated by the mean vector and covariance matrix of EP approximating dis-

tribution Q(x), which are tractable and easier to compute. For imaging problems,

Q(x) is often restricted to a multivariate Gaussian distribution Q(x) = N (x;µ,Σ),

and once Q(x) is found, its mean vector µ and covariance matrix Σ can be directly

used as the approximate MMSE estimate and approximate posterior uncertainty,

without requiring further computation. Therefore, EP provides a powerful tool to

solve imaging inverse problems by providing both approximate MMSE point es-

timate and the associated posterior uncertainty quantification, as summarized in

Figure 2.3.

Ground truth 
image

Observed degraded
image

Linear inverse problems in imaging

linear projection additive/multiplicative
noise

(a)

EP algorithms
OutputInput

+
uncertainty quantification of the approximate MMSE estimate

approximate MMSE estimate of 

(b)

Figure 2.3: (a) The linear imaging inverse problems introduced in Chapter 1 (Figure
1.2) that this thesis addresses. (b) Illustration of EP algorithms applied to address
the problems in (a).
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2.4.3 How to construct an Expectation Propagation algo-

rithm to solve an imaging inverse problem

To solve inverse problems in imaging, for an N -dimensional unknown image (contin-

uous) vector x ∈ RN , the aim of EP algorithms is to find a multivariate distribution

to approximate the intractable exact posterior distribution p(x|y).

For an intractable high-dimensional exact posterior distribution p(x|y), EP starts

from the factorization over p(x|y). A general form of factor graph shown in Fig-

ure 2.4 will be used extensively in this thesis when proposing new EP algorithms

to solve different image inverse problems. In this factor graph, the exact posterior

distribution p(x|y) is factorized into n + 1 factors with n factors fy|x(yi|hix) for

each observation yi in likelihood, and one factor for the prior distribution fx(x|θ).

Correspondingly, there are n + 1 EP approximating factors qi(x) (i = 0, . . . , n).

EP posterior approximation for exact posterior distribution consists of finding the

parameters of qi(x) from i = 0 to i = n over iterations.

In each iteration, EP sequentially minimizes the local KL divergence w.r.t. each

approximating factor qi(x)
†, while holding the other approximating factors qj(x)

(j ̸= i) fixed. In each KL divergence minimization problem, when qi(x) is chosen

from the exponential family of distributions, moment matching is performed between

the current tilted distribution and the EP global posterior approximation Q(x),

and then the most updated moments of Q(x) are used to update the moments of

the approximating factors. Algorithm 1 summarizes the steps to construct an EP

algorithm to solve an imaging inverse problem.

 

Figure 2.4: A general form of factor graph that will be used extensively in this thesis
when proposing new EP algorithms to solve different image inverse problems. The
rectangular boxes (resp. circles) represent the factor (resp. variable) nodes and EP
approximating factors are shown in green.

†The sequential KL divergence minimization does not need to be in ascending order from 0 to
n.
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Algorithm 1 Steps to construct an EP algorithm to solve an imaging inverse prob-
lem
Input: observation y, degradation matrix H
Output: Q(x)

Step 1 : factorize exact posterior distribution p(x|y) =
n∏

i=0

fi(x|y)

Step 2 : initialize the parameters of qi(x) for i = 0, . . . , n
Step 3 : for i:=0 to n do

compute Q(x) =
n∏

i=0

qi(x), Q\i(x) = Q(x)
qi(x)

minimized KL(fi(x)Q
\i(x)||Qnew(x))

update qi(x) =
Qnew(x)

Q\i(x)
.

end for
Repeat Step 3 until the stopping condition is met.

2.4.4 Limitations of existing Expectation Propagation algo-

rithms in solving imaging inverse problems

Although constructing an EP algorithm to solve an imaging inverse problem is con-

ceptually very simple, finding a multivariate Gaussian distribution to approximate

the high-dimensional posterior distribution is not trivial. The is mainly caused

by the estimation of the covariance matrices of the EP approximating factors.

In general, a multivariate Gaussian distribution defined by qi(x) ∝ N (x;µi,Σi)

is chosen as the EP approximating factor†. For an N -dimensional image vector

x = [x1, x2, . . . , xN ]
T , EP aims to find a N (x;µ,Σ) with mean vector µ ∈ RN×1

and a covariance matrix Σ ∈ RN×N to approximate the intractable posterior distri-

bution p(x|y) by

N




x1

x2

...

xN


;


µ1

µ2

...

µN


,


Σ11 Σ12 · · · Σ1N

Σ21 Σ22 · · · Σ2N

...
...

...
...

ΣN1 ΣN2 · · · ΣNN




≈ p

(
x|y
)
. (2.38)

When estimating the covariance of qi(x) in Step 3 of Algorithm 1 using N (x;µi,Σi) =

N (x;µ,Σ)

N (x;µ\i,Σ\i)
, the covariance matrix Σ−1

i = Σ−1−(Σ\i)−1 is not ensured to be positive

†In this thesis, a multivariate Bernoulli distribution is also used as the EP approximating factor
for discrete unknown parameters in some imaging inverse problems such as in, for example, Chapter
3 and Chapter 5.
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definite. In addition, the product and quotient of multivariate Gaussian densities

require matrix inversion. In practical implementation, EP is used in a more versa-

tile manner in order to solve imaging inverse problems efficiently. In the existing

literature, there are two main types of EP algorithms.

1. Type 1 - EP approximation with full covariance matrix. Vanilla EP algorithms

use a full covariance matrix for the approximating factors, the resulting EP up-

dates require either the inversion of large matrices or a large number of sequen-

tial updates leveraging rank-1 optimization of large matrices [138, 140, 141].

However, for high-dimensional imaging inverse problems, such implementation

can be computationally expensive and would become numerically unstable over

iteration.

2. Type 2 - EP approximation with diagonal covariance matrix. To reduce com-

putational time and memory requirements on full covariance matrices, EP

approximating factors are often constrained to be diagonal. This drastically

simplifies the resolution of the local KL divergence minimization problems

when subject to the symmetry and positive-definiteness constraints on diag-

onal covariance matrices. However, the diagonal covariance matrix neglects

local correlation between groups of variables and thus potentially degrades

the quality of the approximation performance (as will be further discussed in

Chapter 4).

To conclude, it is possible to use full approximate covariance matrix to find EP

posterior approximations for an unknown image of interest, but the computational

complexity becomes prohibitive as image dimension increases. While using diagonal

approximate covariance matrix can alleviate this computation burden, it fails to

provide efficient posterior approximation when posterior correlations between some

variables are neglected. As a result, despite the success of EP algorithms in solving

some imaging inverse problems, scalability of the existing EP algorithms are limited

by using either full or diagonal approximate covariance matrix. Therefore, new EP

algorithms that allows for greater scalability and still provides efficient posterior

approximations with different image priors are required to solve imaging inverse

problems.
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2.4.5 Motivations: scalable approximate Bayesian inference

for imaging inverse problems using Expectation Prop-

agation

This thesis is motivated by developing new EP algorithms that are scalable for high-

dimensional imaging inverse problems. Two aspects are considered to achieve the

scalability. First, for different Bayesian models used in different imaging inverse

problems, different factorization schemes over the exact posterior distributions are

exploited in EP. Second, for the same factorization scheme, different approximate co-

variance matrix structures are exploited in EP. In addition, larger inference schemes

that allow for unsupervised (or semi-unsupervised) prior hyperparameter estimation

are investigated in EP.

In the following three contribution chapters (Chapters 3, 4, 5), different new

EP algorithms will be proposed based on the three strategies for scalable posterior

approximation:

1. Factorizing the exact posterior distribution to enable parallel com-

putation: Depending on the likelihood functions and prior distributions, dif-

ferent factorization schemes over the exact posterior distributions are investi-

gated to enable parallel computation in EP updates, which allows for greater

scalability. Without compromising the accuracy of EP posterior approxima-

tion, auxiliary variables are introduced in the likelihood function fy|x(y|Hx)

(Chapter 3 and Chapter 5) or the prior distribution fx(x|θ) (Chapter 4), to

construct extended factor graphs which enable parallel EP updates.

2. Tailoring the approximate covariance matrices: For Bayesian models

with patch-based image prior, Chapter 3 will present the potential challenges

arising when considering MMSE estimation and uncertainty quantification at

the image level using priors based on overlapping patches. A new patch-based

EP algorithm with Gaussian Mixture Models (GMMs) is proposed to over-

come these challenges. To achieve scalable posterior approximations with such

a patch- based prior, a block diagonal structure is innovatively tailored for

approximate covariance matrices. For Bayesian models with gradient-based

prior, sparse prior, and positivity-constrained prior, Chapter 4 and Chapter 5
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will present how to construct scalable EP algorithms with diagonal approxi-

mate covariance matrix that still provide efficient posterior approximations.

3. Prior hyperparameter estimation based on EP posterior approxima-

tion: Based on the EP posterior approximation obtained by the above two

strategies, the prior hyperparameter can be estimated via a variational Expec-

tation Maximization scheme. Different hyperparameter estimation strategies

for different prior distributions will be proposed in the proposed EP algorithms.

In solving high-dimensional imaging inverse problems, the scalability of the re-

sulting EP algorithms is thus further improved by allowing for unsupervised

(or semi-unsupervised) hyperparameter estimation.

In the following chapters, two novel EP algorithms will be proposed for scalable

image restoration in Chapter 3 and Chapter 4, and in Chapter 5, the proposed EP

algorithms will be further extended from single channel imaging inverse problems

to multi-channel imaging inverse problems.
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Proposed Methodology -

Patch-Based Image Restoration

using Expectation Propagation

3.1 Summary

This chapter presents a new scalable Expectation Propagation (EP) framework to

solve imaging inverse problems using patch-based prior distributions. While Monte

Carlo techniques are classically used to sample from intractable posterior distribu-

tions, they can suffer from scalability issues in high-dimensional inference problems

such as image restoration. To address this issue, EP is used here to approximate the

posterior distributions using products of multivariate Gaussian densities. Moreover,

imposing structural constraints on the covariance matrices of these densities allows

for greater scalability and distributed computation. While the proposed EP algo-

rithm is naturally suited to handle additive Gaussian observation noise, it can also

be extended to non-Gaussian noise. Experiments conducted for image denoising,

inpainting, and non-blind image deconvolution problems with Gaussian and Poisson

noise illustrate the potential benefits of such a flexible approximate Bayesian method

for uncertainty quantification in imaging problems, at a reduced computational cost

compared to sampling techniques.
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3.1.1 Contributions of the chapter

In this chapter, Gaussian mixture model (GMM) patch-based prior used in EP

helps to build a flexible and scalable inference framework to provide both point

estimates and pixel-wise posterior uncertainty measures. Since this GMM prior

models non-overlapping image patches independently, it allows for greater scalability

in solving high-dimensional imaging inverse problems. Being a conjugate prior for

Gaussian observation model [142], GMM prior is extended in this chapter to solve

more complex imaging inverse problems beyond denoising with Gaussian noise, such

as observations corrupted by Poisson noise. The goal of this chapter is to propose

a new scalable framework of EP algorithms with existing patch-based priors, to

enable approximate uncertainty quantification and visualization for imaging inverse

problems. The main contributions of this chapter can be summarized as follows.

1. A new EP algorithm with GMM patch-based prior is, to the best of the au-

thor’s knowledge, proposed for the first time to solve high-dimensional imaging

inverse problems. Approximate MMSE estimates and the associated posterior

uncertainties are directly obtained from the moments of the Gaussian approx-

imation of the exact posterior distribution. The proposed EP algorithm can

be applied to large images thanks to the structure imposed to the covariance

matrices of the approximating distributions.

2. A variational Expectation Maximization (EM) algorithm is also used to esti-

mate GMM prior hyperparameters using the EP approximation of the exact

posterior distribution. This allows the prior model to be adjusted for each im-

age and the resulting algorithm does not require significant user supervision.

3. While the proposed EP algorithm is naturally suited to handle Gaussian noise

models, it is extended for non-Gaussian noise cases, and the Poisson noise

model is used as illustration.

3.1.2 Structure of the chapter

The remainder of this chapter is organized as follows.

• Section 3.2 presents the Bayesian model with a patch-based prior for imaging

inverse problems.

• Section 3.3 proposes a new patch-based EP algorithm for Gaussian observation
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models.

• In Section 3.4, the EP algorithm proposed in Section 3.3 is generalized to

non-Gaussian observation models, using Poisson noise as a running example.

• Section 3.5 describes the final image restoration strategy relying on model

averaging.

• In Section 3.6, an EP-EM strategy is proposed to estimate hyperparameters

of the GMM prior.

• In Section 3.7, experimental results are presented.

• Finally, conclusions and discussions are reported in Section 3.8.

3.2 Bayesian Model with Patch-based Prior for Imag-

ing Inverse Problems

This chapter addresses the imaging inverse problems which consist of estimating an

unknown image from its degraded observation, e.g. noisy, blurry, or missing pixels.

The (vectorized) observed image y ∈ RN×1 is modeled as a known linear transfor-

mation of the unknown image of interest x ∈ RN×1. The linear transformation is

denoted by Hx and the matrix H ∈ RN×N is either diagonal (e.g. as in denoising

and inpainting problems) or diagonalizable in a transformed domain (e.g. as in de-

convolution problems). The observation noise can be either Gaussian, independently

and identically distributed (i.i.d.) or more complex, e.g. non-Gaussian. Adopting

a Bayesian approach, the observation model described by the likelihood function

fy|x(y|Hx), and a prior distribution fx(x|θ) parameterized by θ and based on im-

age patches, are adopted to perform image restoration. Following Bayes’ theorem,

the posterior distribution of x is

p
(
x|y,θ

)
=

fy|x
(
y|Hx

)
fx
(
x|θ
)∫

fy|x
(
y|Hx

)
fx
(
x|θ
)
dx

. (3.1)

Exact inference beyond Maximum A Posteriori (MAP) estimation using (3.1) is

however extremely difficult for high-dimensional imaging inverse problems, due to

the high-dimensional, usually intractable, integral in the denominator.
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3.2.1 Patch-based image prior

Patch-based prior model. Over the last few years, patch-based image restoration

methods have received a lot of interest. Such approaches are particularly attractive

from a computational point of view, as learning patch-based priors and using them

to restore patches/images can be simpler than learning and using global image priors

[75, 143]. In practice, overlapping patches are often found to be crucial to achieve

performance close to that of state-of-the-art image restoration methods [144]. There

are two main categories of methods in the literature to learn/build patch-based

priors. In the first category, patch-based prior models are learned on image patches

which are assumed to be independent. Such methods include, for example, [73–

76, 145] using GMM as a patch-based prior. Conversely, the second category of

methods accounts for dependencies between overlapping patches while learning a

patch-based prior. Fields-of-Experts (FoE) priors [77] are typical examples of such

methods. However, training FoE models is computationally intensive compared to

the first category of methods. In this chapter, to keep the overall inference process

(prior design and image restoration) computationally tractable, expressive GMM

models built using tools from the first category of methods is considered as priors of

image patches. To alleviate the usual blocky artifacts when restoring images from

non-overlapping patch estimates, here GMM priors are used for different partitions

of the image of interest. Individual image posteriors are obtained from the different

partitions and they are combined to obtain the final image estimates (approximate

means and marginal variances).

MAP vs MMSE estimation with patch-based prior model. For MAP

estimation with patch-based priors, e.g. [73–77], the resulting posterior distribu-

tion may not be convex nor unimodal. Nonetheless, convex optimization tools can

be used to optimize (local) bounds of the log-posterior distribution [73]. On the

other hand, although numerous patch-based Bayesian methods have been proposed

for image restoration in literature [73–75, 77, 143, 145–151], patch-based priors are

rarely studied beyond MAP estimation. This is probably because several challenges

arise when consider MMSE estimation and uncertainty quantification at the image

level using priors based on overlapping patches. Firstly, many patch-based methods

including [75, 145] rely on processing zero-mean patches, whose means are first re-
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moved before and added after patch estimation. Such heuristic steps significantly

improve the restoration performance (denoising or inpainting) but are not easy to

handle when it comes to uncertainty management. Besides, since the aggregation

of overlapping patch estimates is crucial to alleviate the blocky artifacts, it is not

clear how the multiple intensity estimates should be combined. Last but not least,

spatially correlated patch-based priors are relatively difficult to design and to com-

pute in the image domain [152]. In applications such as quantitative imaging, it is

however important to develop new tools to quantify the uncertainty associated with

the estimated images.

In the context of patch-based priors, while MMSE estimation is not generally

possible at the image level, it is however possible to compute MMSE patch estimates,

and combine these estimates by averaging [145]. The MMSE estimates can be

either obtained analytically [145] or approximated by Monte Carlo sampling [143].

These approaches, which have been proposed for image denoising and inpainting,

are closely related to this chapter. However, their capabilities are extended to image

deconvolution, i.e. when the degradation operator H is non-diagonal.

EP posterior approximation with patch-based prior. EP algorithms have

been successfully applied to imaging inverse problems using different observation

models and different image priors. However, to the best of this author’s knowl-

edge, it has not yet been combined with patch-based priors. In this chapter, GMM

patch-based prior is considered in applying EP algorithms in solving imaging inverse

problems.

Identifying uncertainties and posterior correlation in high-dimensional imaging

inverse problems usually requires the computation of large covariance/precision ma-

trices. This computational cost is presented when performing exact inference but

also when using approximate methods like VB/EP. Different from the full or diag-

onal approximate covariance matrix which has been exploited in the existing EP

algorithms to model or not the correlation between variables, in this chapter, the

block-diagonal covariance matrix structure is adopted to capture partial correlation

between variables in the proposed EP algorithm. Instead of considering a vanilla

EP factorization and implementation resulting in a large number of sequential up-

dates, the proposed EP algorithm consists of only two or three factors, depending
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on the noise model considered. This leads to the resulting EP algorithm with only

two to three sequential updates at each iteration, each update being highly paral-

lelizable and allowing distributed inference. This is a strategy similar to the fac-

torization scheme used in approximate message passing (AMP)/generalized AMP

(GAMP)/vector AMP (VAMP) [153–155], which enables faster inference. However,

in contrast to AMP/GAMP/VAMP, not all the covariance matrices are constrained

to be isotropic or diagonal in the proposed EP algorithm.

3.2.2 Exact Bayesian model with GMM prior

Given an image vector x composed of
√
N ×

√
N pixels, a set of J small non-

overlapping patches {xj}j=1,...,J of size
√
r ×

√
r is considered. Each pixel in the

image is assigned to a single patch, leading to J = N/r. The patches {xj}j=1,...,J

are assigned independently the same GMM prior model

xj|θ ∼
K∑
k=1

ωkN
(
:; µ̃k, C̃k

)
, (3.2)

where K is the number of mixture components, ωk, µ̃k, C̃k are respectively the

weight, mean, and covariance matrix of the kth Gaussian component, and θ =

{ωk, µ̃k, C̃k}k=1,...,K . Moreover, the positive weights {ωk}k=1,...,K sum to one. In

this section and Sections 3.4 and 3.5, the GMM parameters in θ are assumed to be

known. Possible procedures to learn these parameters from training images will be

discussed in Section 3.6, together with the proposed strategy to refine them. The

global image prior model fx(x|θ) can be expressed as

fx
(
x|θ
)
=

J∏
j=1

K∑
k=1

ωkN
(
xj; µ̃k, C̃k

)
. (3.3)

Combining f(x|θ) with the observation model described by likelihood function

fy|x(y|Hx), the resulting exact posterior distribution of x is given, up to a multi-

plicative constant, by

p
(
x|y,θ

)
∝ fy|x(y|Hx)

 J∏
j=1

K∑
k=1

ωkN
(
xj; µ̃k, C̃k

) . (3.4)
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The goal of the proposed EP algorithm is to find a Gaussian distribution Q(x)

that closely approximates the exact posterior p(x|y,θ); in particular, when com-

puting the MMSE estimate Ep(x|y,θ)[x] is intractable. Using the tractable approx-

imating distribution Q(x), the exact MMSE estimate can be approximated by

Ep(x|y,θ)[x] ≈ EQ(x)[x] and the posterior covariance matrix can be approximated

by the covariance matrix of Q(x).

Note that in cases where HTH is diagonal, e.g. in denoising or inpainting prob-

lems, the EP algorithm discussed in this section is not required to perform a poste-

riori inference. Indeed, as discussed in [145], in that case, the posterior distribution

in (3.6) is tractable and reduces to patch-wise independent GMMs. However, this

case is still discussed here as a starting point for this section, as the resulting EP

updates can be used for more complex problems where the noise is non-Gaussian,

as will be discussed in Section 3.4.

3.3 Proposed Patch-based EP Algorithm with Gaus-

sian Noise

3.3.1 Gaussian observation model

In this section, it is assumed that the observations y are corrupted by i.i.d. Gaussian

noise with known noise variance σ2. Thus, the likelihood function can be expressed

as

fy|x(y|Hx) =
N∏

n=1

N (yn;hnx, σ
2), (3.5)

where {hn}n=1,...,N ∈ R1×N are the row vectors of H. The resulting exact posterior

distribution of x is given, up to a multiplicative constant, by

p
(
x|y,θ

)
∝

 N∏
n=1

N
(
yn;hnx, σ

2
) J∏

j=1

K∑
k=1

ωkN
(
xj; µ̃k, C̃k

) . (3.6)
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3.3.2 EP approximation strategy

Following the steps to construct an EP algorithm listed in subsection 2.4.3 of Chap-

ter 2, p(xxx|yyy,θθθ) is factorized into a set of factors. To alleviate a large number of

sequential updates, for the Gaussian observation model, it is factorized into two

factors in the proposed EP algorithm, thus the resulting EP posterior approxima-

tion consists of two approximating factors. The first factor, which relates to fx(xxx|θθθ)

(seen as a function of xxx) and which depends implicitly on θ, is denoted by qx,0(xxx).

The second factor, which relates to fy|x(yyy|Hxxx) (seen as a function of xxx) and which

implicitly depends on yyy, is denoted by qx,1(xxx). These two factors are, for simplicity,

unnormalized multivariate Gaussian densities whose parameters are defined as

qx,0 (xxx) ∝ N
(
xxx;mmmx,0,Σx,0

)
, qx,1 (xxx) ∝ N

(
xxx;mmmx,1,Σx,1

)
. (3.7)

A factor graph representing this EP factorization is depicted in Figure 3.1. The

resulting approximation of p(xxx|yyy,θθθ) is given by Q(xxx) ∝ qx,1(xxx)qx,0(xxx). To find the

variational parameters of Q(xxx), EP reduces to solving iteratively the two following

 

Figure 3.1: Factor graph used to perform EP approximation for Gaussian likelihood
and GMM patch-based prior. The rectangular boxes (resp. circles) represent the
factors (resp. variables) involved in the factorized exact posterior distribution. The
corresponding EP approximating factors are shown in green. The covariance matri-
ces Σx,1, Σx,0 of the EP approximating factors are block-diagonal.
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KL divergence minimization problems

min
qx,1(xxx)

KL

(
N∏

n=1

N
(
yn;hhhnxxx, σ

2
)
qx,0 (xxx) ||qx,1 (xxx) qx,0 (xxx)

)
. (3.8a)

min
qx,0(xxx)

KL

 J∏
j=1

K∑
k=1

ωkN
(
xj; µ̃k, C̃k

)
qx,1 (xxx) ||qx,0 (xxx) qx,1 (xxx)

, (3.8b)

Traditionally, the densities obtained by removing a single factor from Q(xxx), i.e.

qx,\i(xxx) ∝ Q(xxx)/qx,i(xxx) (∀i ∈ {0, 1}), are referred to as cavity distributions. Here,

qx,\0(xxx) = qx,1(xxx) and qx,\1(xxx) = qx,0(xxx). Moreover, the (unnormalized) densities

obtained by multiplying these cavity distributions by their corresponding true fac-

tors are referred to as tilted distributions. Here are two tilted distributions, P1(xxx) ∝[∏N
n=1N (yn;hhhnxxx, σ

2)
]
qx,0(xxx) and P0(xxx) ∝

[∏J

j=1

∑K

k=1
ωkN

(
xj; µ̃k, C̃k

)]
qx,1(xxx),

each being associated with one of the KL divergence minimization problems in (3.8).

Within the traditional EP framework where the problems in (3.8) are solved

without additional constraints on the covariance matrices Σx,0 and Σx,1, solving

the KL divergence minimization problems reduces to (i) computing the mean and

covariance matrix of each tilted distribution, denoted by EPi
[xxx] and CovPi

(xxx) (for

i ∈ {0, 1}), and (ii) matching those moments with those of Q(xxx), denoted by mmm∗

and Σ∗. Since Q(xxx) is the product of two Gaussian densities, these approximate

moments are given by

Σ−1
∗ = Σ−1

x,0 +Σ−1
x,1, mmm∗ = Σ∗

(
Σ−1

x,0mmmx,0 +Σ−1
x,1mmmx,1

)
. (3.9)

At each EP iteration, the algorithm produces, sequentially, new values of (mmmx,0,Σx,0)

and (mmmx,1,Σx,1), that minimize the first and second line of (3.8), respectively. How-

ever, this simple strategy often does not apply directly in the multivariate case as,

for instance, the covariance matrix Σ−1
x,1 =

(
CovP1(xxx)

)−1 −Σ−1
x,0 is not ensured to be

positive definite. To alleviate this issue, the covariance matrices Σx,0 and Σx,1 are

often constrained to be diagonal or isotropic. This drastically simplifies the resolu-

tion of the problems in (3.8) when subject to the symmetry and positive-definiteness

constraints applied to the covariance matrices. However, while imposing such di-

agonal structural constraints on Σx,0 and Σx,1 can stabilize the EP algorithm, it
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constrains Q(xxx) to neglect posterior correlations between the elements of xxx and thus

potentially degrades the quality of the approximation (as will be further discussed

in Section 3.7). In this chapter, less restrictive constraints will be used to allow Σx,0

and Σx,1 to be block-diagonal matrices, as will be discussed in the next subsection.

3.3.3 Block-diagonal covariance matrix approximation

Spatial correlation between pixels is induced by the GMM priors (a priori known cor-

relation), but it can also be induced by the likelihood factor, e.g. in deconvolution

problems. While estimating and handling full, unstructured covariance matrices

is not tractable for large images due to computationally intensive matrix inver-

sions, it is possible to partially capture posterior correlation by imposing structural

constraints on (Σx,1,Σx,0), and thus on Σ∗. Enforcing block-diagonal structures

appears to be a natural and computationally attractive option. Indeed, the prior

model in (3.3) induces, by construction, spatial correlation within image patches

and a block-diagonal structure in the prior covariance matrix of xxx (provided that

the pixels are sorted properly in xxx). Moreover, the degradation operator H formed

by convolution kernels is diagonally dominant. Thus, it is proposed to use the same

block-diagonal structure for Σx,1 and Σx,0, which is the r×r block structure induced

by the patch-based prior. For any patch-based image partition, it is possible to use

this block-diagonal structure by re-ordering the observations in yyy, the pixels in xxx,

and the rows of H.

3.3.4 EP update schemes with block-diagonal covariance ma-

trices

Now it is sensible to discuss how the problems in (3.8) can be solved efficiently

assuming that Σx,1 and Σx,0 share the same block-diagonal structure. The simplest

approach is via the update in (3.8b).

EP update of qx,0(xxx): The first step of any EP update based on Gaussian

approximating distributions consists of computing the mean and covariance matrix

of the tilted distribution. Since fx(xxx|θθθ) forms a product of independent GMMs and

since qx,1(xxx) is a multivariate Gaussian density with a block-diagonal covariance
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matrix matching the covariance structure of fx(xxx|θθθ), the tilted distribution P0(xxx) ∝[∏J

j=1

∑K

k=1
ωkN

(
xj; µ̃k, C̃k

)]
qx,1(xxx) is also a product of J independent GMMs,

whose parameters can be computed analytically and independently. For the jth

image patch, the mean EP0 [xxxj] and covariance matrix CovP0(xxxj)
† are given by

EP0

[
xxxj

]
=

K∑
k=1

ω̂j,kµ̂µµj,k, CovP0

(
xxxj

)
=

K∑
k=1

ω̂j,k

(
µ̂µµj,kµ̂µµ

T
j,k + Ĉj,k

)
−EP0

[
xxxj

]
ET

P0

[
xxxj

]
,

(3.10)

where ω̂j,k, µ̂µµj,k and Ĉj,k are obtained by



ω̂j,k =
ωkN

(
[mmmx,1]

j
;µ̃µµk,[Σx,1]

j
+C̃k

)
K∑

k=1
ωkN

(
[mmmx,1]

j
;µ̃µµk,[Σx,1]

j
+C̃k

) ,
Ĉj,k =

([
Σx,1

]−1

j
+ C̃−1

k

)−1

,

µ̂µµj,k = Ĉj,k

([
Σx,1

]−1

j

[
mmmx,1

]
j
+ C̃−1

k µ̃µµk

)
,

(3.11)

where
[
Σx,1

]
j
denotes the block on the diagonal of Σx,1 associated with the marginal

covariance matrix of the jth patch and
[
mmmx,1

]
j
corresponds to the mean of that patch

(extracted frommmmx,1). Once the mean and covariance matrix of P0(xxx) are computed,

the next step consists of the actual update of (mmmx,0,Σx,0). Again, this can be

done effectively by leveraging the block structure of the covariance matrices, as the

blocks can be processed independently. Let Ω0 = Σ−1
x,0, Ω1 = Σ−1

x,1 be the precision

matrices of qx,0(xxx) and qx,1(xxx), respectively. These matrices can be easily obtained

by J inversions of small matrices of size r × r, Ω0 = diag([Σx,0]
−1
1 , . . . , [Σx,0]

−1
J ),

Ω1 = diag([Σx,1]
−1
1 , . . . , [Σx,1]

−1
J ).

The KL divergence in (3.8b) can be expressed as

KL
(
P0 (xxx) ||Q (xxx)

)
=

∫
P0 (xxx)

[
−1

2
log
(
det (Ω∗)

)
+

1

2
(xxx−mmm∗)

T Ω∗ (xxx−mmm∗)

]
dxxx

+

∫
P0(xxx) logP0(xxx)dxxx+

N

2
log(2π),

(3.12)

where Ω∗ = Ω0+Ω1 and
∫
P0(xxx) logP0(xxx)dxxx+

N
2
log(2π) is a constant independent

of Q(xxx). Minimizing (3.12) is equivalent to minimizing the loss function F0(mmm∗,Ω∗)

†xj is the sample value of a random variable, the mean vector EP0
[.] and the covariance matrix

CovP0(.) do not depend on xj .
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defined as

F0 (mmm∗,Ω∗) = − log
(
det(Ω∗)

)
+⟨Ω∗,CovP0 (xxx)⟩+

(
EP0 [xxx]−mmm∗

)T
Ω∗
(
EP0 [xxx]−mmm∗

)
,

(3.13)

with ⟨Ω∗,CovP0(xxx)⟩ = Trace(Ω∗CovP0(xxx)). F0(mmm∗,Ω∗) is convex w.r.t. mmm∗ and

minimized when mmm∗ = EP0 [xxx] (no constraints are applied to mmm∗). In that case, the

loss function (as a function of Ω∗) reduces to

F1 (Ω∗) = −
(
log (detΩ∗)

)
+ ⟨Ω∗,CovP0 (xxx)⟩. (3.14)

By taking advantage of the block-diagonal structure of the covariance matrix CovP0(xxx)

of the tilted distribution and of Σx,1, F1(Ω∗) can be re-written as

F1 (Ω0) ∝
J∑

j=1

− log
(
det
(
Ω0,j +Ω1,j

))
+ ⟨(Ω0,j +Ω1,j),CovP0

(
xxxj

)
⟩, (3.15)

which can be minimized patch-wise w.r.t. {Ω0,j}j=1,...,J via gradient-based methods.

Here, an iterative method is used to compute Ω0,j, where at the (t)-th iteration,

Ω
(t)
0,j is estimated by

Ω
(t)
0,j = Ω

(t−1)
0,j − λ(t)

[
CovP0

(
xxxj

)
−
(
Ω

(t−1)
0,j +Ω1,j

)−1
]
. (3.16)

At each iteration, the initial step-size is chosen by Barzilai-Borwein method [156]

and it is then adjusted by backtracking line search to make sure the KL divergence

decreases between successive iterations and that Ω(t)
0,j ∈ Sr

++, where Sr
++ denotes the

space of r × r symmetric, positive definite matrices. Once Ω0,j is obtained, the jth

diagonal block of Σx,0 and jth subset of mmmx,0 are updated using

[
Σ0,x

]
j
= Ω−1

0,j ,

[
mmmx,0

]
j
=
[
Σ0,x

]
j

((
Ω0,j +Ω1,j

)
EP0

[
xxxj

]
−Ω1,j[mmmx,1]j

)
.

(3.17)

EP update of qx,1(xxx): In (3.8a), the tilted distribution P1(x) ∝
[∏N

n=1N (yn;hn

x, σ2)
]
qx,0(x) is the product of two Gaussian densities and is thus also a multivari-

ate Gaussian density. Its mean EP1 [xxx] and covariance matrix CovP1 [xxx] are given
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by
EP1 [xxx] = CovP1 (xxx)

(
σ−2HTyyy +Σ−1

x,0mmmx,0

)
,

CovP1 (xxx) =
(
σ−2HTH+Σ−1

x,0

)−1

.

(3.18)

The main computational bottleneck of this step is the inversion of an N ×N matrix

required to compute CovP1(xxx), and in turn EP1 [xxx]. If HTH is diagonal, the inversion

can be computed patch-wise using the structure of Σ−1
x,0. If HTH is non-diagonal,

the direct inversion of σ−2HTH + Σ−1
x,0 rapidly becomes too costly. To tackle this

problem, the mean of the tilted distribution EP1 [xxx] is computed by solving the

following problem

EP1 [xxx] = argmin
zzz

∥∥∥∥Cov−1
P1

(xxx)zzz −
(
σ−2HTyyy +Σ−1

x,0mmmx,0

)∥∥∥∥2
2

, (3.19)

since computing Cov−1
P1
(xxx) is not as costly. This is achieved via conjugate gradient

descent, which is a classical choice to solve such problems [157].

It has been shown in (3.15) that only the blocks on the main diagonal of CovPi
(xxx)

are required to minimize the KL divergence when the approximating distribution

Q(xxx) has a block-diagonal covariance matrix. Instead of inverting σ−2HTH +

Σ−1
x,0 and selecting those blocks, those marginal blocks are approximated using

Rao–Blackwellized Monte Carlo (RBMC) [158], which provides in practice suffi-

ciently accurate approximations. Interested readers are referred to [158] for a de-

tailed analysis about the time and memory complexity of RBMC. Once the J di-

agonal blocks of CovP1(xxx), i.e. {CovP1(xxxj)}j=1,...,J are estimated, (mmmx,1,Σx,1) can

be updated in a similar fashion to (mmmx,0,Σx,0). For the precision matrix of the jth

block, i.e. Ω1,j = [Σx,1]
−1
j , the (t)th gradient descent iteration reduces to

Ω
(t)
1,j = Ω

(t−1)
1,j − λ(t)

[
CovP1

(
xxxj

)
−
(
Ω

(t−1)
1,j +Ω0,j

)−1
]
. (3.20)

Once Ω1,j is obtained, the jth diagonal block of Σx,1 and jth subset of mmmx,1 are
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updated by

[
Σx,1

]
j
= Ω−1

1,j ,

[
mmmx,1

]
j
=
[
Σx,1

]
j

((
Ω1,j +Ω0,j

)
EP1

[
xxxj

]
−Ω0,j

[
mmmx,0

]
j

)
.

(3.21)

As was done for the update of qx,0(xxx), the J blocks of Σx,1 and J subsets of mmmx,1

can be updated independently in parallel.

While Σx,0 and Σx,1 are constrained to be block-diagonal in (3.17) and (3.21),

more restrictive constraints can be easily imposed and force these matrices to be

diagonal. For instance, in (3.21), if Ω0,j is non-diagonal and it is desired to ensure

that Ω1,j is diagonal, it is sufficient to keep only the diagonal of the gradient term

in (3.20), provided that the initial Ω(1)
1,j is diagonal. In practice, as will be shown in

Section 3.7, experimental observations show that constraining Σx,0 and Σx,1 to be

diagonal leads to satisfactory results for denoising and inpainting problems where

HTH is diagonal, and the resulting algorithm is faster than if Σx,0 and Σx,1 are

constrained to be only block-diagonal (see Appendix B.1 for details). Moreover, if

HTH is diagonal and positive-definite (e.g. H is the identity matrix), the gradi-

ent descent method in (3.20) is not needed, and Σx,1 can be directly obtained by

Σx,1 = σ2(HTH)−1. Conversely, it has been observed that forcing Σx,0 and Σx,1

to be diagonal for deconvolution problems does not lead to acceptable results in

general as in this case, the resulting EP message passing structure in (3.8) does not

capture or pass on important correlations originally included in the exact posterior.

The pseudo-code of the proposed EP algorithm for Gaussian observation model is

presented in Algorithm 2.

3.4 Proposed Patch-based EP Algorithm with Non-

Gaussian Noise

3.4.1 Poisson observation model

For restoration of images corrupted by Poisson noise, the observations yn for n =

1, . . . , N are classically assumed to be mutually independent, conditioned on xxx, and
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Algorithm 2 Proposed patch-based EP algorithm - Gaussian observation model

Input: yyy, H, σ2, {ωk, µ̃µµk, C̃k, K}
Output: Σx,0, mmmx,0, Σx,1, mmmx,1

1: initialization: {mmmx,1,mmmx,0} = yyy, {Σx,1,Σx,0} = σ2I
2: while stopping criterion is not satisfied do
3: • EP update of qx,0(xxx)

4: compute titled mean and block covariance via (3.10)
5: for j = 1, . . . , J in parallel do
6: update the precision Ω0,j of diagonal blocks
7: update the covariance of diagonal block [Σx,0]j and subset of mean

[mmmx,0]j
8: end for
9: • EP update of qx,1(xxx)

10: compute titled mean and block covariance by RBMC in (3.18)
11: for j = 1, . . . , J in parallel do
12: update the precision Ω1,j of diagonal blocks
13: update the covariance of diagonal block [Σx,1]j and subset of mean

[mmmx,1]j
14: end for
15: end while

the likelihood can be expressed as

fy|x
(
yyy|Hxxx

)
=

N∏
n=1

Pyn (hhhnxxx) =
N∏

n=1

e−hhhnxxx (hhhnxxx)
yn

yn!
, (3.22)

where the entries of {hhhn}n=1,...,N are non-negative. This likelihood is particularly

challenging as (i) it usually requires xxx to be positive, and (ii) it induces noise levels

that change across the N observations depending on H and xxx. This makes the Pois-

son model an interesting case study for the quantification of posterior uncertainty.

Imposing positivity constraints on xxx via its prior model requires modifying the

GMM in (3.3). However, introducing mixtures of multivariate truncated Gaussian

distributions is not a suitable option as the normalizing constants involved in the

computation of the mixture weights would be intractable. To alleviate such issues,

the GMM prior model (3.3) is still considered but the Poisson distribution is ex-

tended using the rectified linear transform [159]. More precisely, ∀u ∈ R, the data

likelihood becomes

P̄y (u) =
uye−u

y!
I (u > 0) + δ(y)I (u ≤ 0) , (3.23)
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where I(.) is an indicator function and δ(·) is the Dirac delta function. For u > 0,

P̄y(u) reduces to the standard p.m.f. of the Poisson distribution (with positive

mean), while y is forced to be 0 when u ≤ 0. Combining (3.23) with the GMM

patch-based prior defined in (3.3), the exact posterior is given by

p
(
xxx|yyy,θθθ

)
∝

 N∏
n=1

P̄yn (hhhnxxx)

 J∏
j=1

K∑
k=1

ωkN
(
xj; µ̃k, C̃k

) . (3.24)

With this exact model, if the same EP factorization as in Section 3.3 was cho-

sen, EP1 [xxx] and the diagonal blocks of CovP1(xxx) cannot be computed easily due to

combination of the Poisson likelihood and the linear operator H. Instead, a data

augmentation scheme which fits conveniently within the EP framework is introduced

to allow for simpler updates, as will be presented next.

3.4.2 Data augmentation in likelihood

To decouple the non-Gaussian (Poisson) noise from the linear operator H, the

Bayesian model in (3.24) is extended to

p
(
uuu,xxx|yyy,θθθ

)
∝ f

(
yyy|uuu
)
f
(
uuu|xxx
)
fx
(
xxx|θθθ
)
, (3.25)

where f(yyy|uuu) =
∏N

n=1 P̄yn(un), f(uuu|xxx) = δ(uuu −Hxxx) =
∏N

n=1 δ(un − hhhnxxx) [160], and

fx(x|θ) is the GMM patch-based prior in (3.3). Note that the marginal distribution

obtained by integrating p(uuu,xxx|yyy,θθθ) over uuu is the original posterior in (3.24). Instead

of approximating (3.24) using Q(xxx), the extended posterior distribution (3.25) is

approximated using a distribution Q(xxx,uuu), whose marginal (after integration over

uuu) will approximate p(xxx|yyy,θθθ) in (3.24).

While the model in (3.24) naturally factorizes into two factors, the extended

model in (3.25) naturally factorizes using three factors due to the hierarchical struc-

ture yyy−uuu−xxx. The first factor f(yyy|uuu) only depends on uuu (and yyy which is observed)

and will be approximated by a Gaussian density denoted qu,0(uuu). The third factor

fx(xxx|θθθ) only depends on xxx (and θθθ which is fixed for now) and will be approximated

by qx,0(xxx), as in section 3.3.4. The second factor f(uuu|xxx) depends on uuu and xxx and is

approximated by a multivariate Gaussian density q1(uuu,xxx) too. Although uuu and xxx are
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highly and explicitly correlated in the exact model in (3.25), a mean-field approxi-

mation is used and q1(u,x) is specified as q1(uuu,xxx) = qu,1(uuu)qx,1(xxx), where qu,1(·) and

qx,1(·) are two Gaussian densities. Such approximations are common in VB methods,

and here, the messages of EP approximating distributions w.r.t. u and x passing

iteratively over the hierarchical structure y − u − x still allows the approximated

posterior means of uuu and xxx to be implicitly correlated. It also enables simpler EP

updates, as will be shown next. The resulting factor graph and EP factorization are

depicted in Figure 3.2, where the approximating factors are characterized by

qu,i (uuu) ∝ N
(
uuu;mmmu,i,Σu,i

)
, qx,i (xxx) ∝ N

(
xxx;mmmx,i,Σx,i

)
, ∀i ∈ {0, 1}. (3.26)

Note that using the mean-field approximation, the approximating distribution

Q(uuu,xxx) ∝ qu,0(uuu)qu,1(uuu)qx,1(xxx)qx,0(xxx) can be written as Q(uuu,xxx) = Q(uuu)Q(xxx), which

directly gives access to the moments of the marginal distribution
∫
Q(uuu,xxx)duuu that

will be used as surrogate for the intractable moments of f(xxx|yyy,θθθ) in (3.24). Us-

ing these three factors, each EP iteration consists of sequentially solving the three

 

Figure 3.2: Factor graph used to perform EP approximation for Poisson noise model
using data augmentation. The rectangular boxes (resp. circles) represent the fac-
tors (resp. variables) involved in the factorized exact posterior distribution. The
corresponding EP approximating factors are shown in green. The covariance matri-
ces Σu,0, Σu,1, Σx,1, Σx,0 of the EP approximating factors are diagonal, isotropic,
block-diagonal and block-diagonal, respectively.
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following KL divergence minimization problems

min
qu,0(uuu)

KL
(
f
(
y|u

)
qu,1 (uuu) ||qu,0 (uuu) qu,1 (uuu)

)
, (3.27a)

min
qu,1(uuu),qx,1(xxx)

KL
(
f
(
u|x

)
qu,0 (uuu) qx,0 (xxx) ||qu,1 (uuu) qx,1 (xxx) qu,0 (uuu) qx,0 (xxx)

)
, (3.27b)

min
qx,0(xxx)

KL
(
fx
(
xxx|θθθ
)
qx,1 (xxx) ||qx,0 (xxx) qx,1 (xxx)

)
, (3.27c)

subject to structural constraints on different covariance matrices of the approximat-

ing factors.

3.4.3 EP updates with data augmentation

As in the Gaussian noise case, structural constraints can be enforced on the covari-

ance matrices for the case of non-Gaussian noise with extended models. For the

vector xxx, it makes sense to consider the same constraints as in the Gaussian case

since fx(xxx|θθθ) is still a patch-based prior and f(uuu|xxx) conveys correlation between

pixels via H. Thus, Σx,0 and Σx,1 are constrained to be block-diagonal matrices,

with the same block structure as the GMM prior. The actual likelihood term f(yyy|uuu)

does not convey correlation between the elements of uuu since f(yyy|uuu) =
∏N

n=1 P̄yn(un).

Thus, Σu,0 is naturally constrained to be diagonal, and its diagonal is denoted by

[c0,1, . . . , c0,N ]. Another option would be to enforce Σu,0 to be isotropic, i.e. Σu,0

is proportional to the identity matrix, but this would not accurately capture the

pixel-wise uncertainty induced by the Poisson likelihood. This can be a valid option

for other types of noise such as zero-mean, Laplace-distributed noise, identically

distributed across all the observations. The remaining covariance matrix to be con-

sidered is Σu,1. In practice, allowing too much flexibility can make EP updates

unstable, and although this matrix could be forced to be diagonal, forcing it to be

isotropic leads to much more stable results. Thus, Σu,1 is defined as Σu,1 = c1I,

where I ∈ RN×N denotes an identity matrix. An extended discussion about con-

straining covariance matrices in EP is included in Section 3.8. Once the constraints

on different covariance matrices are set, how to solve the problems in (3.27) can be

discussed. Since (3.27c) is the same problem as (3.8b), it is desirable to only focus

on (3.27a) and (3.27b).
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EP update of qu,0(uuu): In (3.27a), the first- and second-order moments of the

tilted distribution P0(uuu) = f(y|u)qu,1(u) = [
∏N

n=1 P̄yn(un)]qu,1(uuu) need to be com-

puted. Fortunately, this distribution factorizes over the N elements of uuu since qu,1(uuu)

has an isotropic (and thus diagonal) covariance matrix. Consequently, only marginal

means and variances associated with P0(uuu), denoted by EP0 [un] and VarP0 [un], need

to be computed. These moments can be computed using only 1D integrals by in-

troducing the marginal tilted distributions P0(un) = P̄yn(un)N (un;µ1,n, c1), where

µ1,n := mu,1,n,∀n ∈ N is used to simplify the notation. If yn = 0, then P̄yn=0(un)

reduces to e−unI(un > 0)+ I(un ≤ 0), and the tilted distribution P0(un) is a mixture

of two truncated Gaussian distributions, whose mean and variance can be computed

in closed-form [161, Chap. 2]. On the other hand, if yn ̸= 0, computing the mean

and variance of P0(un) is less trivial but still possible by using only the following 1D

integrals 

Zn =

∫
P0 (un) dun,

EP0 [un] =
1
Zn

∫
unP0 (un) dun,

EP0

[
u2
n

]
= 1

Zn

∫
u2
nP0 (un) dun.

(3.28)

Two main approaches can be adopted to compute these integrals. Ko et al. reported

recursive formulas to compute the first two moments of P0(un) at the cost of O(yn+2)

in [159, 161]. However, these recursive formulas were found to be numerically un-

stable with moderately high values of yn. In this chapter, the quadrature-based

implementation proposed in [82, Appendix B] is used, which presents a higher com-

putational complexity but is more stable. Detail derivations are given in Appendix

B.2. Such a quadrature method can also be used for other noise models, as long as

the observations in yyy are mutually independent given uuu. In such cases, it is suffi-

cient to find approximate solutions to compute (3.28). For instance, in first-photon

or low-photon imaging applications, the observations can be assumed to follow bi-

nomial or geometric distributions [162], and the proposed EP framework could be

applied to such problems without major modifications.

Once the marginal means {EP0 [un]}n=1,...,N and variance {VarP0 [un]}n=1,...,N are

computed, the mean and marginal variances of qu,0(uuu) can be updated element-wise
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via

1

c0,n
=

1

VarP0 [un]
− 1

c1
, µ0,n = c0,n

EP0 [un]

(
1

c0,n
+

1

c1

)
− µ1,n

c1

 , (3.29)

using the fact that Q(uuu) has a diagonal covariance matrix (see Appendix B.1.1). Note

that (3.29) does not ensure that c0,n is positive. In practice, if the value obtained is

negative, it is replaced by assigning a large value (e.g. 108) before computing µ0,n.

EP update of qx,1(xxx): In (3.27b), the joint tilted distribution is P1(uuu,xxx) =

f(y|u)qu,0(uuu)qx,0(xxx) = [
∏N

n=1 δ(un −hhhnxxx)]qu,0(uuu)qx,0(xxx). However, since the approx-

imation Q(uuu,xxx) assumes independence between uuu and xxx, it is sufficient to compute

the means and marginal variances of P1(xxx) =
∫
P1(uuu,xxx)duuu and P1(uuu) =

∫
P1(uuu,xxx)dxxx

to update qu,1(uuu) and qx,1(xxx), respectively.

To update qx,1(xxx), the moments of P1(xxx) ∝
∫
P1(uuu,xxx)duuu need to be computed,

which can be done in closed-form using

P1 (xxx) ∝ qx,0 (xxx)

∫
δ (uuu−Hxxx) qu,0 (uuu) duuu,

∝ qx,0 (xxx)N
(
Hxxx;mmmu,0,Σu,0

)
.

(3.30)

It follows that the mean EP1 [xxx] and covariance CovP1(xxx) are given by

CovP1 (xxx) =
(
Σ−1

x,0 +HTΣ−1
u,0H

)−1

,

EP1 [xxx] = CovP1 (xxx)
(
Σ−1

x,0mmmx,0 +HTΣ−1
u,0mmmu,0

)
.

(3.31)

Since Q(xxx) has a block-diagonal covariance matrix, the update of mmmx,1 and the

blocks on the diagonal of Σ−1
x,1 is performed the same as in Section 3.3.4, i.e. using

the RBMC method.

EP update of qu,1(uuu): Since Q(uuu) has a diagonal covariance matrix, only the

marginal moments of P1(un) ∝
∫
P1(uuu)duuu\n,∀n ∈ N , where uuu\n denotes the elements

of uuu whose element un has been removed, need to be computed. Using the formula

provided in [160] to compute the integral of the product of a Gaussian density by a
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Dirac delta function yields

P1 (un) ∝
∫ ∫

P1 (uuu,xxx) duuu\ndxxx,

∝
∫ ∫ N∏

n=1

δ (un − hhhnxxx) qu,0 (uuu) qx,0 (xxx) duuu\ndxxx,

∝ qu,0 (un)

∫
δ (un − hhhnxxx)

∫
δ
(
uuu\n −H\nxxx

)
qu,0

(
uuu\n
)
duuu\nqx,0 (xxx) dxxx,

∝ qu,0 (un)

∫
δ (un − hhhnxxx) q

(\n)
u,0

(
H\nxxx

)
qx,0 (xxx) dxxx,

∝ qu,0 (un)N
(
un;hhhnm̃mmn,hhhnΩ̃

−1
n hhhT

n

)
,

(3.32)

where H\n is the matrix H whose nth row has been removed, q(\n)u,0 (H\nxxx) = N (H\nxxx;

mmm
\n
u,0,Σ

\n
u,0), m̃mmn = Ω̃−1

n [HT
\n(Σ

\n
u,0)

−1mmm
\n
u,0 + Σ−1

x,0mmmx,0], and Ω̃n = HT
\n(Σ

\n
u,0)

−1H\n +

Σ−1
x,0. The last line of (3.32) shows that P1(un) is the product of two Gaussian

densities. Thus its moments are given by

VarP1 (un) =

(
1

c0,n
+

1

hhhnΩ̃−1
n hhhT

n

)−1

,

EP1 [un] = VarP1 (un)

(
µ0,n

c0,n
+

hhhnm̃mmn

hhhnΩ̃−1
n hhhT

n

)
.

(3.33)

The main computational cost here is the inversion of the large pixel-dependent

matrix Ω̃−1
n needed to compute hhhnm̃mmn and hhhnΩ̃

−1
n hhhT

n . However, it can be noticed

that Ω̃−1
n is CovP1(xxx) in (3.31) whose contribution of un has been removed. Even for

relatively small images, Ω̃−1
n ≈ CovP1(xxx) is a reasonable approximation. Instead of

using this approximation which would still require the computation of CovP1(xxx), it

is proposed to use Ω̃−1
n ≈ Σ∗, which is a block-diagonal approximation of CovP1(xxx)

(computed during the update of qx,1(xxx) above). This allows a fast approximation of

the marginal moments in (3.33). Using these moments and qu,0(uuu), the updated c1

can be obtained via gradient descent (or Newton-Raphson), as detailed in Appendix
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B.1.2. After the update of c1, mmmu,1 is obtained via

mmmu,1 = c1

[(
c−1
1 I+Σ−1

u,0

)
EP1 [uuu]−Σ−1

u,0mmmu,0

]
. (3.34)

The pseudo-code of the EP algorithm for the Poisson observation model is pre-

sented in Algorithm 3. The updates of qu,0(uuu), qx,1(xxx), qu,1(uuu), and qx,0(xxx) are re-

peated until some convergence conditions are met. Here, ||mmm(t)
∗ −mmm

(t−1)
∗ ||2 < 1e−8N

and ||diag(Σ(t)
∗ )−diag(Σ

(t−1)
∗ )||2 < 1e−8N are used as the stopping criteria (t denotes

the (t)th EP iteration). In general, there are no convergence guarantees for EP algo-

rithms. Here, the damping strategy with a damping parameter ϵ = 0.7 is applied in

Algorithms 2 and 3. After the last iteration, irrespective of the actual noise model,

the EP approximation of the posterior p(xxx|yyy,θθθ) is given by Q(xxx) ∝ qx,0(xxx)qx,1(xxx),

with mean mmm∗ and covariance matrix Σ∗.

Algorithm 3 Proposed patch-based EP algorithm - Poisson observation model

Input: yyy, H, {ωk, µ̃µµk, C̃k, K}
Output: Σu,1, mmmu,1, Σu,0, mmmu,0, Σx,0, mmmx,0, Σx,1, mmmx,1

1: initialization: {mmmu,0,mmmu,1,mmmx,1,mmmx,0} = yyy+1, {Σu,0,Σu,1,Σx,1,Σx,0} = diag(yyy+
1)

2: while stopping criterion is not satisfied do
3: • EP update of qu,0(uuu)

4: compute titled covariance and mean of titled distribution in (3.27a)
5: update the marginal variances and mean of qu,0(uuu) via (3.29)
6: • EP update of qx,1(xxx)

7: compute titled mean and block covariance by RBMC in (3.18)
8: for j = 1, . . . , J in parallel do
9: update the precision Ω1,j of diagonal blocks

10: update the covariance of diagonal block [Σx,1]j and subset of mean
[mmmx,1]j

11: end for
12: • EP update of qu,1(uuu)

13: compute the marginal moments of {P1(un)}n=1,...,N in (3.33)
14: update the marginal variances and mean of qu,1(uuu) via (3.34)
15: • EP update of qx,0(xxx)

16: for j = 1, . . . , J in parallel do
17: update the precision Ω0,j of diagonal blocks
18: update the covariance of diagonal block [Σx,0]j and subset of mean

[mmmx,0]j
19: end for
20: end while
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3.5 Final Estimation using Product-of-Experts

Using the GMM prior in (3.3), the mean of Q(xxx) presents blocky artifacts because

the patches are non-overlapping and a priori mutually independent. To tackle this

problem, instead of using a single prior and a unique partitioning of the pixels, a

set of prior models is considered, with shifted partitions, as illustrated in Figure 3.3.

Using vertical and horizontal steps of one pixel, r distinct partitions are built, de-

noted by S1, . . . ,Sr, leading to r prior models {f (i)
x (xxx|θ(i))}i=1,...,r. For each of these

models, the prior covariance matrix presents (after appropriate sorting of the pixels

in xxx) a block-diagonal structure. Thus, the EP algorithms described in Sections 3.3

and 3.4 can be used separately with any of these priors, which provide a set of r ap-

proximations Q(i)(xxx) ≈ p(xxx|yyy,θ(i)). These distributions can be combined in different

ways. Model averaging could be achieved by assigning a prior probability (denoted

f(Si) e.g. f(Si) = 1/r) to each partitioning of the pixels, and by marginalizing over

the r partitions [163, Chapter 7.4]. This would require approximating the evidences

f(yyy|θ(i)) which is possible within EP [164]. However, this approach does not, in

general, provide reconstructed images of satisfactory quality as only a few partitions

effectively contribute to the final result and blocky artifacts remain present. Sim-

ilarly, the simple Gaussian mixture
∑r

i=1
1
r
Q(i)(xxx) also leads to poor final MMSE

estimates and large posterior variances. Here, an alternative strategy which does

not require the computation/approximation of model evidence is adopted, whereby

each approximation Q(i)(xxx) is seen as an expert, and the final distribution Qf (xxx)

 

Figure 3.3: Illustration of a set of different GMM patch-based priors f
(i)
x (xxx|θθθ(i))

(i = 1, . . . , r) modeling overlapping patches extracted from the same image. Ap-
proximation for exact posterior p(xxx|yyy,θθθ) is finally built as the Product-of-Experts

Qf (xxx) ∝
[
Q(1)(xxx)Q(2)(xxx) . . . Q(r)(xxx)

] 1
r .
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representing xxx is built as the Product-of-Experts (PoE) [165], i.e.

Qf (xxx) ∝

 r∏
i=1

Q(i) (xxx)

 1
r

. (3.35)

Each approximation Q(i)(xxx) is a multivariate Gaussian distribution with mean and

covariance matrix denoted bymmm(i)
∗ and Σ

(i)
∗ , and so is Qf (xxx). Its mean and covariance

matrix are given by

CovQf (xxx) (xxx) =

1
r

r∑
i=1

(
Σ(i)

∗

)−1

−1

,

EQf (xxx) [xxx] = CovQf (xxx) (xxx)

1
r

r∑
i=1

(
Σ(i)

∗

)−1

mmm(i)
∗

 .

(3.36)

While it is possible to use the individual block-diagonal covariance matrices Σ
(i)
∗ in

(3.36), the resulting marginal variances of Qf (xxx) are often smaller than expected.

Instead, only the marginal variances of the experts are used to compute the marginal

moments of Qf (xxx) and the final image point estimate considered is EQf (xxx)[xxx], the

mean of Qf (xxx). Although the PoE strategy adopted in this chapter differs from

more traditional image priors based on overlapping patches, the results presented

in Section 3.7 show that the resulting estimated images are on par with existing

patch-based methods and that the estimated posterior variances, despite being ap-

proximated, can provide useful information about the posterior uncertainty measures

of the image intensities.

3.6 EP-EM Strategy for Hyperparameter Estima-

tion

So far, θθθ in the prior model fx(xxx|θθθ) =
∏J

j=1

∑K
k=1 ωkN (xxxj; µ̃µµk, C̃k) has been treated

as a set of known hyperparameters. In this section, with a fixed K in the set θ =

{ωk, µ̃µµk, C̃k, K}, a subset of the parameters in θθθ is pre-trained using external images,

while another subset of the parameters is retrieved in an unsupervised manner via
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an Expectation Maximization (EM) scheme leveraging the Gaussian approximations

of the proposed EP algorithms. This is motivated by the fact that training patch-

based GMMs in an unsupervised fashion, based on data potentially corrupted by

non-Gaussian noise and by a linear degradation operator H (especially convolution

operators), is extremely difficult. On the other hand, it is easy to train patch-based

GMMs using many external normalized patches and then only estimate a reduced

set of scaling/normalization parameters for an individual image. Without loss of

generality, a conventional GMM can be trained using an EM algorithm on a set

of external clean image patches [75] (or even noisy images [73, 145]). However,

such images/patches are often normalised beforehand [73–75, 145]; e.g. the pixel

intensities are scaled to [0, 1], and the means of the patches are removed prior to

training the GMM. Let x̃j represent a zero-mean image patch extracted from an

image whose intensity is scaled in [0, 1]. A conventional GMM can be expressed as

f
(
x̃j|{ωk,µµµk,Ck}k=1,...,K

)
=

K∑
k=1

ωkN
(
x̃j;µµµk,Ck

)
, (3.37)

and can be characterized by {ωk,µµµk,Ck}k=1,...,K . Such a GMM can be trained using

a set of patches {x̃j}j=1,...,J . When denoising/inpainting arbitrary patches using

{ωk,µµµk,Ck}k=1,...,K , the mean of each noisy patch can be removed first, the result-

ing centered patches are then restored, and finally the original patches’ means are

added back. In more complex scenarios, this empirical approach has limited inter-

est as adding/removing patch means can complicate the resulting noise statistics.

If the GMM is trained without patch mean subtraction, a much larger number of

components should be used. Moreover, regardless of whether the patch means are

subtracted or not, the trained GMM (in particular its covariance matrices) depends

significantly on the scale of the images used for training. While in the Gaussian

noise case, it is possible to rescale the noisy observations so that the intensities

match those of the training images, this is not possible in the Poisson case as the re-

sulting observation noise would no longer be Poisson distributed. To solve these two

problems, it is proposed to adjust the GMM prior by incorporating and estimating

an offset and a scale parameter. More precisely, patches of xxx can be expressed as

xxxj = x̄j111+αx̃j, where x̄j denotes the mean of the patch xxxj, x̃j is a zero-mean patch
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which is assumed to follow the GMM in (3.37), and α > 0 is a scaling factor. It

follows that

f
(
xj|x̄j, α, {ωk,µµµk,Ck}k=1,...,K

)
=

K∑
k=1

ωkN
(
xj; x̄j111 + αµµµk, α

2Ck

)
. (3.38)

The mean x̄j is unknown in practice. It can be approximated by the mean of

the noisy patches, but this is prone to errors in particular if the observed image

is blurred, and/or corrupted by high levels of noise. Instead of fixing x̄j, it is

assigned a Gaussian prior distribution and shared across all the patches; i.e. f(x̄j) =

N (x̄j;m0, s
2),∀j = 1, . . . , J. This simple prior model allows x̄j to be marginalized,

leading to the final GMM prior

fx
(
xxxj|m0, s

2, α, {ωk,µµµk,Ck}k=1,...,K

)
=

K∑
k=1

ωkN
(
xxxj;m0111 + αµµµk, s

2111111T + α2Ck

)
,

=
K∑
k=1

ωkN
(
xxxj; µ̃µµk, C̃k

)
,

= fx
(
xxxj|θ

)
,

(3.39)

where µ̃µµk = m0111 + αµµµk and C̃k = s2111111T + α2Ck. In this thesis, the parameters

{ωk,µµµk,Ck, K} of the trained GMM were taken from [75], and these parameters

were fixed, while the remaining hyperparameters θθθ† = {m0, s
2, α} are estimated.

A classical approach to hyperparameter estimation is via EM [166], whereby xxx is

treated as a latent vector and θ† is estimated by maximizing the marginal likelihood

f(yyy|θ†) or marginal posterior distribution f(θ†|yyy). Unfortunately, a simple EM

approach is not possible here since it would require computing expectation w.r.t. the

exact posterior p(xxx|yyy,θ†). However, it is possible to use a variational EM method

[167], whereby the expectations w.r.t. p(xxx|yyy,θ†) are replaced by expectations w.r.t

an alternative approximating distribution (i.e. the EP approximation here), leading

to an EP-EM scheme similar to that used in [168]. Since θθθ† = {m0, s
2, α} contains

only three parameters shared across all the J patches, θθθ† is not assigned a hyperprior,

as in practice f(yyy|θ†) seen as a function of θθθ† is sufficiently concentrated around its

mode.
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As mentioned in Section 3.5, one of the main reasons for considering independent

experts is that the computational load can be distributed. Although θθθ† could be

shared across all the experts, here each expert has its own set of hyperparameters

θθθ(†,i) (i = 1, . . . , r) which are estimated independently. To simplify the notation, in

the remainder of this section, the expert indices are omitted. The natural joint likeli-

hood to be considered within EP-EM is f(xxx,yyy|θθθ†), but this requires the computation

of the expected value of the log-prior log(f(xxx|θθθ†)), i.e. the logarithm of a weighted

sum of multivariate Gaussian p.d.f.s, which makes the estimation of θθθ† intractable.

A more suitable GMM formulation consists of introducing, for each patch, a discrete

auxiliary variable zj ∈ {1, . . . , K} [48] and the following hierarchical prior model

f
(
xxx|zzz, θθθ†

)
=

J∏
j=1

K∏
k=1

[
N
(
xxxj; µ̃µµk, C̃k

)]δ(zj−k)
, f (zzz) =

J∏
j=1

f
(
zj
)
, (3.40)

with zzz = [z1, . . . , zJ ]
T and f(zj = k) = ωk,∀j ∈ {1, . . . , J}. By marginalizing zzz

in (3.40), the model in (3.3) is recovered. To simplify the description of the EP

algorithms in Sections 3.3 and 3.4, approximations of the exact posterior p(xxx|yyy,θθθ†)

were discussed (Section 3.3) and p(xxx,uuu|yyy,θθθ†) (Section 3.4). However, EP can also

be used to approximate the extended (exact) posterior distributions

p
(
xxx,zzz|yyy,θθθ†

)
∝ f

(
yyy|xxx
)
f
(
xxx|zzz,θθθ†

)
f (zzz) , (Gaussian noise case),

p
(
xxx,uuu,zzz|yyy,θθθ†

)
∝ f

(
yyy|uuu
)
f
(
uuu|xxx
)
f
(
xxx|zzz,θθθ†

)
f (zzz) , (Poisson noise case).

(3.41)

This can be achieved easily using the EP factorization used in [169], and it leads to

an EP approximation that factorizes as Q†(xxx)Q†(zzz) (resp. Q†(xxx)Q†(uuu)Q†(zzz)) in the

Gaussian noise case (resp. Poisson noise case). Note that the notation Q†(·) is used

to highlight the approximation related to the extended models in (3.41). Irrespective

of the noise model considered, Q†(zzz) is chosen to be a product of J independent cate-

gorical distributions, one for each element of zzz, which can take K values. It turns out

that, for the Gaussian case, Q†(xxx) and Q†(zzz) in the product above can be obtained

from the proposed EP algorithm which approximates p(xxx|yyy,θθθ†). Indeed, it can be

shown that Q†(xxx) = Q(xxx) and that the probabilities involved in Q†(zzz) are the weights

computed in (3.11), i.e. Q†(zj = k) = ω̂j,k. Similarly, in the Poisson noise case,
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Q†(xxx)Q†(uuu) = Q(xxx)Q(uuu). This can be explained by the fact that EP aims to approx-

imate marginal posteriors in both cases (i.e. Q(xxx) ≈
∫
p(xxx,uuu|yyy,θθθ†)duuu = p(xxx|yyy,θθθ†)

and Q(xxx)† ≈
∑

zzz

∫
p(xxx,uuu,zzz|yyy,θθθ†)duuu = p(xxx|yyy,θθθ†)), and since both EP schemes rely

on the same factorization, with the same covariance constraints, the marginal ap-

proximating distributions are the same.

Using the extended likelihood f(yyy,xxx,zzz|θθθ†) (or f(yyy,xxx,uuu,zzz|θθθ†) in the Poisson case),

the resulting EP-EM reduces to two sequential steps. As mentioned in Section 3.3,

Q(xxx) implicitly depends on θθθ† (and yyy). While the dependence on θθθ† was not explicit

so far to simplify the notation, now Q†(·|θθθ†) is used as θθθ† is no longer fixed. The

(t)th iteration of EM includes the following E-step and M-step.

E-step: When computing the expected value of the extended likelihood, the

only factor that depends on θθθ† is f(xxx|zzz, θθθ†), leading to the cost function

C
(
θθθ†|θθθ†(t−1)

)
= EQ†(xxx,zzz|θθθ†

(t−1)
)

[
log fx

(
xxx|zzz, θθθ†

)]
,

=
∑
j,k

ω̂j,kEQ†
(
xxx|θθθ†

(t−1)

) [logN (
xxxj; µ̃µµk, C̃k

)]
,

(3.42)

where θθθ†(t−1) is the value of θθθ† estimated at the (t− 1)th iteration, ω̂j,k is estimated

in (3.11), and (µ̃µµk, C̃k) are defined as in (3.39). Since Q†(xxx|θθθ†(t−1)) is a Gaussian

distribution with mean mmm∗ and covariance matrix ΣΣΣ∗, the cost function takes the

form

C
(
θθθ†|θθθ†(t−1)

)
=

− 1

2

∑
k,j

ω̂j,k log |s2111111T + α2Ck| −
1

2

∑
j,k

ω̂j,ktr

[(
s2111111T + α2Ck

)−1

[Σ∗]j

]

− 1

2

∑
j,k

ω̂j,k

[(
[mmm∗]j −m0111− αµµµk

)T
(s2111111T + α2Ck)

−1
(
[mmm∗]j −m0111− αµµµk

)]

− (Jr/2) log(2π).

(3.43)

M-step: Estimate θθθ†(t) by solving θθθ†(t) = argmax
θθθ†

C(θθθ†|θθθ†(t−1)). For a given value
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of (s2, α), the optimal value of m0 can be obtained analytically by

m̂0

(
s2, α

)
=

∑
j,k

ω̂j,k

(
[mmm∗]j − αµµµk

)T (
s2111111T + α2Ck

)−1
111∑

j,k

ω̂j,k111T (s2111111T + α2Ck)
−1 111

. (3.44)

Consequently, it is sufficient to optimize (s2, α). In practice, instead of an exhaustive

search on a 2D grid for (s2, α), α is firstly fixed to update s2 and then s2 is fixed

to optimize α. This procedure is repeated until convergence. The pseudo-code

of the final EP-EM algorithm is summarized in Algorithm 4. It is important to

mention that estimating only the three parameters (m0, s
2, α) instead of all the

weights, means, and covariance matrices of the K-component GMM allows for a

more reliable hyperparameter estimation. Since these three parameters are shared

by the K components of the GMM, their estimation is usually reliable, irrespective

of the number of components in the mixture.

Note that in practice, the image to be reconstructed may not be square, or

its dimension may not match the size of GMM patch-based prior. It is however

possible to apply the same GMM patch-based prior without additional training, by

simply marginalizing elements (e.g. rows or columns) in (3.39) to create GMMs for

sub-patches.

Algorithm 4 Full description for the proposed patch-based EP algorithm
Input: yyy, H, σ2 (if Gaussian i.i.d. noise), conventional trained GMM {ωk, µµµk,

Ck, K}
Output: EQf (xxx)[xxx], CovQf (xxx)(xxx)
1: for i = 1: r in parallel do
2: while stopping criterion is not satisfied do
3: • Compute Q(†,i)(xxx|θθθ†,i) using Algorithm 2 (for Gaussian observation

model) or
4: Algorithm 3 (for Poisson observation model)
5: • Estimate θθθ†,i = {m0, s

2, α}†,i
6: end while
7: return: mmm

(i)
∗ , Σ(i)

∗ , θθθ†,i
8: end for
9: Compute final moments via (3.36) to obtain CovQf (xxx)(xxx), EQf (xxx)[xxx]
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3.7 Experiments

In this section, the performance of the proposed patch-based EP algorithms are

demonstrated on different image inverse problems: image denoising, mild image in-

painting, and non-blind image deconvolution, assuming in each case that the degra-

dation operator H is known. The experiments are conducted on synthetic grayscale

images for which the ground truth image xxx ∈ RN×1 is known. Two types of operator

H ∈ RN×N are generated.

• H is diagonal: it is either (i) an identity matrix (for denoising) or (ii) a diag-

onal mask matrix with diagonal elements equal to 1 if pixels are observed and

0 otherwise (for inpainting). These operators do not induce correlation be-

tween pixels, and the covariance matrices of the approximating factors qx,1(xxx),

qx,0(xxx) are kept diagonal. Although spatial correlations are induced by the

patch-based prior, maintaining qx,1(xxx) and qx,0(xxx) as diagonal helps to reduce

the computational cost in (3.11), and it is found in practice that the perfor-

mance is not significantly affected by imposing such constraints for denoising

and inpainting. The benefits of the hyperparameter estimation are also demon-

strated in these two tasks.

• H is a 2D convolution matrix, which induces spatial correlation across nearby

pixels. In this case, the covariance matrices of the approximating factors

qx,1(xxx), qx,0(xxx) are block-diagonal.

As mentioned in Section 3.6, the GMM used here to build the prior models is taken

from [75] (available at https://people.csail.mit.edu/danielzoran/). It was

trained using a set of 2 × 106 patches from a generic external clean dataset [170],

and it consists of K = 200 components’ patches of 8×8 pixels. The images restored

using EP-EM are obtained via the mean of Qf (xxx), i.e. x̂xxproposed = EQf (xxx)[xxx]. To

evaluate quantitatively the quality of a restored image x̂xx, the Peak Signal-to-Noise

Ratio (PSNR) defined below is used

PSNR(xxx, x̂xx) = 10× log10

(
max (xxx)

)2
1
N
∥x̂xx− xxx∥2

. (3.45)

To visualise the pixel-wise approximate uncertainty associated with x̂xxproposed, the

marginal variances of CovQf (xxx)(xxx) are considered. Apart from the denoising/inpainting
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problems with Gaussian/Poisson noise for which the EP approximation coincides

with the actual posterior distribution, it is difficult to assess the reliability of the

approximate posterior uncertainties, as the computation of the exact posterior un-

certainties is not tractable. To investigate how far the actual pixel values are

from the estimated region of high posterior density, the pixel-wise intervals cov-

ering 95% (2.5% − 97.5%) of the approximate marginal posteriors are computed,

centered around the estimated mean. Binary images indicating the pixels for which

the ground truth intensity falls into such an interval are then produced, and the

fraction of pixels in that binary image is also reported, for which the ground truth

intensities lie in those intervals.

All the experiments have been implemented in MATLAB on an Intel(R) Core(TM)

i7-8700K CPU @ 3.70GHz workstation. The proposed EP algorithms was performed

without parallel implementation, i.e. the J image patches and r experts are pro-

cessed using a sequential for loop, and execution times are reported for comparison

with the competing methods of each scenario.

3.7.1 Gaussian i.i.d. noise model

This subsection demonstrates the effectiveness of the proposed patch-based EP al-

gorithm when the observation noise is Gaussian and i.i.d. with known variance

σ2.

Image denoising and mild inpainting

Three benchmark grayscale images (Cameraman, House, Lena) of size 256 × 256

pixels are used as illustrative examples for image denoising and mild inpainting.

The pixel intensities are scaled between 0 and 1 so that the same conventional

GMM {ωk, µµµk, Ck, K} can be used within all the competing patch-based methods

[75, 145].

For the denoising experiments, the noise standard deviation is chosen from

the set σ ∈ {10, 15, 20, 25, 30, 50}/255, which corresponds to PSNR values about

{28, 25, 22, 20, 19, 15}dB for the three images. The denoising performance of the

proposed EP algorithm is compared to several recent denoising methods assum-

ing Gaussian noise. LIDIA [66] is taken as a benchmark to see how the proposed
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algorithm differs from state-of-the-art deep learning algorithms, while more con-

ventional popular patch-based algorithms are also considered, i.e. BM3D [147], the

GMM patch-based algorithm proposed in [145] and referred to as “Afonso et al.”, and

the GMM patch-based algorithm using MAP estimation proposed in [75], referred

to as “MAP-EPLL”.

The table in Figure 3.4a compares the PSNR values obtained by different algo-

rithms. It can be observed that the proposed EP algorithm obtains PSNRs slightly

worse than LIDIA and BM3D. Using the same trained GMM as patch-based prior,

the proposed EP algorithm provides PSNRs close to those of the MMSE patch-based

algorithm [145] and the MAP patch-based algorithm [75], illustrating its effectiveness

as an approximate MMSE denoiser. Recall that the main goal of the proposed EP

algorithms is not necessarily to achieve the highest PSNRs (although high PSNRs

are preferred), but instead to propose a scalable EP framework with patch-based

prior. Still, it can provide comparable PSNRs for denoised images with additional

uncertainty estimation. Such example results are presented in Figure 3.4b. The

uncertainty maps exhibit high uncertainty regions around object boundaries and

LIDIA BM3D MAP-EPLL Afonso et al. Proposed

Cameraman (256 ×256)

10/255 − 34.12 33.99 33.94 34.04
15/255 32.41 31.90 31.79 31.65 31.71
20/255 − 30.45 30.36 30.10 30.19
25/255 29.91 29.21 29.04 28.77 28.83
30/255 − 28.61 28.34 27.99 28.09
50/255 26.83 25.39 25.08 24.55 24.52

House (256 ×256)

10/255 − 36.79 35.77 35.79 35.82
15/255 35.09 34.97 34.18 34.06 34.12
20/255 − 33.83 33.05 32.75 32.82
25/255 33.08 32.91 32.14 31.66 31.72
30/255 − 32.08 31.25 30.60 30.68
50/255 30.14 29.45 28.91 27.91 27.82

Lena (256 ×256)

10/255 − 33.95 33.66 33.66 33.67
15/255 32.27 31.93 31.61 31.53 31.56
20/255 − 30.41 30.18 30.04 30.05
25/255 29.91 29.45 29.28 29.05 29.05
30/255 − 28.62 28.44 28.15 28.13
50/255 26.86 26.18 25.99 25.55 25.44

(a) PSNR (dB) comparison.
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(b) Images denoised by the proposed EP-EM
algorithm (σ = 25/255).

Figure 3.4: Denoising results for Gaussian i.i.d. noise. (a) PSNR (dB) comparison
of different denoising algorithms. The highest and second highest PSNR values are
in bold and underlined, respectively. (b) Restored images obtained by the proposed
EP algorithm (second column), associated uncertainty maps (third column), and
binary maps indicating pixels for which ground truth intensity falls into 2.5%−97.5%
credible interval (last column). Pixel is depicted in white (“0”) if the intensity falls
into the credible region and in pink (“1”) otherwise.
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in regions containing complex textures. The far-right column depicts the pixels in

pink for which the actual pixel intensity is not included in the corresponding credi-

ble interval. The fraction of pixels inside the 2.5%-97.5% credible interval is 95.34%

(Cameraman), 98.28% (House), and 96.38% (Lena). While the 95% chosen to define

the credible intervals in Figure 3.4b does not directly relate to these numbers, the

result in Figure 3.5a shows that the fraction of pixels inside the credible intervals

drops nearly linearly as the width of the credible intervals shrinks, which indicates

that the proposed EP algorithm does not, on average across all the pixels, drastically

underestimate or overestimate the marginal uncertainties in these cases.

The hyperparameters {m0, s
2} have been estimated by EP-EM while running

the experiments presented in the table of Figure 3.4a. Since the image intensity

was already scaled in [0, 1], the scaling factor α has been fixed to 1 here. For com-

pleteness, EP-EM has been tested using the three images with 200 noise realizations

for each standard deviation σ, resulting in 200 estimates (m̂0, ŝ
2) per expert. In

practice, the results obtained by different experts are similar and only the results of

one expert selected randomly are presented here. The average ratios m̂0/m
true
0 and

ŝ2/s2true and the associated 5th-95th quantile intervals are displayed in Figure 3.6.

It can be seen that the 90% confidence intervals of E[m̂0/m
true
0 ] and E[ŝ2/s2true] be-

come larger as the noise variance increases, indicating that less information becomes

available. However, all the experts provide similar results as they all use the same
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(a) Denoising with Gaussian i.i.d. noise (σ =
25/255).
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(b) Denoising with Poisson noise (peak value =
30).

Figure 3.5: Fraction of pixels inside the different credible intervals for image restored
by the proposed EP algorithm.
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data. Consequently, although in Algorithm 4 it is suggested to use EP-EM for each

expert, if communication is possible between experts, a single expert can perform

the hyperparameter estimation and pass on its final estimates to the others, which

can then only use Algorithm 2 for image restoration.

For denoising tasks with images of size 256 × 256 pixels, the execution time of

Afonso et al.’s algorithm when taking non-overlapping patches is about 0.3 seconds,

while each expert in the proposed EP-EM algorithm without parallel implementation

takes 10.8 seconds on average (the algorithm converges in 2 to 3 iterations, and each

iteration takes about 5 seconds). The costly computation is the grid search in finding

the optimized parameters of m0 and s2. For only EP with fixed hyperparameters, it

takes an execution time similar to that of the method of Afonso et al. LIDIA takes

about 9 seconds, BM3D takes about 1.6 seconds, and MAP-EPLL takes about 19.1

seconds.
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Figure 3.6: Results of hyperparameter estimation in denoising for Gaussian i.i.d.
noise. m̂0, ŝ2 are the estimates obtained by the proposed EP-EM algorithm.
E[m̂/mtrue] and E[ŝ2/s2true] of Y-axis are the 90% confidence intervals of the ex-
pected value of the estimated values divided by the ground truth values of three test
images.

Table 3.1: Results of joint inpainting and denoising with Gaussian i.i.d. noise.
PSNR (dB) comparison of different methods. The fraction of missing pixels is
{40%, 60%, 80%}, with noise standard deviation σ = {10, 20, 30}/255.

σ
Cameraman (256×256) House (256×256) Lena (256×256)
40% 60% 80% 40% 60% 80% 40% 60% 80%

Afonso et al.
10/255

29.11 26.94 23.90 33.65 32.04 29.06 30.17 28.08 25.56
MAP-EPLL 29.05 27.14 24.13 33.70 31.97 28.61 29.93 27.80 25.23
Proposed 29.74 27.56 24.24 34.21 32.75 29.38 30.53 28.36 25.84
Afonso et al.

20/255
27.48 25.75 23.08 31.07 29.68 27.03 28.01 26.64 24.63

MAP-EPLL 26.74 25.05 22.28 30.27 28.96 25.49 26.57 25.21 23.03
Proposed 27.85 26.11 23.41 31.36 30.05 27.15 28.15 26.81 24.77
Afonso et al.

30/255
26.04 24.45 22.30 29.22 27.56 25.34 26.55 25.22 23.49

MAP-EPLL 24.72 23.09 20.66 28.24 31.88 23.18 24.72 23.50 21.02
Proposed 26.24 24.60 22.59 29.26 27.61 25.37 26.57 25.33 23.49
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To assess the performance of the proposed EP algorithm for inpainting problems,

the observed images yyy are simulated via yyy ∼ N (yyy;Hxxx, σ2I), where H is a diagonal

matrix with 40%, 60%, 80% diagonal elements randomly being zero, respectively,

and σ = {10, 20, 30}/255. Table 3.1 reports the PSNRs of the inpainting results

obtained using the proposed algorithm and two competing algorithms in [75] and

[145]. It can be seen that here, the proposed EP algorithm provides higher PSNR

values than the MMSE patch-based GMM method [145] and the MAP patch-based

GMM method [75].

For these inpainting experiments, MAP-EPLL takes about 376.3 seconds, and

the method of Afonso et al. with only non-overlapping patches takes about 34.6

seconds, while a single expert of the proposed EP-EM algorithm takes about 204.5

seconds on average (the algorithm converges in 7 iterations, and each iteration takes

about 33.1 seconds). The hyperparameter estimation takes about 4.5 seconds at

each iteration.

Deconvolution

For deconvolution experiments, a subimage of 128 × 128 pixels taken from the

Cameraman image is used as ground truth xxx, and convolved by three different ker-

nels of size 5 × 5 pixels, as shown in Figure 3.7 (i.e. a Gaussian blur, a uniform

blur, and a motion blur). The proposed EP-EM algorithm is compared to the MAP

estimator MAP-EPLL [75]. It can be seen that the PSNR values after deconvolu-

tion using the proposed EP-EM algorithm are higher than the MAP estimator. The

zoomed-in boxes highlight the boundary between distinct homogeneous regions. The

four uncertainty maps in the last column show that the pixels with high uncertainty

generally appear at the edges of objects, while subtle changes can be observed when

using different blur kernels.

For deconvolution of images of size 128×128 pixels, the execution time of MAP-

EPLL is about 7.0 seconds, while one expert of the proposed EP-EM algorithm

takes about 750.1 seconds for 20 iterations (each iteration takes about 38.0 seconds,

and no parallel implementation was used. 20 samples are generated in RBMC to

approximate CovP1(xxx) in (3.18)).
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 Reference 

Degraded proposed 

kernel 1

(23.71 dB)(20.82 dB) (24.20 dB)

kernel 2
(22.03 dB) (22.80 dB)(18.68 dB)

kernel 3
(23.72 dB) (24.15 dB)(20.33 dB)
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Figure 3.7: Results for deconvolution with Gaussian i.i.d. noise, σ = 0.05. First
column: reference of ground truth image and a zoomed-in region. Second column:
three kernels used in simulation. The size of the three kernels are both 5 × 5 pix-
els. Kernel 2 is a uniform kernel. H is non-invertible constructed by kernel 1,
and invertible constructed by kernels 2 and 3. Third column: degraded observa-
tions with different kernels. Fourth column: estimated images by MAP-EPLL [75].
Fifth column: estimated images by the proposed EP-EM algorithm. Last column:
uncertainty maps for the estimated images obtained by the proposed algorithm.

Comparison with EP with full covariance matrices

This subsection assesses the performance degradation of both the approximate MMSE

estimates and the posterior uncertainty measures obtained by the proposed EP al-

gorithm (Algorithm 2), when compared with more traditional EP implementation

(referred to as naive EP), where all the approximating factors have full covariance

matrices.

For image denoising and mild inpainting problems (with Gaussian noise), as

discussed earlier, the exact posterior distribution for each expert is tractable and re-

duces to patch-wise independent GMMs. Thus the proposed EP approximation

and the naive implementation both provide marginal means and variances that

match those of the exact posterior distribution. For the deconvolution problem,

the marginal moments estimated by EP are no longer exact. Within the naive im-

plementation, all the covariance matrices of the approximating factors are full and

the GMM patch-based prior is approximated by the product of J Gaussian approx-

imating factors, where J is the number of non-overlapping patches in the image.
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Figure 3.8: Comparison of approximate MMSE and posterior uncertainty quantifi-
cation by naive EP and the proposed EP algorithms.

This leads to (J + 1) factors that need to be updated sequentially in each EP iter-

ation. To keep the computational cost of the naive implementation relatively low,

only a 32 × 32 pixel image is considered (a small subset of Cameraman), with H

corresponding to a 5×5 pixel uniform kernel. Moreover, only a single expert is used

in this comparison to better visualize the impact on a given posterior distribution.

The results in Figure 3.8 show that the approximate MMSE estimates obtained by

the naive EP and the proposed EP algorithms are comparable. In this example, it

seems that the marginal variances of the naive EP algorithm are larger than those

of the proposed EP algorithm. While it is believed that this is due to the fact that

the block-diagonal approximation neglects part of the actual correlations, it could

also be that the naive EP implementation overestimates uncertainties due to conver-

gence issues during the gradient-based iterative updates used to ensure that all the

approximate covariance matrices are strictly positive-definite. Indeed, the gradient

descent used to minimize (3.15) might stop when moving in the gradient direction

is no longer possible due to the constraints, but it might be possible to further op-

timize the cost function by moving along another direction (not investigated in this
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thesis). Note that the blocky artifacts in Figure 3.8 are due to the fact that a only

single expert is considered here. In terms of computational cost, the proposed EP

algorithm only takes about 1.6 minutes for 20 iterations, while the naive EP algo-

rithm takes about 2 hours to obtain the posterior approximations (for the same 20

EP iterations). In addition, the naive EP cannot scale to large images as it requires

the inversion of large N ×N covariance matrices, while the proposed EP algorithm

allows for greater scalability, inverting only small r × r covariance matrices.

3.7.2 Poisson noise model

This subsection demonstrates the effectiveness of the proposed patch-based EP al-

gorithm when the observation noise is being Poisson distributed. The proposed

algorithm is compared with VST-BM3D [171], SPIRAL-TV [172], and PIDAL-TV

[173]. VST-BM3D combines the Anscombe transform [174] with the BM3D algo-

rithm. The regularization parameters of SPIRAL-TV and PIDAL-TV are tuned to

find the highest PSNRs.

Denoising and mild inpainting

The same benchmark grayscale images (Cameraman, House, Lena) as in the previ-

ous experiments are used in this section. For the denoising experiments, the observed

images yyy are simulated using yyy ∼ P(xxx), and the peak value of xxx is set to be in the

set of {10, 30, 50, 100, 255}. The table in Figure 3.9a presents the PSNR values ob-

tained by different denoising algorithms. VST-BM3D provides higher PSNRs than

the proposed EP algorithm, in particular when the peak value is low. This is mainly

because in low peak value regime, approximating the Poisson distribution of ob-

servations using a Gaussian distribution is difficult, and the accuracy loss may be

substantial. Compared to SPIRAL-TV and PIDAL-TV, which are non-patch-based

methods, the proposed EP algorithm performs better, and it does not require as

much supervision in hyperparameter tuning as the two methods, since a subset of

parameters in the GMM patch-based prior is pre-trained, and another subset of

hyperparameters is retrieved in an unsupervised manner. Similar to denoising ex-

periments for Gaussian i.i.d. noise, it is worth emphasizing that the main goal of

the proposed EP algorithm is not to achieve the highest PSRNs. Rather, it aims
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PV
VST-BM3D SPIRAL-TV PIDAL-TV Proposed

Cameraman (256 ×256)

10 26.34 24.01 24.00 25.08
30 28.57 26.30 26.57 27.77
50 29.75 27.76 27.93 29.13

100 31.27 29.61 29.66 30.95
255 33.76 32.08 32.38 33.63

House (256 ×256)
10 28.47 25.62 25.71 26.25
30 31.24 28.47 28.41 29.54
50 32.50 29.61 29.61 31.11

100 33.75 31.21 31.18 32.75
255 35.80 33.39 33.34 34.85

Lena (256 ×256)

10 25.56 23.55 24.06 24.74
30 28.21 26.49 26.59 27.63
50 29.34 27.57 27.68 28.85

100 31.16 29.34 29.46 30.77
255 33.49 31.77 31.88 33.14

(a) PSNR (dB) comparison.
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(b) Images denoised by the proposed EP-EM al-
gorithm (peak value = 30).

Figure 3.9: Denoising results for Poisson noise. (a) PSNR (dB) comparison of
different denoising algorithms. The highest and second highest PSNR values are in
bold and underlined, respectively. (b) Restored images obtained by the proposed
EP-EM algorithm (second column), associated uncertainty maps (third column),
and binary maps indicating pixels for which ground truth intensity falls into 2.5%-
97.5% credible interval (last column). Pixel is depicted in white (“0”) if the intensity
falls into the credible region and in pink (“1”) otherwise.

to be scalable to high-dimensional imaging inverse problems to provide comparable

denoising results with additional uncertainty estimation. Figure 3.9b shows the un-

certainty maps and binary images associated with uncertainty quantification for a

peak value of 30. The fraction of pixels fall into 2.5% − 97.5% credible interval is

92.89% (Cameraman), 98.43% (House), and 96.57% (Lena). Figure 3.5b presents

the fraction of pixels inside different credible intervals, which follows the same linear

trend as in the denoising experiments with Gaussian noise.

The hyperparameter estimation results for the three images are presented in Fig-

ure 3.10. This figure shows that 90% confidence intervals of the three expected values

E[m̂0/m
true
0 ], E[ŝ2/s2true], E[α̂/αtrue] are getting narrower as the peak value increases,

indicating that as the peak value of the Poisson observations increases, it becomes

easier to estimate the hyperparameters, as the signal-to-noise ratio increases.

Figure 3.11 depicts a comparison of denoised Cameraman images corrupted by

Gaussian i.i.d. noise (Figure 3.11a) and Poisson noise (Figure 3.11b) using the

proposed EP-EM algorithm. It can be seen that the uncertainty maps present

similar yet different features. Both maps exhibit lower uncertainties in homogeneous
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Figure 3.10: Results for hyperparameter estimation in denoising for Poisson noise.
m̂0, ŝ2, α̂ are the estimates obtained by the proposed EP-EM algorithm. Y-axis
E[m̂/mtrue], E[ŝ2/s2true], E[α̂2/αtrue] are the 90% confidence intervals of the expected
value of the estimated values divided by the ground truth values of three test images.
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(b) Denoising for Poisson noise (peak value =30).

Figure 3.11: Comparison results between Gaussian and Poisson denoising. The
fraction of pixels in 2.5%-97.5% credible interval is (a) 95.34% and (b) 92.84%.

regions; however, the uncertainties in the bottom image (Poisson noise) are lower

in homogeneous low-intensity regions (e.g. lower in the Cameraman’s coat and hat

than in the sky). This is mainly due to two reasons: the Poisson likelihood which

induces uncertainties depending on the mean signal values, and the Poisson rectified

model which tends to keep most of the mass of Q(xxx) in the positive orthant.

Inpainting experiments were also conducted, where the observed images yyy are

simulated using yyy ∼ P(Hxxx), the degradation operator H is a diagonal matrix with

60% diagonal elements randomly being zero, and the peak value of xxx is set to be

2, 10, and 30, respectively. Restoration results are shown in Figure 3.12. With the

same percentage of missing pixels, the quality of the restored image and associated

uncertainty map increases as the peak value increases. It is however worth noting

that even when the peak value is very low (peak value = 2) and a large fraction of
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Figure 3.12: Comparison results of inpainting and denoising with Poisson noise.
The percentage of missing pixels is 60 %. PSNR of the estimated images and the
fraction of pixels fall into 2.5%-97.5% credible interval are 19.11 dB, 96.71% (peak
value = 2), 22.14 dB, 96.51% (peak value = 10), and 24.26 dB, 96.25% (peak value
= 30), respectively.

pixels is missing (60% missing), the proposed EP algorithm manages to restore a

recognizable image, and the uncertainty map also presents low uncertainty in the

flat region (the body of Cameraman). In addition, most pixels that are not in the

95% credible intervals construct the edges of objects.

For these denoising tasks, VST-BM3D takes about 0.3 seconds, SPIRAL-TV

takes about 1.7 seconds, PIDAL-TV takes about 1.5 seconds, and one expert of

the proposed EP algorithm takes about 513.3 seconds for 13 iterations (each it-

eration takes about 44 seconds). In Algorithm 3, the main cost of computation

in each iteration includes the following: (i) line 4, the 1D integrals in (3.28) for

n = 1, . . . , 256 × 256 pixels in serial, (ii) lines 8-11, EP update of qx,1(xxx), and (iii)

lines 16-19, EP update of qx,0(xxx).

Deconvolution

The same Cameraman grayscale image as that used for deconvolution experiments

with Gaussian noise is used here, but it is multiplied by peak values in the set

of {10, 30, 50, 100, 255} to obtain the ground truth xxx. The observed images yyy are

simulated by yyy ∼ P(Hxxx), and H is formed by a 5 × 5 pixel motion kernel with an

angle of 45 degrees. Figure 3.13 presents examples of images restored by different
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Figure 3.13: Results for deconvolution with Poisson noise. First column: reference
of ground truth image and a zoomed-in region. Second column: observations de-
graded by a motion kernel of size 5 × 5 pixels in 45 degree direction and Poisson
noise with peak values {10, 30, 50, 100, 255}. Third column: estimated images by
VST-BM3D [171]. Fourth column: estimated images by SPIRAL-TV [172]. Fifth
column: estimated images by PIDAL [173]. Sixth column: estimated images by
the proposed EP-EM algorithm. Last column: uncertainty maps for the estimated
images obtained by the proposed EP-EM algorithm.

algorithms. Although the proposed EP-EM algorithm does not achieve the highest

PSNRs, it does not produce artifacts as severe as VST-BM3D, SPIRAL-TV, or

PIDAL-TV. In addition, it can be seen that the overall uncertainty of the restored

images increases as the peak value increases, which is due to the fact that as the

mean of a Poisson distribution increases it induces larger posterior uncertainties,

which are not completely reduced by the prior models.

For deconvolution of images of size 128×128 pixels, VST-BM3D takes about 0.4

seconds, SPIRAL-TV takes about 3.7 seconds, PIDAL-TV takes about 13.8 seconds,

and one expert of the proposed EP-EM algorithm takes about 869.3 seconds for

20 iterations (each iteration takes about 44 seconds on average. 20 samples are

generated in RBMC to compute CovP1(xxx) in (3.31)). The costly computation is
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similar to deconvolution with Gaussian i.i.d. noise; i.e. most of the computation

can be reduced by parallel implementation.

In contrast to the Gaussian noise case, implementing a more traditional EP

algorithm is not straightforward with Poisson noise. The proposed EP algorithm

in Algorithm 3 using auxiliary variables benefits from a cavity distribution with

a diagonal covariance matrix when the tilted distribution is associated with the

Poisson likelihood. This allows the parallel computation of the resulting marginal

moments. Without auxiliary variables and assuming full covariance matrices for

the approximating factors, the resulting EP updates would need to be performed

sequentially, using rank-1 updates. In the author’s experience, such updates can

become numerically unstable, especially when enforcing the covariance matrices to

be positive definite. Thus, comparisons with alternative EP implementations with

less restrictive covariance structure constraints are not included.

3.8 Discussions and Conclusions

In this chapter, a new scalable EP framework has been proposed to imaging inverse

problems using patch-based priors. In a similar fashion to VB, EP approximates

the posterior distribution of interest by a simpler distribution whose moments are

tractable. To address the computational challenges associated with large covariance

matrix handling, it is proposed to consider a combination of isotropic, diagonal,

and block-diagonal matrices, allowing, at least partially, distributed computation.

Using augmented Bayesian models and factor graphs, it has been shown that the

proposed EP algorithms can be easily adapted to complex noise models. Indeed,

for independently distributed noise realizations, the corresponding EP update sim-

ply requires the estimation of the first and second moments of 1D distributions,

which can be performed in a parallel fashion. Moreover, if the initial GMM trained

on external images whose scale does not match the current image of interest, it

is possible to adjust some of its parameters (e.g. scale and offset) using a varia-

tional EM approach, which does not require crucial user supervision (in contrast to

most MAP approaches). Although the proposed EP algorithms do not outperform

state-of-the-art algorithms tailored for each restoration task in terms of quality of
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the estimated images, as an approximate MMSE estimator, it provides competitive

posterior mean estimates with additional pixel-wise posterior uncertainty quantifica-

tion, which holds great promise for uncertainty quantification in large scale imaging

problems. Although the fully optimized versions of the proposed EP-EM algorithms

are not implemented, the reported computational time can be further reduced by

using a parallel update of blocks in covariance matrices of each expert, and parallel

running for all the experts. This would however require significant additional work

to optimize the updates for the different scenarios considered, and this is left to

future work.

In practice, it has been observed that the Product-of-Experts approach provides

very good results, and in particular, it allows blocky artifacts to be removed. More-

over, the resulting marginal uncertainties are in practice good indicators of how far

the posterior mean is from the actual pixel value. Hence, this information could be

used for subsequent decision processes. It should however be noted that due to their

approximate nature, such measures of uncertainty should be exploited with care.

Since the exact posterior moments are however often not accessible, assessing the

accuracy of the EP approximations remains an open problem.

Here, the block-diagonal covariance structure is motivated by the fact that the

exact posterior covariance matrix is diagonally dominant. For deconvolution with

Gaussian noise, it has already been illustrated that the block-diagonal assumption

does not significantly affect the estimated posterior means but it can modify the

estimated marginal variances. Nonetheless, such structural constraints seemed nec-

essary for EP to be scalable in the Poisson regime. If the blur kernel is larger than

the patches considered, it was observed that the reconstruction performance and

convergence speed of EP can be degraded. Similarly, if the operator H introduces

strong far-field correlation between pixels, as can happen in compressive sensing

or tomography problems and when global image prior models are used, the algo-

rithms proposed in this chapter do not provide satisfactory results. In such cases,

different structural constraints should be investigated to make sure the resulting

EP algorithm remains scalable and flexible enough to capture partially posterior

correlations. While the EP covariance structures can be informed by the correla-

tions expected to be present in the exact posterior distribution, they should also
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be designed and exploited together with the structures of the EP factor graphs, in

particular when using data augmentation. For instance, even if Q(xxx) is designed to

have a block-diagonal covariance matrix, not all the approximating factors need to

satisfy the same constraints.

In next chapter, another new fast scalable EP algorithm using gradient-based

priors that allows for fast posterior approximation will be proposed to solve high-

dimensional imaging inverse problem.
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Chapter 4

Proposed Methodology - Fast

Scalable Image Restoration using

Total Variation Priors and

Expectation Propagation

4.1 Summary

This chapter presents a scalable Expectation Propagation algorithm for image restora-

tion using total variation (TV) priors. Bayesian image restoration often relies on

different prior models for the unknown image of interest. Among the broad variety

of existing image prior models, this chapter focuses on priors promoting small image

gradients, centered around the classical Total Variation (TV) prior introduced in

[175, 176]. Although more advanced priors, such as priors built using convolution

neural networks [64–66], can provide better image estimates, the TV prior model

still offers practical advantages [177–179]. Being a local (Markovian) model, the

prior can be evaluated efficiently, i.e. without large matrix multiplication as when

using wavelet/dictionary-based priors. When defined using the ℓ1 or ℓ2 norm of im-

age gradients, the TV prior is log-concave. It also requires only a reduced number

of hyperparameters to be tuned, and unlike the GMM prior model used in Chapter

3, TV prior does not require to be trained using external images. This makes TV-

based image restoration methods appealing for applications where fast and flexible
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restoration methods and reliable estimates are preferred over high-quality image

estimates.

4.1.1 Contributions of the chapter

In this chapter, a set of fast and scalable EP algorithms, which only capture marginal

(pixel-wise) variances a posteriori, are proposed to solve high-dimensional imaging

inverse problems. It allows the use of a reduced number of sequential EP updates,

where furthermore most steps can be implemented in a parallel fashion. This chapter

first considers the ℓ1-TV prior, which allows the comparison with existing MCMC

and VB methods. Furthermore, as in [180], it is also shown that the proposed EP

algorithm can be used with more aggressive (non-log-concave) gradient-based pri-

ors, e.g. spike-and-slab prior, which tends to perform better than the ℓ1-TV prior in

homogeneous regions denoising while preserving sharp edges. Finally, for the ℓ1-TV

prior, the proposed EP algorithm is illustrated to be embedded within larger infer-

ence schemes. More precisely, auxiliary variables are introduced, without increasing

significantly the computational footprint of EP, to allow for the unsupervised hyper-

parameter estimation via an Expectation Maximization (EM)-like procedure. The

main contributions of this chapter is threefold:

• This chapter originally proposes to approximate the distributions of different

sparsity-promoting total variation priors (ℓ1 norm TV, mixture of two Gaus-

sians TV, spike-and-slab TV) by the product of four multivariate Gaussian

densities under the EP framework. By decomposing the pixels involved in

computing the total variation of images, the dependency of pixel pairs is fac-

torized using a product of separable functions. Thanks to the introduction of

auxiliary variables corresponding to finite differences between neighbor pixels.

Closed-form solution is derived to approximate each of functions by a multi-

variate Gaussian density and the approximation of all the functions admits

parallel computation.

• A set of new scalable EP algorithms with log-concave and non-log-concave

TV priors are proposed to solve high-dimensional imaging inverse problems,

including image denoising, non-blind image deconvolution, and compressive

sensing (CS) reconstruction. It is shown that when the prior is log-concave,
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the proposed EP algorithm provides the approximate posterior means that

are close to the MAP estimates computed using powerful optimization tools,

and close to the Monte carlo sampling estimates but at a fraction of the com-

putational cost. When the prior is non-log-concave, on the other hand, the

proposed EP algorithms have the benefit over the MAP estimates in delivering

the approximate posterior mean of several local optimal solutions.

• It is shown that one of the proposed EP algorithms using the ℓ1-TV prior can

be used efficiently within larger inference schemes of image restoration, where

the prior hyperparameter is unknown and needs to be adjusted for the image

of interest. Despite only being an approximate solution, the proposed EP

algorithm provides hyperparamter estimation results close to to that of a state-

of-the-art empirical Bayes method which is based on Monte carlo sampling.

In the meantime, it provides the approximate MMSE point estimates and

uncertainty quantification, being more than only an hyperparamter estimator

for image restoration.

4.1.2 Structure of the chapter

The remainder of this chapter is organized as follows.

• Section 4.2 presents the exact Bayesian model with three gradient-based priors

considered to solve imaging inverse problems.

• Section 4.3 proposes the EP algorithms to perform approximate Bayesian in-

ference.

• In Section 4.4, the proposed EP algorithm for ℓ1-TV prior is embedded within

larger inference schemes that allows for automatic hyperparameter estimation.

• Section 4.5 evaluates the performance of the proposed EP algorithms on high-

dimensional image restoration problems.

• Conclusions and further work are finally reported in Section 4.6.
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4.2 Bayesian Model with Image Gradient-based Pri-

ors

The imaging inverse problems investigated in this chapter consist of recovering,

from a set of observations y ∈ RM×1, an unknown image x ∈ RN×1 which has

been linearly transformed by a known degradation operator H ∈ RM×N (M ≤ N)

and corrupted by Gaussian i.i.d. noise. Using the Bayesian formalism, it aims at

providing a point estimate for x by posterior mean and the pixel-wise a posteriori

uncertainty measures.

4.2.1 Likelihood

The observations in y = [y1, . . . , yM ]T are assumed to be corrupted by Gaussian

i.i.d. noise with variance ξ, and the mean of y is Hx. The resulting likelihood

fy|x(y|Hx) can be expressed as

fy|x
(
y|Hx

)
=

M∏
m=1

N (ym;hmx, ξ) , (4.1)

where {hm}m=1,...,M are the rows of H. Different structures of matrix H are con-

sidered in this chapter: (i) H = IN is an identity matrix (denoising problem), (ii)

H ∈ RN×N is a convolution matrix (image deconvolution problem), (iii) H ∈ RM×N

(M ≪ N) is a sensing matrix in CS. The random matrix with Gaussian i.i.d. en-

tries and the subsampled Paley-ordered 2D Hadamard matrix [181] are used as two

illustrative examples.

4.2.2 Total variation priors

EP has recently been used in combination with gradient-based priors for tomographic

image reconstruction [180]. However, the resulting EP algorithm has several limi-

tations. Firstly, for an N dimensional image vector, it requires O(N4) arithmetic

operations per iteration to update the variance of the approximating factor, and

it is limited to a sequential update scheme, which prevents scalable inference for

high-dimensional imaging problems. In this chapter, as in [180], a set of prior distri-
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Figure 4.1: Clique partitioning using the 4-neighbourhood structure. Two edges
within the subset Vk (k = 1, 2, 3, 4) cannot share a vertex (pixel). Each pixel is
involved in four edges (one edge in each Vk).

butions based on the expected properties of the discrete gradients of natural images

is considered. Instead, a scalable EP framework that allows the use of a reduced

number of sequential EP updates is proposed, where furthermore most steps can be

implemented in a parallel fashion when updating the EP approximating distribu-

tions, as will be detailed in subsection 4.3.2.

The gradients of a 2D grayscale image x are defined as the difference between

adjacent pixels along the horizontal and vertical directions. To keep the inference

process scalable, priors which can be expressed as

fx
(
x|θ
)
∝
∏

(i,j)∈V

ϕ
(
xi − xj;θ

)
, (4.2)

is considered in this chapter, where V denotes the set of pairs of pixels that are direct

neighbours (with a 4-neighbourhood structure) and ϕ(·;θ) is a positive function

parameterised by θ. Using the Hammersley-Clifford theorem, a Markov graph can

be constructed for the prior in (4.2), as illustrated in Figure 4.1. In this pairwise

graph, cliques in V are limited with singletons and edges rendering clique partitioning

over four disjoint sets of cliques, denoted by {V1,V2,V3,V4}, such that each pixel

appears at most once in the list of pixel pairs in Vk,∀k = 1, 2, 3, 4. The clique

partitioning allows each factor ϕ(xi − xj;θ) in (4.2) to only depend on two pixels,

and fx(x|θ) can be factorized as

fx
(
x|θ
)
=

1

C (θ)

4∏
k=1

ϕVk

(
x|θ
)
, (4.3)
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where ϕVk
(x|θ) ∝

∏
(i,j)∈Vk

ϕ(xi−xj;θ). In this chapter, three parametric functions

are considered for ϕ(·;θ), leading to following three TV priors:

ℓ1-TV: the first type of ϕ(·;θ) is given by

ϕ
(
xi − xj;θ

)
= exp

(
−λ
∣∣xi − xj

∣∣) , (4.4)

where θ := λ ≥ 0 is a scalar hyperparameter, resulting in fx(x|θ) in (4.3) being the

classical anisotropic (ℓ1-norm) TV prior. A convenient property of this prior is that

it is log-concave (and thus unimodal), which, when combined with the likelihood

(4.1), makes the posterior distribution of x log-concave. Note that (4.2) cannot be

used directly to model the isotropic TV-based prior.

In natural images, the gradients can present different (local) distributions in

homogeneous regions and at the boundaries of objects. It can be difficult using the

ℓ1-TV prior to recover simultaneously sharp boundaries and large, textured regions.

For such tasks, it is preferable to use more aggressive i.e. more informative and

flexible prior distributions. In the following, a Gaussian mixture model, which leads

to closed-form EP updates and good performance in practice, is considered as such

a prior distribution.

MoG2-TV prior: the second type of ϕ(·;θ) is constructed using a mixture of two

Gaussian (MoG2) profiles, i.e.

ϕ
(
xi − xj;θ

)
= ωN

(
xi − xj; 0, s

2
1

)
+ (1− ω)N

(
xi − xj; 0, s

2
2

)
, (4.5)

where θ := (ω, s21, s
2
2) includes three hyperparameters ω, s1, and s2. Without loss

of generality, it is assumed s1 > s2 > 0. The first Gaussian term encodes the

distribution of the large image gradients expected at object boundaries, while the

second term represents the distribution of image gradients within homogeneous re-

gions (where image gradients are expected to be smaller). The parameter ω ∈ (0, 1)

controls the prior fraction of small/large image gradients. The mixture of more than

two Gaussian distributions could also be used; however it would introduce additional

hyperparameters whose setting would remain challenging.

BG-TV prior: the last type of ϕ(·;θ) considered is obtained by letting s22 in

(4.5) tend to 0. In that case, ϕ(·;θ) reduces to a Bernoulli-Gaussian (BG) mixture,
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whereby image gradients are a priori either exactly zero, or Gaussian distributed,

i.e.

ϕ
(
xi − xj;θ

)
= ωN

(
xi − xj; 0, s

2
)
+ (1− ω) δ

(
xi − xj

)
, (4.6)

where θ := (ω, s2). Although this prior seems very informative/restrictive, it only

depends on two hyperparameters, which can be easier to tune than those involved in

(4.5), and can be appropriate when the scene of interest presents piece-wise constant

intensity profiles [180].

4.2.3 Exact posterior distribution

Irrespective of the form of ϕ(·;θ) in (4.4), (4.5), and (4.6), using the factorization in

(4.3) and the Bayes’ theorem, the posterior distribution of x conditioned on y and

θ is given by

p
(
x|y,θ

)
=

fy
(
y|Hx

)
fx
(
x|θ
)∫

fy
(
y|Hx

)
fx
(
x|θ
)
dx

. (4.7)

Bayesian inference based on p(x|y,θ) is usually intractable as the denominator in

(4.7) is typically intractable. Although sampling from the posterior is possible, in

particular for the ℓ1-TV prior where the posterior is log-concave [91, 182], it remains

challenging in high-dimensional problems, in particular with the multimodal priors

induced by (4.5) and (4.6).

4.2.4 Extended Bayesian model

Although the posterior distribution in (4.7) could be directly approximated by EP, a

set of auxiliary variables u is introduced in the Bayesian model for several reasons.

First, it helps to simplify the description the EP update equations, irrespective

of the form of ϕVk
(x|θ) in the TV prior f(x|θ). Second, it allows the proposed

EP algorithms to be more scalable, enabling many updates to be performed in

parallel, leaving only few sequential updates despite the potentially large image size.

Introducing u and constraining its variational distribution also makes the resulting

EP algorithms more numerically stable, as will be detailed in Section 4.3. Finally, it

allows a better approximation of the posterior distribution of the image gradients,

which in turn allows a better estimation of the hyperparameters of the ℓ1-TV prior,
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as will be illustrated in Section 4.4.

To build the extended Bayesian model, the introduced auxiliary variable u =

{un}2Nn=1 contains all the vertical and horizontal gradients of x. Each element un

is a scalar variable that corresponds to a pair of pixels (xi, xj) in x, i.e. un =

[1,−1][xi, xj]
T = xi − xj and u = {xi − xj}(i,j)∈V . These auxiliary variables are

assigned a prior distribution fu(u|x) = δ(u − Dx), where D is a 2N × N matrix

used to compute the gradients of x, and δ(·) denotes a product of Dirac delta

functions, applied element-wise to its (multivariate) input. In a similar fashion to

the partition introduced in (4.3), u can be partitioned as u = {u1,u2,u3,u4}, such

that

fu(u|x) =
4∏

k=1

fu(uk|x) = δ(uk −Dkx). (4.8)

Dk is a N/2×N matrix to compute the image gradients associated with the edges

in Vk, k = 1, 2, 3, 4. Eq. (4.8) ensures that the elements of uk correspond to the

gradients of x in Vk. Combining fx(x|θ) in (4.3) and fu(u|x), the exact posterior

distribution in (4.7) is extended to

p
(
x,u|y,θ

)
∝ fy

(
y|Hx

) 4∏
k=1

[
ϕVk

(
x|θ
)
fu
(
uk|x

)]
. (4.9)

To enable scalable inference, a multivariate Gaussian distribution Q(x,u) is used

to approximate p(x,u|y,θ),

Q (x,u) ≈ p
(
x,u|y,θ

)
. (4.10)

Furthermore, the mean-field approximation framework [48, 183] is applied to factor-

ize Q (x,u) such that

Q (x,u) = Q (x)Q (u) . (4.11)

Q(x) and Q(u) are also multivariate Gaussian distributions defined as

Q(x) = N (x;µx,Σx), Q(u) = N (u;µu,Σu). (4.12)

By enforcing the covariance matrices Σx, Σu to be diagonal, the resulting EP poste-

rior approximation scheme remains scalable and numerically stable over iterations,
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as will be detailed in Section 4.3.

It is worth noting that in (4.7), the marginal distribution obtained by integrating

p(x,u|y,θ) over u is the original posterior distribution p(x|y,θ) in (4.7). Thus,

using the marginal posterior approximation
∫
Q(x,u)du to infer x is equivalent to

approximating the original posterior p(x|y,θ). The introduction of this extended

Bayesian model does not change the EP posterior approximation Q(x). However,

the EP posterior approximation in (4.11) decouples the approximate distribution

of the image x from that of its gradients (encoded in u). Since different structural

constraints can be applied (independently) to Q (x) and Q (u), it is possible to better

capture the posterior distribution of the image gradients, e.g. via Q (u) rather that

via Q (x). This in turn helps to improve the accuracy of ℓ1-TV prior hyperparameter

(if unknown) estimation, as will be presented in Section 4.4.

4.3 Proposed EP Algorithms with TV priors

This section proposes a set of new EP algorithms to find the two Gaussian densities

Q(x) and Q(u) in (4.11).

4.3.1 EP factorization

EP leverages the factorization of the exact posterior in (4.9), which reduces to five

factors depicted in Figure 4.2. More precisely, each exact factor is associated with

 

Figure 4.2: Factor graph used to perform EP approximation for the extended exact
posterior distribution in (4.9). The rectangle boxes (resp. circles) represent the
factor (resp. variables) nodes and EP approximating distribution for each factor
node is shown in green.
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an approximating factor such that

qx,0 (x) ≈ K0fy|x
(
y|Hx

)
, (4.13)

qx,k (x)Q (uk) ≈ KkϕVk

(
x|θ
)
fu
(
uk|x

)
,∀k ∈ {1, 2, 3, 4}, (4.14)

where {Kk}4k=0 are constants and the approximating factors are Gaussian densities

whose moments are denoted as follows
qx,k (x) = N

(
x;µx,k,Σx,k

)
, ∀k ∈ {0, 1, 2, 3, 4},

Q (uk) = N
(
uk;µu,k,Σu,k

)
, ∀k ∈ {1, 2, 3, 4}.

(4.15)

The EP approximations Q(x) and Q(u) in (4.11) can then be obtained by

Q (x) ∝ qx,0 (x)
4∏

k=1

qx,k (x) , Q (u) =
4∏

k=1

Q (uk) . (4.16)

To ensure that Σx and Σu in (5.10) are diagonal, {Σx,k}4k=0 and {Σu,k}4k=1 are forced

to be diagonal (and positive-definite) during the EP updates, as will be discussed

in subsection 4.3.2.

4.3.2 EP update scheme

Each EP iteration consists of solving sequentially the five following KL divergence

minimization problems:
min
qx,0(x)

KL
(
fy
(
y|Hx

)
Q\0 (x) ||Q (x)

)
, (4.17a)

min
qx,k(x)Q(uk)

KL
(
ϕVk

(
x|θ
)
fu
(
uk|θ

)
Q\k (x) ||Q (x)Q (uk)

)
, (4.17b)

where {Q\k(x)}4k=0 are the cavity distributions obtained by Q\k(x) ∝ Q(x)/qx,k(x),

which are also Gaussian distributions defined by Q\k(x) = N (x;µ
\k
x ,Σ\k

x ),∀k =

0, 1, 2, 3, 4. Note that the covariance matrices {Σ\k
x }k are also diagonal by construc-

tion.

EP update of qx,0(x): qx,0(x) is the minimizer of (4.17a), which is used to
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approximate fy(y|Hx). The tilted distribution P0(x) = fy(y|Hx)Q\0(x) is a mul-

tivariate Gaussian distribution whose mean and covariance matrix can be obtained

in closed-form as follows

CovP0 (x) =

[
ξ−1HTH+

(
Σ\0

x

)−1
]−1

,

EP0 [x] = CovP0 (x)

[
ξ−1HTy +

(
Σ\0

x

)−1

µ\0
x

]
.

(4.18)

Computing EP0 [x] can be achieved efficiently by solving the problem EP0 [xxx] =

argmin
zzz

∥Cov−1
P0
(xxx)zzz−

(
ξ−1HTyyy + (Σ

\0
x )−1µµµ

\0
x

)
∥22 using conjugate gradient methods

[157], as computing Cov−1
P0
(x) = ξ−1HTH+(Σ

\0
x )−1 is not costly given that Σ\0

x is di-

agonal by construction. Efficient computation of CovP0(x) depends on the structures

of HTH and Σx,0. In the EP algorithms proposed in this chapter, Σx,0 is constrained

to be diagonal. This means that only the diagonal elements of CovP0(x) need to

be computed during the update (see [184] for details). Let VarP0(x) ∈ RN×N be a

diagonal (and positive-definite) matrix such that diag(VarP0(x)) = diag(CovP0(x)).

When HTH is diagonal (e.g. in image denoising problem), computing VarP0(x) is

trivial as it only requires the inversion of a diagonal matrix to compute CovP0(x)

and then extract diag(CovP0(x)). Note that for image denoising with non-i.i.d. ad-

ditive noise, the diagonal (non-isotropic) covariance matrix in the likelihood term

can be easily integrated in (4.18), which extends the applications of the proposed EP

algorithm beyond image denoising with Gaussian i.i.d. noise. When HTH is low-

rank (e.g. in CS), the Woodbury matrix identity can be used to compute CovP0(x)

and then extract diag(CovP0(x)) to obtain VarP0(x). When HTH presents more

general structure (e.g. in image deconvolution problem), instead of applying the

costly inversion of ξ−1HTH + (Σ
\0
x )−1 to compute CovP0(x) and then extracting

diag(CovP0(x)), in this chapter, VarP0(x) is computed using a Monte Carlo sam-

pling method, e.g. the Rao-Blackwellized Monte Carlo (RBMC) method [158] used

in Chapter 3. This strategy can also be used for large CS problems when storing

the full matrix CovP0(x) is challenging.

Once VarP0(x) and EP0 [x] are computed, the parameters of qx,0(x) can be up-
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dated via

Σx,0 =

[(
VarP0(x)

)−1 −
(
Σ\0

x

)−1
]−1

,

µx,0 = Σx,0

[(
Σ−1

x,0 +
(
Σ\0

x

)−1
)
EP0 [x]−

(
Σ\0

x

)−1

µ
\0
x,0

]
.

(4.19)

EP update of qx,k(x) and Q(uk): the update of qx,k(x) and Q(uk) requires

computing the marginal moments of the tilted distribution

Pk(x,uk) = ϕVk
(x|θ)fu(uk|x)Q\k(x), (4.20)

w.r.t. x and uk in (4.17b), k = 1, 2, 3, 4.

For the update of qx,k(x), the marginal distribution Pk(x) =
∫
Pk(x,u)duk is

obtained by
Pk (x) =

∏
(i,j)∈Vk

Pk

(
xi, xj

)
,

=
∏

(i,j)∈Vk

ϕ
(
xi − xj;θ

)
Q\k

x (xi)Q
\k
x

(
xj

)
,

(4.21)

where Q
\k
x (xi), Q

\k
x (xj) are two univariate Gaussians associated with Q

\k
x (x) and

defined as Q
\k
x (xi) = N (xi;mi, ci), Q

\k
x (xj) = N (xj;mj, cj).

For the update of Q(uk), the marginal distribution Pk(u) =
∫
Pk(x,uk)dx is

obtained by

Pk(uk) =
∏
n∈Vk

Pk (un) =
∏
n∈Vk

ϕ(un;θ)Q
\k
x (un), (4.22)

using ϕ(un;θ) = ϕ(xi−xi;θ) and Q
\k
x (un) = Q

\k
x (xi−xj) = N (un;mi−mj, ci+ cj).

Computing the marginal moments (EPk
[x],VarPk

(x)), (EPk
[uk],VarPk

(uk)) of

Pk(x), Pk(uk) reduces to computing the means and variances of a set of univariate

distributions Pk(xi, xj), Pk(un). The key here is to first compute the mean and

variance of Pk(un), and then use them to compute the mean and variance of Pk(xi, xj)

in (4.21) via a projection scheme [128, Theorem 3.1]. Specifically, Pk(un) is a simple

mixture of two distributions, whose means and variances admit close-form solutions,

irrespective of the parametric forms of ϕ(.;θ) in (4.4)-(4.6). The derivation of the

closed-form expressions to compute the means and variances of Pk(un), Pk(xi, xj)
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is given in Appendix C.1. Note that if more exotic functions were used for ϕ(·;θ),

the moments of Pk(un) could still be computed, e.g. via 1D numerical integration.

Most importantly, the N/2 marginal moments of uk in (4.22) and of x in (4.21)

can all be computed independently (i.e. in parallel) to obtain (EPk
[uk],VarPk

(uk)),

(EPk
[x],VarPk

(x)).

Once the marginal moments are computed, the parameters of qx,k(x) can be

obtained via

Σx,k =
[(
VarPk

(x)
)−1 − (Σ\k

x )−1
]−1

,

µx,k = Σx,k

{[
Σ−1

x,k + (Σ\k
x )−1

]
EPk

[x]−
(
Σ\k

x

)−1

µ\k
x

}
.

(4.23)

The parameters of Q(uk) are obtained by Σu,k = VarPk
(uk), µu,k = EPk

[uk]. There-

fore, the update of qx,k(x)Q(uk) is very efficient in practice.

As mentioned earlier, EP iterates by updating sequentially qx,0(x) in (4.17a) and

{qx,k(x), Q(uk)}4k=1 in (4.17b) until convergence. The final EP posterior approxi-

mation Q(x) are obtained by

Σx =

Σ−1
x,0 +

4∑
k=1

Σ−1
x,k

−1

,

µx = Σx

Σ−1
x,0µx,0 +

4∑
k=1

Σ−1
x,kµx,k

 .

(4.24)

The first lines of (4.19) and (4.23) do not ensure that the updated covariance

matrices Σx,0, Σx,k are strictly positive definite. If negative variances are obtained,

these values are usually replaced by large positive values (e.g. 108) before computing

µx,0 and µx,k [131, 169]. Algorithm 5 summarizes the pseudo-code for the proposed

EP algorithm. In practice, if θ was set reasonably to reflect the expected distribution

(scale) of the gradients of x, convergence issues were not observed. Such issues may

arise if θ is set such that the exact posterior distribution p(x|y,θ) is extremely

ill-conditioned.

Thanks to the auxiliary variables and the priors considered, all EP updates admit

closed-form solutions and enable efficient parallel computation. Moreover, the mean
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Algorithm 5 Proposed EP algorithms (θ is known)
Input: observation y, degradation matrix H, noise variance ξ, hyperparameter θ
Output: Q(x) ∝ N (x;µx,Σx)
1: initialization : µx,0 = y, Σx,0 = ξIN , {µx,k}k=1,2,3,4 = 0, {Σx,k}k=1,2,3,4 = 108IN
2: while stopping criterion is not satisfied do
3: Compute EP0 [x] and VarP0(x) as in (4.18).
4: Update Σx,0 and µx,0 using (4.19).
5: for k = 1, 2, 3, 4 (random order) do
6: Compute the mean and variances of Pk(un) and Pk(xi, xj) for (i, j) ∈ Vk

in parallel.
7: Update Σx,k and µx,k using (4.23).
8: end for
9: end while

10: Compute Σx and µx as in (4.24).

and marginal variance of auxiliary variable u can be further used to estimate the

hyperparameter λ of ℓ1-TV prior under an EP-EM framework, as will be discussed

in next section.

4.4 EP-EM Strategy for ℓ1-TV Prior Hyperparam-

eter Estimation

In this section, the proposed EP algorithm using the ℓ1-TV prior is proposed to

be embedded within a larger inference problem where the hyperparameter λ is un-

known, and needs to be adjusted for the image of interest. Only this prior hyperpa-

rameter is considered for the reason that it has been shown in [69] the normalizing

constant C(λ) in this case has a closed-form expression, leading to

fx
(
x|λ
)
=

1

Dλ−N
exp

−λ
∑

(i,j)∈V

∣∣xi − xj

∣∣ , (4.25)

where D is a constant independent of λ. Although the ℓ1-TV prior is not proper (i.e.

D is infinite), the posterior distribution using this prior is log-concave and usually

proper. Prior hyperparameter estimation for the MoG2-TV prior and BG-TV prior

is not considered in this section as the associated normalizing constants C(θ) in

those cases are intractable.

It has been shown in [71] that when the prior is parameterized by a reduced
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number of hyperparameters (only a scalar-valued λ here), estimating these hyper-

parameters by maximum marginal likelihood estimation (MMLE) or marginal max-

imum a posteriori (MMAP) estimation tends to lead to better image estimates than

estimating x and the hyperparameters by joint MMSE estimation. Here, a MMLE

approach is presented which aims at maximizing

f
(
y|λ
)
=

∫
fy
(
y|Hx

)
fx
(
x|λ
)
dx, (4.26)

i.e. the normalizing constant of the exact posterior in (4.7). However, a similar

approach could be used to maximize f(λ|y), in particular if λ is assigned a conjugate

prior [69].

Maximizing f(y|λ) can be achieved using an iterative procedure based on EM,

where the standard update rule at the (t)-th iteration is

λ(t) = argmax
λ

Ep(x|y,λ(t−1))

[
log p

(
x|y, λ

)]
, (4.27)

yielding the cost function F (t)(λ) to be maximized as

F (t) (λ) = N log λ− λEp(x|y,λ(t−1))

 ∑
(i,j)∈V

∣∣xi − xj

∣∣ . (4.28)

By zeroing its derivative w.r.t. λ, the estimate of λ at the (t)-th iteration is obtained

by

λ(t) = N/a0, (4.29)

where

a0 = Ep(x|y,λ(t−1))

 ∑
(i,j)∈V

∣∣xi − xj

∣∣ . (4.30)

When exact computation of a0 using expectation w.r.t. the exact posterior

p(x|y, λ(t−1)) is intractable, classical options turn to stochastic approximations (such

as stochastic EM variants) or variational approximation (such as variational EM)

[167]. The latter option is adopted here, and the use of the EP posterior approx-

imation leads to an EP-PM algorithm. Three options to approximate a0 in (4.30)

are considered by replacing directly the expectation w.r.t. p(x|y, λ(t−1)) to another
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approximate distribution as follows:

•Option 1: ax = EQ(x|λ(t−1))

 ∑
(i,j)∈V

∣∣xi − xj

∣∣ , (4.31)

•Option 2: au = EQ(u|λ(t−1))
[
∥u∥1

]
, (4.32)

•Option 3: āu =
4∑

k=1

EPk(uk|λ(t−1))
[
∥uk∥1

]
. (4.33)

All the expectations in (4.31), (4.32), and (4.33) can be computed analytically.

In practice, (4.33) performs better for hyperparameter estimation and in turn for

unsupervised image restoration than (4.31) and (4.32), as illustrated via the image

denoising examples in Figure 4.3. This is due to Q(x|λ(t−1)) in (4.31), which has a

diagonal covariance matrix that fails to capture the correlation between adjacent pix-

els. Using
∑

(i,j)∈V

∣∣xi − xj

∣∣ = ∥u∥1, (4.32) is a better alternative since Q(u|λ(t−1))

better captures the posterior variances of the image gradients. Eq. (4.33) computes

expectations w.r.t. tilted distributions, which are expected to be closer to the exact

marginal distributions of the gradients than their Gaussian approximating distribu-

tions. Thus (4.33) is adopted in the proposed EP-EM algorithm whose pseudo-code

is presented in Algorithm 6. The algorithm can be stopped after a fixed number of

iterations, or when λ stabilises (within 10 to 20 iterations in experiments reported

in this thesis, depending on the problem considered). In practice, it is observed that

10-3 10-2 10-1

102

103

(Oracle) Option 1:

Option 3:

Option 2:

Figure 4.3: Impact of the strategy used to approximate a0 for a denoising problem
(256×256 pixel Cameraman image). The MSE (see definition in Section 3.7) is
presented as a function of λ and ξ. λ†(Oracle) is the oracle value of λ that minimizes
the MSE and the other markers represent the final EP-EM estimates for Options
1-3.
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Algorithm 6 Proposed EP-EM algorithm-unknown λ

Input: observation y, degradation matrix H, ξ, λ(0)

Output: Q(x) ∝ N (x;µx,Σx), λ
1: for t:=1 to stop rule do
2: Obtain Q(t)(x|y, λ(t−1)) and {P (t)

k (uk|λ(t−1))}4k=1 using Algorithm 5

3: Compute āu =
4∑

k=1

E
P

(t)
k (uk|λ(t−1))

[∥uk∥1]

4: Set λ(t) = N/āu.
5: end for

a faster version of EP-EM can provide similar results at a lower cost; i.e. instead of

running Algorithm 5 until convergence (line 2 of Algorithm 6), it can be run only

for a few iterations (in section 4.5, a single iteration is used). This generally allows

to reduce the overall number of EP iterations and seems more robust if the scale of

λ(0) is set inappropriately.

4.5 Experiments

This section evaluates the performance of the proposed EP algorithms for image

denoising, non-blind deconvolution, and CS reconstruction. The EP posterior mean

µx is used as image estimate x̂, and the marginal variances in diag(Σx) quantify the

pixel-wise posterior uncertainty. The quality of the restored images is assessed using

the mean squared error (MSE) and peak signal-to-noise ratio (PSNR) computed

between any estimated image x̂ and the corresponding ground truth x, i.e.

MSE =
1

N
∥x− x̂∥22 , PSNR = 10× log10

(
max2x
MSE

)
. (4.34)

The three gradient-based priors discussed in Section 4.3 are firstly considered for

image denoising to show the effectiveness of the priors. In this context, the hyper-

parameters θ are set using grid search to minimize the MSE, i.e.

θ† (Oracle) = argmin
θ

{∥∥x− x̂(y,θ)
∥∥2
2

}
, (4.35)

where x̂(y,θ) is the EP-based image estimate. For completeness, a second oracle

estimator of θ is also considered (in Figure 4.5), where x̂(y,θ) is the MAP estimator

of x based on the exact posterior distribution.
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The damping parameter of EP is set to be 0.9 and it has been observed in ex-

periments that EP converges within 20 iterations. For EP-EM, unless otherwise

stated, the results presented are obtained with the fast alternative with 20 EM it-

erations and a single EP loop per EP-EM iteration. The pixel-wise uncertainty is

then represented as a 2D image/map. The main methods used for comparison using

the ℓ1-TV prior are VB [185] and SK-ROCK [182], which can be used to obtain

approximate MMSE estimates and posterior variances, assuming λ is known. The

proposed EP-EM algorithm is also compared to the empirical Bayes (EB) method

from [71]. SK-ROCK and EB are Monte carlo sampling based methods and their

estimation results are considered as reference. For SK-ROCK and EB, the burn-in

period and chain length (after burn-in) are set to (2000; 105) samples and (300; 1500)

samples, respectively. Short chains are used for EB as it is simply used for hyper-

parameter estimation. While exact MAP estimation using the multimodal priors is

not easily achievable, for completeness, SALSA [186] is used for MAP estimation

with the ℓ1-TV prior.

4.5.1 Image denoising

This subsection first discusses the use of the three priors within EP (Algorithm 5) for

image denoising problems, i.e. with H = IN , and then assesses the hyperparameter

estimation performance of EP-EM (Algorithm 6). Experiments are conducted us-

ing three widely used grayscale images scaled in [0, 255] (I1: Cameraman 256×256

pixels, I2: Flinstones 512×512 pixels, and I3: Mandrill 512×512 pixels). Recall

that the main goal of the proposed EP algorithms is to provide approximate MMSE

estimates, together with pixel-wise uncertainty quantification. Although there are

many state-of-the-art denoising methods based on, e.g. neural networks, trained

denoisers or MAP estimators, that could achieve excellent denoising performance,

these methods usually only provide the point estimates of the denoised images, with-

out uncertainty quantification. For this reason, the comparison with these methods

is not considered. Instead, using same ℓ1-TV prior, the proposed EP algorithm is

compared with SK-ROCK and VB, which can provide both approximate MMSE

estimates and posterior variances.

The PSNRs obtained after denoising with hyperparameters set to be θ†(Oracle)
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ξ image
θθθ†(Oracle) λEP−EM

EP MoG2-TV EP BG-TV EP ℓ1-TV EP-EM ℓ1-TV
θθθ = (ω, s21, s

2
2) θθθ = (ω, s2) (θ = λ) (θ = λ)

102

I1
33.09 32.81 31.05 30.77

(0.20, 11, 3400) (0.85, 2800) (0.0320) (0.0377)

I2
31.58 31.39 30.62 30.43

(0.25, 11, 1700) (0.80, 1300) (0.0360) (0.0278)

I3
29.07 29.02 28.90 28.85

(0.25, 71, 3300) (0.85, 2100 ) (0.0310) (0.0263)

202

I1
29.22 28.98 27.58 27.42

(0.25, 21, 4000) (0.80, 3600) (0.0350) (0.0296)

I2
27.79 27.64 26.80 26.27

(0.25, 11, 3000) (0.80, 3000) (0.0330) (0.0225)

I3
24.94 24.85 24.64 24.62

(0.20, 11, 4000) (0.80, 2900) (0.0270) (0.0243)

302

I1
27.09 26.94 25.55 25.27

(0.25, 11, 4000) (0.75, 5100) (0.0330) (0.0254)

I2
25.63 25.44 24.57 24.11

(0.25, 11, 4000) (0.75, 4000) (0.0270) (0.0195)

I3
22.91 22.93 22.66 22.66

(0.20, 1, 4000) (0.80, 4700) (0.0240) (0.0233)

402

I1
25.54 25.66 24.07 23.86

(0.25, 11, 4000) (0.75, 6200) (0.0290) (0.0229)

I2
23.90 23.96 23.05 22.66

(0.25, 11, 4000) (0.75, 5800) (0.0230) (0.0175)

I3
21.69 21.73 21.54 21.53

(0.20, 1, 4000) (0.80, 6200) (0.0240) (0.0223)

502

I1
24.24 24.62 23.05 22.87

(0.25, 1, 4000) (0.75, 8000) (0.0260) (0.0213)

I2
22.35 22.75 21.94 21.65

(0.25, 11, 4000) (0.75, 8200) (0.0210) (0.0162)

I3
20.86 20.88 20.77 20.75

(0.20, 1, 4000) (0.80, 4900) (0.0230) (0.0213)

Table 4.1: Image denoising: PSNR (dB) after denoising using the proposed EP
algorithms with the three TV prior distributions. The highest (resp. second highest)
PSNR values in each row are bold (resp. underlined). The values in brackets are
the values of the corresponding hyperparameter(s).

are reported in 3rd-5th columns of Table 4.1, for three different noise variances.

Note that for the three prior models and images, θ†(Oracle) changes depending

on the noise variance, which highlights the need for automatic hyperparameter set-

ting. The two non-log-concave TV priors (MoG2-TV and BG-TV) generally present

comparable performance (MoG2-TV is marginally better in the high PSNR regime)

and provide better PSNRs than the ℓ1-TV prior. However, as mentioned before,

automatic tuning of the MoG2-TV and BG-TV prior hyperparameters is more chal-

lenging than when using the ℓ1-TV prior. The PSNRs obtained using EP-EM with
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Reference 

-TV
VB

PSNR: 22.69 dB

0

200

400

600

800

EP (Oracle)
MoG2-TV

PSNR: 22.91 dB PSNR: 22.93 dB
BG-TV

EP (Oracle)

PSNR: 22.66 dB
-TV

EP (Oracle)

·

PSNR: 21.58 dB

SK-ROCK
-TV

PSNR: 22.66 dB

EP-EM
-TV

Figure 4.4: Denoising results of I3 Mandrill image (ξ = 302) by EP with MoG2-TV,
BG-TV, ℓ1-TV priors using oracle values of hyperparameter (2nd-4th columns), and
by EP-EM, SK-ROCK, VB with ℓ1-TV using λEP−EM (5th-7th columns).

the ℓ1-TV prior are depicted in the last column of Table 4.1. Although not as good

as EP algorithms using θ†(Oracle), the PSNRs obtained by EP-EM ℓ1-TV is com-

parable with EP ℓ1-TV using θ†(Oracle), and the estimated hyperparameter θ = λ

in last columns are close to θ†(Oracle), illustrating the reliability of the proposed

EP-EM algorithm.

Figure 4.4 shows examples of denoising results for the I3: Mandrill image. The

denoised images obtained by EP with the MoG2-TV and BG-TV priors present

better visual quality and lower uncertainties in homogeneous regions than using

the ℓ1-TV prior. The uncertainty quantification (UQ) maps obtained using these

two priors also present higher contrast between homogeneous regions and object

boundaries, mainly because these priors penalise more strongly on intermediate

gradients. In order to verify the accuracy of UQ maps obtained using the ℓ1-TV

prior, EP-EM is compared with SK-ROCK and VB. For fair comparison, SK-ROCK

and VB are run with the final hyperparameter estimated via EP-EM, and denoted

λEP-EM. The images denoised by EP-EM and VB are visually similar, and present

a slightly higher PSNR than the approximate MMSE estimate obtained via SK-

ROCK. Although SK-ROCK can include a bias such that the image reported is not

the true MMSE estimate, it is more likely that this difference is mostly due to the

biases of EP and VB, which are beneficial here and yield better PSNRs. When

comparing the UQ maps obtained by EP, VB and SK-ROCK (using SK-ROCK as

reference), it has been observed that EP tends to overestimate the uncertainties in

homogeneous regions and extend the high uncertainty regions at object boundaries,
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while VB tends to underestimate the marginal variances, although they remain close

to the SK-ROCK results.

These denoising results illustrate that the MoG2-TV and BG-TV priors can

provide better image estimates (when the hyperparameters are correctly set), and

similar trends are expected for deconvolution and CS problems. However, hyper-

parameter tuning by grid search can be computationally intensive and automatic

tuning is not straightforward for the two priors. For these reasons, the remaining

experiments will only focus on the ℓ1-TV prior, for which comparisons with existing

MCMC and VB methods are easier.

4.5.2 Non-blind image deconvolution

This subsection illustrates the performance of the proposed EP-EM algorithm with

ℓ1-TV prior for non-blind image deconvolution, and its ability for prior hyper-

paramter estimation. Sub-images of the three test images I1, I2, I3 of size 128×128,

164×164, and 165×165 pixels are used as reference to keep the computational cost

of the competing methods relatively low. The matrix H corresponds to a 9×9 pixel

uniform blurring kernel. The observed images are generated with blurred signal-to-

noise-ratio (BSNR) (BSNR = 10 log10[
1
Nξ

N∑
n=1

∥Hx−Hx∥2], where Hx represents

the mean value of Hx) of 15 dB, 25 dB, and 35 dB. The alternative hyperparameter

estimation methods include EB [71] and the hierarchical Bayes (HB) method from

[69], whose original implementations have been modified to include the ℓ1-TV prior.

SUGAR [187] and the Morozov’s discrepancy principle (DP) method [188] are also

considered, as in [71].

Figure 4.5 first presents image MSEs obtained via MAP estimation (blue curves)

and the proposed EP-EM algorithm with ℓ1-TV prior (approximate MMSE estima-

tion, red curves), as a function of λ. The MSE curves associated with “exact” MMSE

estimation are not included, which could be approached via SK-ROCK as it would

require running too many Markov chains (the SK-ROCK parameters would also

need to be tuned over the range of λ considered). For a given value of λ, the MSE

of the MAP estimator is generally lower than that of EP, and it is interesting to

observe that each of the blue and red curves does not reach its minimum at the same

λ. EB and EP-EM aim at maximizing the same marginal likelihood, and λEP−EM
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Figure 4.5: MSE for different hyperparameter λ of ℓ1-TV prior estimated by different
methods. The values on x-y axis are presented on a log10 scale.

and λEB are thus expected to be close. This is confirmed in Figure 4.5 where they

are generally close, although λEP−EM can be smaller than λEB. Moreover, λEP−EM

and λEB are also close to the oracle values that minimize the MSE using MAP or ap-

proximate MMSE estimation. The main benefit of the proposed EP-EM algorithm

over the EB algorithm is the computational cost since EP-EM does not require high-

dimensional Monte Carlo sampling. This makes EP-EM particularly attractive for

fast hyperparameter setting, e.g. for subsequent use with MAP-based algorithm.

Now the quality of the approximate MMSE estimates and associated posterior

marginal variances obtained via EP-EM can be investigated. Figure 4.6 shows the

deconvolved images and their UQ maps by EP-EM, SK-ROCK and VB, for BSNR =

35 dB. Here again, SK-ROCK and VB are run with λEP−EM. Compared to the

denoising experiment in Figure 4.4, the three methods provide closer PSNRs, which

seem to indicate smaller biases affecting the approximate MMSE estimates of EP-

EM and VB. Using SK-ROCK as reference, the bias of EP-EM is smaller than that of
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PSNR: 22.97 dB

PSNR: 22.94 dB

Figure 4.6: Comparison of deconvolution results obtained by EP-EM, SK-ROCK
and VB, with ℓ1-TV prior using λEP−EM. The uncertainty estimates in the UQ
maps are presented on a logarithmic scale.

VB, whose mean tends to shift toward the mode of the posterior. The benefit of the

proposed EP-EM algorithm over the VB algorithm in terms of UQ is more significant

here, where EP-EM slightly overestimates the marginal variances compared to SK-

ROCK, while VB drastically underestimates the scale of the marginal variances.

4.5.3 CS reconstruction

Now the performance of EP-EM for CS reconstruction is evaluated. Experiments are

conducted on synthetic observations generated using (4.1), where H ∈ RM×N is a

(i) Gaussian i.i.d. matrix with mean zero and variance 1/M , and (ii) 2D Hadamard

matrix with M randomly and uniformly selected patterns, and ξ = 10−4. The

reference x is the Shepp-Logan phantom image of size 128×128 pixels with pixel

intensity in [0, 1].

Figure 4.7 depicts reconstruction results obtained by EP-EM, SK-ROCK and

VB using the same valued hyperparameter λEP−EM when the compression ratio is

M/N = 0.3. In both cases, EP-EM provides the estimate λEP−EM which effectively

regularizes the reconstruction problem. With λEP−EM, EP and provides PSNRs
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Figure 4.7: Comparison of CS reconstruction results obtained by EP-EM, SK-ROCK
and VB, with ℓ1-TV prior using λEP−EM. (a) H is a Gaussian i.i.d. matrix with
mean zero and variance 1/M . (b) H is a subsampled 2D Hadamard matrix. The
uncertainty estimates in the UQ maps are presented on a logarithmic scale.

closer to SK-ROCK than VB. While in 4.7 (a) the UQ maps of EP and SK-ROCK

are almost identical, EP underestimates, on average, the marginal uncertainties in

4.7 (b), using SK-ROCK as the reference. It is believed that this is due to the long-

range pixel dependencies induced by the Hadamard patterns, and this observation

will be further discussed in the conclusion of the chapter. The marginal variances

estimated by VB are significantly larger in both cases.

4.5.4 Computational time

All the experiments in this chapter were carried out using MATLAB R2018b on an

Intel(R) Core(TM) i7-8700K CPU @ 3.70GHz workstation. Table 4.2 reports the

computational time to obtain some of the results presented in Figure 4.4, Figure

4.6, and Figure 4.7. The top row shows that the complexity of EP does not change

significantly when changing the prior.While EP-EM would take approximately T

Figure 4.4
EP MoG2-TV EP BG-TV EP ℓ1-TV
(512× 512) (512×512) (512× 512)

4 seconds 4 seconds 1.8 seconds

ℓ1-TV (128× 128)
EP SK-ROCK (λEP−EM) VB (λEP−EM)

Figure 4.4 0.3 seconds 14.3 hours 25 seconds
Figure 4.6 (a) 40 seconds 1 hour 42 seconds
Figure 4.7 (a) 15.9 minutes 13 hours 23.5 minutes

Table 4.2: CPU computational time.
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times longer than EP for T EM iterations (with ℓ1-TV), its cheaper implementation,

using a single update of the approximating distribution, took only 1.8 seconds (when

EP takes 1.7 seconds). The three bottom rows compare computational time of EP,

SK-ROCK and VB, used to estimate posterior means and marginal variances (using

the same λEP−EM). EP is slightly faster than VB because it does not use large

matrix multiplications during the approximation of the prior and the two variational

methods are significantly faster than the sampling method, which requires many

samples for accurate variance estimation. Note that SK-ROCK is less expensive in

the deconvolution case mostly because the sub-routine used to compute proximity

operators converges more quickly. The fast implementation of EP-EM in these cases

has approximately the same cost as EP. If the estimation of λ is the main objective,

the cost of EP-EM is generally higher than the competing method (unless HTH

is diagonal), as EB only requires a few iterations to estimate λ. However EP-EM

remains attractive as it allows joint estimation of the image and λ, using a single

fast algorithm, requiring minimum parameter tuning.

4.6 Discussions and Conclusions

In this chapter, a series of new scalable EP algorithms with log-concave or non-log-

concave total variation priors to solve imaging inverse problems have been proposed.

In addition, the proposed EP algorithm with ℓ1-TV prior is embedded within more

complex problems where additional prior hyperparameter λ is unknown and can be

estimated using an EP-EM strategy. It has been shown that the results are generally

more accurate than using the VB alternative, and close to the MCMC-based alter-

native (which is taken as the reference), at a fraction of the computational cost. In

a denoising context, it has been shown that the proposed fast EP algorithms can be

used for rapid approximate MMSE estimation, together with marginal variance esti-

mation. The proposed EP algorithms can be very easily adapted to Gaussian noise

models with non-isotropic covariance matrices, making it particularly attractive for

use within Plug-and-Play methods, beyond MAP-like denoisers.

The scalability of the proposed EP algorithms relies strongly on the factorization

over the exact posterior distribution and the diagonal covariance matrix structure
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the Gaussian approximating factors. The diagonal covariance matrix constraint is

well suited for most imaging inverse problems considered in this chapter, where the

exact posterior covariance matrix is close to diagonal. Indeed, the gradient-based

priors do not induce strong long-range dependencies, nor does the matrix H if the

noise level is sufficiently high. In such cases, the EP posterior approximation is

particularly accurate. However, the proposed EP algorithms are expected to fail if

the posterior distribution exhibits strong correlation structures. In such cases, less

restrictive covariance matrix constraints should be considered, but how to keep the

resulting EP update scalable would require further investigation.

In next chapter, the proposed unsupervised EP-EM algorithm with ℓ1-TV prior

will be extended to be applied in color imaging inverse problems, where the Gaussian

i.i.d. noise model discussed in this chapter will be changed to Poisson noise. In

addition, the scalable EP algorithms proposed in the previous (Chapter 3) and this

chapter will be applied in real-world applications in the low photon-count regime

for (i) color image restoration from the complementary metal-oxide semiconductor

(CMOS) single-photon avalanche diode (SPAD) array, and (ii) anomaly detection

from the multispectral Lidar data.
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Chapter 5

Applications of the Proposed

Expectation Propagation Algorithms

in the Low Photon-Count Regime

5.1 Summary

This chapter extends the EP algorithms proposed in Chapter 3 and Chapter 4 from

the restoration of the single channel grayscale images to the restoration of RGB color

images and multispectral images, and presents their real-world applications in the

low photon-count regime for (i) color image restoration from the complementary

metal-oxide semiconductor (CMOS) single-photon avalanche diode (SPAD) array,

and (ii) anomaly detection from the multispectral Lidar data. Application-specific

Bayesian models and EP factor graphs are constructed by Poisson likelihood with

different prior distributions, and scalable EP algorithms are applied to find the pos-

terior approximating distributions in solving multi-spectral imaging inverse prob-

lems in the low photon-count regime. In both applications, the approximate MMSE

estimates with the associated uncertainty quantification for spectral channels are

provided by EP posterior approximating distributions for the intractable distribu-

tions of the corresponding channels. Unsupervised prior hyperparameter estimation

is embedded within the resulting EP posterior approximation via an EP-EM scheme.
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5.1.1 Contributions of the chapter

In this chapter, EP algorithms are used in real-world applications to address the

problems of color image restoration and multispectral Lidar data anomaly detec-

tion in the low photon-count regime. In these applications, the observations are

primarily contaminated by Poisson noise, which makes the estimation tasks more

challenging than the Gaussian i.i.d. observation noise model. Due to the fact that

the exact posterior distributions are usually intractable in solving these imaging

inverse problems, EP algorithms are applied to approximate the posterior distribu-

tions. The solution to color image restoration and anomaly detection problems is

given by the EP posterior approximation, i.e. the EP posterior mean is the estima-

tion of the unknown model parameters of interest, and the EP posterior covariance

(or marginal variance) quantifies the pixel-wise uncertainty of the estimates. The

main contributions of this chapter are summarized as follows.

1. Based on the EP algorithms proposed for single channel grayscale image

restoration in Chapter 3 and Chapter 4, new EP algorithms are proposed to be

applied to RGB color image restoration and multispectral Lidar data anomaly

detection. Furthermore, the EP-EM strategy for joint posterior approxima-

tion and hyperparameter estimation is adopted to address the problems in an

unsupervised manner.

2. The unsupervised EP-EM algorithm proposed to approximate the intractable

posterior distribution with ℓ1-TV prior in Chapter 4 is extended to address two

problems of particular interest of RGB image inpainting and compressive sens-

ing (CS) reconstruction. Different from most color image restoration methods

proposed for the restoration of color images from observations that are already

color images with some missing pixels and/or are usually corrupted by Gaus-

sian noise, the observations considered in this chapter are only a single channel

grayscale image without color information and are corrupted by Poisson noise.

The EP-EM algorithm is proposed to estimate the RGB values of each pixel

from such observations and simultaneously provide uncertainty quantification

of the estimates. Moreover, the ℓ1-TV prior hyperparameter can be adjusted

automatically without user supervision.

3. Two new unsupervised EP-EM algorithms that combine EP posterior approx-

112



Chapter 5: Applications of the Proposed Expectation Propagation Algorithms in the Low
Photon-Count Regime

imation strategies for Poisson likelihood and data augmentation in Chapter

3 and Chapter 4 are proposed to address the problem of joint linear regres-

sion and anomaly detection in the low photon-count regime of a Lidar sys-

tem. Positivity and sparsity enforcing priors are used in the Bayesian models.

An additive anomaly model is considered first and a new EP-EM algorithm

is proposed to approximate the intractable posterior distribution. Then the

Bayesian model is modified to account for not only additive anomalies, but

also destructive anomalies.

4. The potential benefits of the proposed EP-EM algorithms for each application

are illustrated on both synthetic data and real data. The real data for RGB

color image restoration focuses on the recovery of color information from a

CMOS SPAD array, while the real data for anomaly detection focuses on a

multispectral Lidar data captured in the low photon-count regime.

5.1.2 Structure of the chapter

The remainder of this chapter is organized as follows.

• Section 5.2 extends the unsupervised EP-EM algorithm using ℓ1-TV prior

proposed in Chapter 4, from grayscale image restoration under Gaussian noise

assumption, to color image restoration from Poisson noise corrupted observa-

tions in the low photon-count regime.

• Section 5.3 presents two new scalable EP-EM algorithms combining the data

augmentation and different covariance matrix structure constraints, which

have been discussed in Chapter 4 and Chapter 4, in the application of joint

robust linear regression and anomaly detection.

Summary and discussions associated with each application are reported at the end

of section, respectively.

5.2 Application in Color Image Restoration in the

Low Photon-Count Regime

In this section, the unsupervised fast scalable EP-EM algorithm using ℓ1-TV prior

proposed in Chapter 4 is applied to address color image restoration problems in the
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low photon-count regime. Instead of using EP for grayscale image restoration under

Gaussian noise assumption, EP is applied here to the restoration of RGB color im-

ages from the single channel grayscale observations corrupted by Poisson noise. The

intractable posterior distribution of the unknown RGB image is approximated by a

multivariate Gaussian distribution. The mean and marginal variances of that mul-

tivariate Gaussian distribution directly provide the approximate MMSE estimates

and uncertainty quantification of the red (R), green (G), blue (B) channels.

5.2.1 Problem formulation

Color image restoration from a grayscale image is a 3-D (two spatial dimensions

and one spectral dimension) reconstruction problem, where the color information

is contained in multiple spectral channels (traditionally the R, G, and B channels).

The color image restoration problems investigated in this section consist of recover-

ing, from a single channel grayscale image y ∈ R
√
N×

√
N , an unknown color image

x = {xR,xG,xB} ∈ R
√
N×

√
N×3 combined by R, G, B three channels. In particu-

lar, this section focuses on color image inpainting and CS reconstruction in the low

photon-count regime where each pixel xn ∈ R3×1 (n = 1, . . . , N) has been linearly

transformed by a known and non-negative filter hn ∈ R1×3, and the linear combi-

nation Hx = {hnxn}Nn=1 is corrupted by Poisson noise. H = {hn}Nn=1 is a set of

filters for the red, green, and blue light in imaging. For the inpainting problem, the

three coefficients of hn are all zero for the missing pixels, and all non-zero for the

other pixels. The location of missing pixels are assumed to be known. For the CS

reconstruction problem, hn is a one-shot vector with only a single bit ’1’.

Given y and H, EP is applied to solve the two color image restoration problems.

The Bayesian model considers the Poisson likelihood with a ℓ1-TV prior for each of

the R, G, B channels, as will be presented next.
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5.2.2 Bayesian model

Poisson likelihood

The observations in y denote the number of detected photons in photon-limited

imaging and follow the Poisson distribution. The likelihood function is given by

fy|x(y|x) =
N∏

n=1

fy|x(yn|xn) =
N∏

n=1

P(max(hnxn, 0)). (5.1)

ℓ1-TV prior

The ℓ1-TV prior is adopted as the prior distribution of each channel. For xc (∀c = R,

G, B) †, the ℓ1-TV prior exploited in Chapter 4 is adopted as the prior distribution

fx(xc|λc),

fx(xc|λc) ∝
∏

(i,j)∈V

e−λc|xc,i−xc,j|,∀c = R,G,B, (5.2)

where λc ≥ 0 is a scalar hyperparameter, (xc,i, xc,j) is a pair of neighbor pixels in

V of xc. Furthermore, V can be partitioned into four disjoint sets of cliques by

{V1,V2,V3,V4}, such that fx(xc|λc) can be factorized over {Vk}k=1,2,3,4 as

fx(xc|λc) ∝
4∏

k=1

∏
(i,j)∈Vk

e−λc|xc,i−xc,j|,∀c = R,G,B, (5.3)

where each single pixel in xc appears at most once in the list of pixel pairs in Vk,

∀k. Similar to Section 4.4 of Chapter 4, the normalising constant of fx(xc|λc) has a

closed-form expression, leading to

fx(xc|λc) =
1

Tcλ−N
c

4∏
k=1

∏
(i,j)∈Vk

e−λc|xc,i−xc,j|, (5.4)

∀c = R, G, B, where Tc is a constant independent of λc. Moreover, xR, xG, xB in x

are assumed to be independently distributed. The final expression of the prior for

x is given by

fx(x|λ) =
∏

c=R,G,B

1

Tcλ−N
c

4∏
k=1

∏
(i,j)∈Vk

e−λc|xc,i−xc,j|. (5.5)

†xc (∀c = R,G,B) is different from xn (∀n = 1, . . . , N), where xc ∈ R
√
N×

√
N , xn ∈ R3×1.
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λ = [λR, λG, λB]
T is a vector of three hyperparameters. In (5.5), the product form

helps to achieve efficient computation for EP posterior approximation, and the ex-

plicit expression of the normalising constant allows for automatic hyperparameter

estimation, as will be further detailed in next subsection.

Exact posterior distribution

Following Bayes’ theorem, the exact posterior distribution of x conditioned on y

and λ is obtained by

p(x|y,λ) =
fy|x(y|x)fx(x|λ)∫
fy|x(y|x)fx(x|λ)dx

. (5.6)

For high-dimensional color image restoration problems, computing of p(x|y,λ) is

usually intractable as the denominator of (5.6) is difficult to compute. In next

subsection, a new efficient EP algorithm is proposed to approximate p(x|y,λ) using

a tractable distribution. In addition, the EP approximating distribution can be

further used to automatically adjust the hyperparameter λ without user supervision.

5.2.3 EP posterior approximation

In this subsection, data augmentation in ℓ1-TV prior and posterior factorization

based on the data augmentation are devised to achieve efficient computation in

finding the EP posterior approximation and unsupervised hyperparameter estima-

tion.

Data augmentation in ℓ1-TV prior of the R,G,B channels

In order to estimate the hyperparameter λ using the “Option 3” in (4.33) (Chapter

4), which has been shown to perform better for hyperparameter estimation and

in turn for unsupervised image restoration, here a set of auxiliary variables uc =

{uc,1,uc,2,uc,3,uc,4]
T ∈ R2N×1, where uc,k = {xc,i − xc,j}(i,j)∈Vk

(∀k = 1, 2, 3, 4)

contains N/2 image gradients. The distribution of uc conditioned on xc is defined

as

fu
(
uc|xc

)
=

4∏
k=1

fu
(
uc,k|xc

)
=

4∏
k=1

δ
(
uc,k −Dkxc

)
, (5.7)
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where δ(.) is the Dirac delta function, Dk is a N/2 × N matrix used to compute

the corresponding image gradients. Inserting (5.7) for xR, xG, xB to the Bayesian

model, p(x|y,λ) in (5.6) is extended to

p(x,u|y,λ) ∝ fy|x(y|x)
∏

c=R,G,B

[
fx(xc|λc)fu(uc|xc)

]
. (5.8)

EP is then applied to approximate p(x,u|y,λ) using a tractable distribution

Q(x,u),

Q(x,u) ≈ p(x,u|y,λ), (5.9)

which can be further simplified under the mean-field assumption [183]

Q(x,u) = Q(x)Q(u). (5.10)

Posterior factorization based on data augmentation

Q(x) and Q(u) are chosen as two multivariate Gaussian distributions when using EP

to perform posterior approximation. To do so, the intractable posterior p(x,u|y,λ)

is firstly factorized using the factor graph depicted in Figure 5.1. Then the fac-

tors are iteratively approximated by a set of multivariate Gaussian approximating

distributions defined as

q1(xc) ∝ N (xc;µc,1,Σc,1), q0(xc) ∝ N (xc;µc,0,Σc,0), Q(uc) ∝ N (uc;mc,Sc),

(5.11)

∀c = R,G,B. All the covariance matrices are constrained to be diagonal in the

proposed EP algorithm. In each iteration, the means and covariance matrices of

 

Figure 5.1: Factor graph used to depict the factorization over p(x,u|y,λ). The
rectangle boxes (resp. circles) represent the factor (resp. variables) nodes and the
approximating distribution for each factor is shown in green.
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these Gaussian densities are estimated by solving a sequence of KL divergence min-

imization problems
min

q1(xR)q1(xG)q1(xB)
KL

(
fy|x(y|x)q0(xR)q0(xG)q0(xB)||Q(x)

)
,

min
q0(xc)Q(uc)

KL
(
fx(xc|λc)fu(uc|xc)q1(xc)||Q(xc)Q(uc)

)
,

(5.12)

∀c = R, G, B, Q(xc), Q(uc) are the marginal distributions of Q(x), Q(u).

It has been shown in Chapter 4 that q0(xc) for the ℓ1-TV prior fx(xc|λc) and

Q(uc) for its data augmentation fu(uc|λc) admit efficient computation by a prod-

uct of four multivariate Gaussian distributions over the four clique partitioning,

i.e. q0(xc) =
∏4

k=1 N (xc,k;µck,0,Σck,0), Q(uc) =
∏4

k=1N (uc,k;mck,Sck) (see sec-

tion 4.3 in Chapte 4 for more details). Moreover, since the R, G, B channels are

assumed to independent, the approximating distributions q0(xc)Q(uc) for the R,

G, B channels can all be computed in parallel. As for q1(xR)q1(xG)q1(xB), it re-

quires computing the first two order moments of the tilted distribution P (x) =

fy|x(y|x)q0(xR)q0(xG)q0(xB). Thanks to the diagonal covariance constraint imposed

on Σc,0, the projection scheme [128] adopted when computing q0(xc)Q(uc) can be

used to enable closed-form solution to the KL minimizer q1(xR)q1(xG)q1(xB). The

sequential KL divergence minimization problems are repeated until convergence.

EP-EM for unsupervised posterior approximation

Finally, the EP posterior approximation Q(x) in (5.10) is obtained by

Q(x) = [q1(xR)q0(xR), q1(xG)q0(xG), q1(xB)q0(xB)]
T . (5.13)

The mean vector and marginal variance of Q(x) are re-arranged to provide the

approximate MMSE estimates for the recovered R, G, B channels and their pixel-

wise uncertainties.

The EP posterior approximation Q(u) in (5.10) is obtained by

Q(u) = [Q(uR), Q(uG), Q(uB)]
T . (5.14)

As reported in Section 4.4 of Chapter 4, the expectation āuc =
∑4

k=1mck when
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computing Q(uc) can be further used to estimate the hyperparameter λc via a

variational EM approach. At the (t)-th EM iteration, λc can be obtained analytically

by

λ(t)
c = N/āuc ,∀c = R,G,B. (5.15)

5.2.4 Experiments

In this section, the performance of the proposed EP algorithm is illustrated for color

image inpainting and CS reconstruction using synthetic data and real data measured

by a single-photon avalanche diode (SPAD) image sensor.

Synthetic experiments

As shown in Figure 5.2, two truth RGB images of dimension 512× 512× 3 (512×

512 pixels on R, G, B three channels) are used as the unknown image x, and the

intensity of x is scaled between [0, 1] or [0, 5] to generate different observations.

Two different filter sets H = {hn}n=1,...,512×512 ∈ R512×512×3 are designed for the

inpainting and CS reconstruction problems. For the inpainting problem, the filter

hn is randomly selected from {[0.7, 0.2, 0.1]T , [0.1, 0.7, 0.2]T , [0.2, 0.1, 0.7]T}, and then

20% of the filters in H are chosen randomly to be zero vectors to simulate the missing

average photons
per pixel 0.4

observationon
Grayscale Restored 

RGB image
True RGB image 

average photons
per pixel 0.5

observationon
Grayscale 

average photons
per pixel 0.4

average photons
per pixel 0.3

(a) inpainting (b) CS reconstruction

Restored 
RGB image

Figure 5.2: Color image restoration results of (a) inpainting and (b) CS recon-
struction from very low photon-count grayscale observations by the proposed EP
algorithm. The colormap of the observations is bounded to [0 1] for visualization
purpose.
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pixels. For the CS reconstruction problem, the location of ’1’ in each one-shot

vector hn is set regularly using a Bayer-like R-G-B pattern. A set of degraded single

channel grayscale observations y ∈ R512×512 are generated via y ∼ P(Hx) using

the two different filter sets H and the two different true RGB images x. The mean

value of y mimics the average photons per pixel in the photon-count imaging. The

R, G, B channels restored by the proposed EP algorithm are combined to provide

the color information.

Figure 5.2 presents the color images restored from very low photon-count obser-

vations by the proposed EP algorithm. Observe that even if the average photons

per pixel in the observations is less than 1 photon, the proposed algorithm still man-

ages to recover the color information that is in line with the truth RGB images. In

Figure 5.3, the average photons per pixel increases to about 2 photons, and the pro-

posed EP algorithm is compared with an alternating direction method of multipliers

(ADMM) algorithm which uses the same ℓ1-TV prior. The RGB images restored by

ADMM present high contrast yet suffer from blocky artifacts, while the RGB images

restored by the proposed EP algorithm are smooth and the root mean square error

(RMSE) of the restored R, G, B channels are lower than those of ADMM (except

the R channel in (a)). In addition, ADMM requires proper setting of the intensity

scaling factor and the ℓ1-TV prior hyperparameter, which need to be tuned manually

to achieve the best performance, while in the proposed EP algorithm the intensity

scaling factor is not needed, and the ℓ1-TV prior hyperparameter is automatically

adjusted without user supervision. Most importantly, the proposed EP algorithm

not only provides the estimates but also the uncertainties of the restored R, G, B

channels.

Real data experiment for color image inpainting

In this subsection, the performance of the proposed EP algorithm is evaluated on

color image inpainting using real data obtained by a CMOS single-photon avalanche

diode detector array in low-light-level imaging. In the lab experiment, three newly

designed metasurface filters for the red, green, and blue light have been fabricated.

During imaging, the three filters were arranged in a 64 × 64 format random mosaic

pattern to produce a 64×64 pixels SPAD array (see details about the filters in [189]).
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Figure 5.3: Comparison of color image restoration results by ADMM and the pro-
posed EP algorithm: (a) inpainting, (b) CS reconstruction. Uncertainty of each
channel is provided by the proposed EP algorithm. The colormap of the observa-
tions is bounded to [0 5] for visualization purpose.

The mosaic pattern is the inpainting mask. The object of true RGB color image

and the observation are shown in Figure 5.4. The camera field of view is a portion

of the truth RGB image. The observation is a 64 × 64 pixels SPAD arrays. The

transmission coefficients of the three filters produce the matrix H in the observation

model. There are some background photons in the observation. The location and

the number of photon counts of these background photons are known.
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The proposed EP-EM algorithm is applied to recover an color image from the

observation, and the results are shown in Figure 5.4. It can be seen that the re-

stored color information is close to that of the truth RGB image, demonstrating the

effectiveness of the proposed EP-EM algorithm in real world applications of low-

light-level color imaging. The results are also compared with the results obtained

by ADMM using the same ℓ1-TV prior. The prior hyperparameter λ estimated by

the proposed EP-EM algorithm is used in ADMM. Similar to the synthetic experi-

ments, the restored color image by ADMM presents blocky artifacts, while the one

obtained by the proposed EP-EM algorithm is smooth. The restored R, G, B chan-

nels by the proposed algorithm present more detailed texture information than that

of ADMM. Moreover, the proposed EP-EM algorithm provides uncertainty quantifi-

cation for each of the restored channels, paving a new way for applications of color

image restoration with uncertainty quantification.

Restored R, G, B channels 

ADMM

Proposed

average photons
per pixel 4.9

observationon
Grayscale 

R channel G channel B channel
Restored 

RGB image

0

5

10

0

5

10

uncertainty

10

20

30

True 
RGB image

Figure 5.4: Comparison of real data experimental results by ADMM and the pro-
posed EP algorithm. The camera field of view to obtain the grayscale observation
is a portion of the truth RGB image. Uncertainty of each channel is provided by
the proposed EP algorithm. The colormap of the observation is bounded to [0 10]
for visualization purpose.
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5.2.5 Summary and Discussions

In this section, EP is applied to address color image restoration problems in the

low photon-count regime. The unsupervised fast scalable EP-EM algorithm using

ℓ1-TV prior proposed in Chapter 4 is extended to the Bayesian model with Poisson

likelihood and a ℓ1-TV prior for the R, G, B channels. By factorization over the

intractable posterior distribution, EP is used to approximate each factor by solving

a sequence of KL divergence minimization problems. The resulting EP algorithm

admits efficient computation to find the posterior approximation. Furthermore, it

allows for unsupervised hyperparameter estimation by coupling with a variational

EM approach. Experiments conducted on synthetic data and real data illustrated

the effectiveness and potential benefits of the proposed algorithm in color image

inpainting and CS reconstruction.

The ℓ1-TV prior is however considered separately for each single channel here.

While this prior model allows for parallel updates of EP approximating factors for

the three channels, it does not consider the spectral correlation among channels.

This limitation points at further work to replace the three single channel ℓ1-TV

priors by a composite prior, such as color TV [190], which is able to not only admit

a closed-form expression for the EP update, but also enforce different regularization

on each channel.

5.3 Application in Joint Robust Linear Regression

and Anomaly Detection in the Low Photon-Count

Regime

In this section, EP is applied to address the problem of joint linear regression and

anomaly detection from multispectral Lidar data corrupted by Poisson noise. Two

new EP algorithms are proposed to approximate the complex joint posterior dis-

tribution, which is formed by Poisson likelihood and prior distributions modeling

positivity of the regression coefficients and sparsity of the anomalies. Specifically,

the first EP algorithm considers sparse, additive anomalies corrupting the signal,

whereby anomalies, if present, contribute positively to the mean of the Poisson
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observation noise. In specific applications, destructive anomalies might occur for

instance in the presence of faulty detectors (e.g. a sensor providing completely erro-

neous readings at random times or some faulty sensors in an array) or errors when

specifying the degradation matrix. To address this issue, the second EP algorithm is

proposed to account for not only additive anomalies, but also destructive anomalies.

In the published conference papers [191, 192] associated with this section, the

proposed EP algorithms were only used to approximate the intractable posterior

distributions. The prior hyperparameters were tuned by hand. In this thesis, the

scalability of the EP algorithms proposed in [191, 192] are further improved by

embedding a variational EM strategy in EP posterior approximation, which allows

for automatic hyperparameter estimation.

5.3.1 Problem formulation

The robust anomaly detection problem investigated in this section consists of recov-

ering, from a set of observations y ∈ RM×1, an unknown vector of positive regression

coefficients x ∈ RN×1
+ , which has been linearly transformed by a positive and known

matrix H ∈ RM×N (N ≤ M) and some unknown anomalies v ∈ RM×1
+ . The

combination of Hx and anomaly is corrupted by Poisson noise in the low photon-

count regime. v is the Hadamard product of two random vectors by v = z ⊙ r,

where z ∈ RM×1 a binary vector encoding the support of the anomalies, r ∈ RM×1
+

represents the positive anomaly amplitudes, and ⊙ is the Hadamard product ap-

plied element-wise to the product of zm and rm (∀m = 1, . . . ,M). In the following

hm ∈ R1×N (m = 1, . . . ,M) denotes the m-th row of H.

Given y and H, the aim of joint robust linear regression and anomaly detection is

to jointly estimate the regression coefficients x and detect the anomaly v (or z⊙ r).

In the low photon-count regime, the observations in y follow the Poisson distribution.

In this application, exploiting the joint posterior distributions is challenging, mainly

because of the Poisson likelihood, the positivity constraints on (x,v) (or (x, r) ),

and the discrete nature of z. While MCMC methods could be used to sample from

the complex joint distributions (e.g. as in [193]), such methods still suffer from

high computational cost and potentially slow convergence speed. EP is applied here

approximate the high-dimensional complex posterior distributions.
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Two types of anomaly presence are considered in this section. The published

conference paper [191] related to this section focuses on additive anomaly detection,

while another published conference paper [192] is an extension to [191] for destructive

anomaly detection. In the two papers, the prior distributions for the unknown

parameters are identical, while the likelihood functions are different to allow for

different types of anomalies.

In the following, EP algorithms for the two anomaly detection will be presented

separately. Subsection 5.3.2 will present the Bayesian model and the EP-EM unsu-

pervised posterior approximation for additive anomaly detection. Subsection 5.3.3

will present the Bayesian model and the EP-EM unsupervised posterior approxima-

tion for destructive anomaly detection. To unify the notations, the mean of the Pois-

son distribution is denoted by λ ∈ RM×1. In the Bayesian model, y = [y1, . . . , yM ]T

are assumed to be mutually independent in the likelihood. The prior distributions

for the unknown model parameters (x, v, z), and (x, z, r) are assumed mutually

independent, and the elements of each parameter are also independent.

5.3.2 EP application in additive anomaly detection

Poisson likelihood

The first type of anomalies appears in the scenario where the signal always presents

while the anomalies occasionally present. These anomalies are called additive anoma-

lies that contribute positively to λ, i.e. λ = Hx+ z⊙ r. The likelihood function is

given by

fy|λ(y|λ) = P(λ) =
M∏

m=1

P(λm) = P(hmx+ zmrm). (5.16)

Using the anomaly model, for the m-th observation, if zm = 1, λm = hmx + rm

(signal and anomaly); if zm = 0, λ = hmx (only signal). Since both Hx and r

exist in the Poisson likelihood when there is anomaly, to simplify the EP update

for P(Hx+ z ⊙ r), instead of using two separate parameters z and r to model the

anomaly in the likelihood, z ⊙ r is replaced by a single parameter v. The resulting

Poisson likelihood becomes

fy|λ(y|λ) = P(λ) =
M∏

m=1

P(hmx+ vm). (5.17)
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Exponential and spike-and-slab priors

The exponential distribution is adopted as the prior distribution of x and expressed

as

fx (x|λx) =
N∏

n=1

λx exp
(
λ−1
x xn

)
, (5.18)

where λx ≥ 0 is a scalar hyperparameters.

A spike-and-slab prior [169] enforcing sparsity is used as the prior of v and

expressed as

fv(vvv|λv, zzz) =
M∏

m=1

zm
[
λv exp(λ

−1
v vm)

]
+ (1− zm)δ(vm), (5.19)

where λv ≥ 0 is a scalar hyperparameters.

A product of independent Bernoulli distributions is used as the prior of the

discrete unknown parameter z,

fz
(
z|p0

)
=

M∏
m=1

Bern
(
σ (p0)

)
, (5.20)

where p0 ∈ R is a scalar hyperparamter, and σ(p0) is a logistic function σ(p0) =

1
1+exp(−p0)

used to ensure the numerical stability during EP update.

Exact posterior distribution

Combining the Poisson likelihood in (5.17) and the prior distributions in (5.19),

(5.20), the joint posterior distribution of (x,v, z) is given by

p
(
x,v, z|y

)
∝ P (Hx+ v) fx

(
x|λx

)
fv
(
v|λv, z

)
fz
(
z|p0

)
. (5.21)

EP-EM for unsupervised posterior approximation

In [191], a new EP algorithm is proposed to approximate p
(
x,v, z|y

)
. During EP

update, the data augmentation u = Hx ∈ RM×1, which was previously exploited in

section 3.4 of Chapter 3 to decouple the Poisson likelihood from the linear operator
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H, is adopted here. The exact posterior distribution is extended to

p
(
u,x,v, z|y

)
∝ P (u) δ (u−Hx− v) fx

(
x|λx

)
fv
(
v|λv, z

)
fz
(
z|p0

)
. (5.22)

p(u,x,v, z|y) is then approximated using a set of tractable distributions Q(u),

Q(x), Q(v), Q(z) by EP under the mean-field approximation framework [48, 183].

Figure 5.5 depicts the factor graph used to perform EP posterior approximation.

The approximating distributions for the factors are defined as

qu,i(u) ∝ N (u;µu,i,Σu,i), qx,i(x) ∝ N (x;µx,i,Σx,i),

qv,i(v) ∝ N (v;µv,i,Σv,i), qzzz,i ∝
M∏

m=1

Bern(zm|σ(pi)),∀i ∈ (0, 1),

(5.23)

 

Figure 5.5: Factor graphs used to perform EP posterior approximation for
p(u,x,v, z|y). The rectangular boxes (resp. circles) represent the factor (resp.
variable) nodes and the EP approximating factors are shown in green.

The structure of Gaussian approximating covariance matrices are labelled in the

factor graphs, where “D”, “I”, “F” represent “diagonal”, “isotropic”, “full” covariance

matrices, respectively. While allowing full covariance matrices increases the flexibil-

ity and potentially the quality of the approximation, it can also lead to numerical

instabilities if too general approximations are used. For instance, since products of

independent prior distributions are used to define fx(x|λx), fv(v|λv, z), fz(z|p0), it

is not useful to use full covariance matrices in their approximations, e.g. in qx,0(x),

qv,0(v), qz,0(z). In each iteration, the parameters of the approximating distribu-

tions are estimated by solving a sequence of KL divergence minimization problems.

Appendix D.1 provides detailed derivation of EP update for each approximating

distribution.

Likewise, by coupling the EP posterior approximation with a variational EM

approach, the prior hyperparameters λx, λv, and p0 can be automatically adjusted
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over iterations. Explicit expressions for hyperparameter estimation are derived in

Appendix D.2.

5.3.3 EP application in destructive anomaly detection

Poisson likelihood

In some specific applications, the additive anomaly assumption presents to be lim-

ited when the anomalies violates the element-wise inequalities λλλ ≥ Hxxx in (5.17).

These anomalies are called destructive anomalies. In such applications, the EP al-

gorithm proposed for additive anomaly detection would fail to detect the anomalies

accurately. In this subsection, another EP algorithm is proposed to account for not

only additive anomalies, but also destructive anomalies.

In the new EP algorithm, the anomaly presence is modelled by λ = (1 − z) ⊙

Hx+ z ⊙ r. The likelihood function is expressed as

fy|λ
(
y|λ
)
= P (λ) =

M∏
m=1

P (λm) =
M∏

m=1

P
(
(1− zm)hmx+ zmrm

)
. (5.24)

For the m-th observation ym, if zm = 1, λm = rm (only anomaly); if zm = 0,

λm = hmx (only signal). Unlike the additive anomaly model in (5.17), in this

anomaly model, Hx does not always present in the Poisson likelihood, i.e. fy|λ(y|λ)

is either P(Hx) or P(r), thus v is not needed to replace z ⊙ r during EP update.

Exponential and Bernoulli priors

Two exponential distribution are adopted as prior distributions of x and r by

fx (x|λx) =
N∏

n=1

λx exp
(
λ−1
x xn

)
, fr
(
r|λr

)
=

M∏
m=1

λr exp
(
λ−1
r rm

)
, (5.25)

where λx ≥ 0 and λr ≥ 0 are two scalar hyperparameters, and it is assumed λx ≪ λr

to model the distinct difference between the signal and the anomaly amplitudes.

The same as in (5.20), a product of independent Bernoulli distributions is used

as the prior of z,

fz
(
z|p0

)
=

M∏
m=1

Bern
(
σ (p0)

)
, (5.26)
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using the same parametric form of hyperparameter p0, where σ(p0) is a logistic

function σ(p0) =
1

1+exp(−p0)
, p0 ∈ R.

Exact posterior distribution

Combining the Poisson likelihood in (5.24) and the prior distributions in (5.25),

(5.26), the joint posterior distribution of (x, r, z) is given by

p
(
x, r, z|y

)
∝ P

(
(1− x)⊙Hx+ z ⊙ r

)
fx
(
x|λx

)
fr
(
r|λr

)
fz
(
z|p0

)
. (5.27)

EP-EM for unsupervised posterior approximation

In [192], a new EP algorithm is proposed to approximate p
(
x, r, z|y

)
. During EP

update, the data augmentation u = Hx ∈ RM×1 is used in P((1− x)⊙Hx+z⊙r).

The exact posterior distribution in (5.27) is extended to

p
(
u,x, r, z|y

)
∝ P

(
(1− x)⊙ u+ z ⊙ r

)
δ(u−Hx)fx

(
x|λx

)
fr
(
r|λr

)
fz
(
z|p0

)
.

(5.28)

Again, p(u,x, r, z|y) is then approximated using a set of tractable distributions

Q(u), Q(x), Q(r), Q(z) by EP under the mean-field approximation framework

[48, 183]. Figure 5.6 depicts the factor graph used to perform EP posterior approx-

imation. The approximating distributions for the factors are defined as

qu,i(u) ∝ N (u;µu,i,Σu,i), qx,i(x) ∝ N (x;µx,i,Σx,i),

qr,i(r) ∝ N (r;µr,i,Σr,i), qzzz,i ∝
M∏

m=1

Bern(zm|σ(pi)),∀i ∈ (0, 1),

(5.29)

In each iteration, the parameters of the approximating distributions are esti-

mated by solving a sequence of KL divergence minimization problems. Appendix

D.3 provides detailed derivation of EP update for each approximating distribution.

The explicit expressions using EP-EM strategy to estimate the prior hyperparame-

ters λx, λr, and p0 are derived in Appendix D.4.
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Figure 5.6: Factor graphs used to perform EP posterior approximation for
p(u,x, r, z|y). The rectangular boxes (resp. circles) represent the factor (resp.
variable) nodes and the EP approximating factors are shown in green.

5.3.4 Experiments

In this subsection, the performance of the proposed EP algorithms for robust liner

regression and anomaly detection is evaluated through a series of experiments con-

ducted on 1-dimensional synthetic datasets and a real multispectral Lidar data used

in [193].

Synthetic experiments

Two 1-dimensional synthetic datasets were generated according to the additive or

destructive anomaly models, with (M,N) = (500, 20), λx = 1, λv = 0.0067 (for ad-

ditive anomaly model), λr = 0.0067 (for destructive anomaly model), σ(p0) = 10%.

The elements of H were generated independently from a uniform distribution over

(0, 1) for measurements generated with additive anomalies, and those elements were

multiplied by a factor of 30 to generate the second measurements with destructive

anomalies.

Two examples of synthetic measurements and the estimation results by the pro-

posed EP algorithms are shown in Figure 5.7 and Figure 5.8. In Figure 5.7 (b) and

(c), it can be seen that when the anomalies are additive, the two EP algorithms

provide very similar results, illustrating the ability of the proposed EP algorithms

to capture the additive anomalies. Nonetheless, the results in Figure 5.8 (b) and

(c) show that when anomalies are destructive, the regression coefficients and the

anomalies are successfully estimated using the EP algorithm that considers destruc-

tive anomalies, while another EP algorithm which only considers additive anomalies

fails to estimate the parameters of interest accurately.
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Using the same synthetic datasets, the performance of the unsupervised EP-EM

algorithms proposed in this thesis is compared with that of EP algorithms proposed

in the two published conference papers [191, 192]. As shown in Figure 5.7 and

Figure 5.8, the results obtained by EP-EM is close to the results obtained by EP,

while the former algorithm is unsupervised and the latter algorithm requires hand-

tuning hyperparameter to achieve the best performance in [191, 192], demonstrating

the effectiveness of the proposed EP-EM unsupervised posterior approximation in

joint robust linear regression and anomaly detection.
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(c) EP and EP-EM estimates with destructive anomaly model assumption

Figure 5.7: Synthetic experimental results for joint robust linear regression and
anomaly detection when there are only positive anomalies in observation. (a) obser-
vation y, ground truth of linear regression Hx, regression coefficient x, and anomaly
z ⊙ r. (b) Estimation results obtained by EP and EP-EM which assume anomaly
presence to be additive. (c) Estimation results obtained by EP and EP-EM which
assume anomaly presence to be destructive.
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Figure 5.8: Synthetic experimental results for joint robust linear regression and
anomaly detection when there are destructive anomalies in observation. (a) obser-
vation y, ground truth of linear regression Hx, regression coefficient x, and anomaly
z ⊙ r. (b) Estimation results obtained by EP and EP-EM which assume anomaly
presence to be additive. (c) Estimation results obtained by EP and EP-EM which
assume anomaly presence to be destructive.
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Real data experiment

Real data experiment was conducted on a multispectral Lidar data used in [193].

The RGB image of the scene of interest is depicted in Figure 5.9. The scene consists

of 15 (N=15) main materials (the #1-#14 labelled plasticine blocks and the black

cardboard). In the context of spectral unmixing, they are the endmembers whose

known spectral signatures are stored in H and, whose abundances are the linear

regression parameters in x. Anomalies here are primarily due to additional materials

(the glue used to stick the objects to the dark cardboard, which appears in the region

of the highlighted red box) and limitations of the imaging system which introduce

non-uniform illumination, spatially and spectrally. The observed Lidar data consists

of 190 × 190 pixels with M = 33 channels.

The proposed EP-EM algorithms were applied pixel-wise to jointly estimate the

abundance of the 15 materials and detect the glue anomalies. The results are com-

pared with the results obtained by a MCMC algorithm proposed in [193], which is

used as the gold standard reference. Figure 5.10 and Figure 5.11 present the ma-

terial abundance estimation results, it can be seen that abundances estimated by

the proposed EP-EM algorithms are generally in good agreement with the results

obtained by the MCMC algorithm, while the EP-EM algorithm that allows for de-

structive anomaly provides closer estimation results than that of the only additive

anomaly assumed EP-EM algorithm. The performance difference of the two EP-

EM algorithms becomes more obvious in the anomaly detection results, as shown

Figure 5.9: RGB image of the scene of interest. There are 15 materials (including
the board) labelled #1-#15 composing the scene and the expected anomalies (glue)
are mainly located in the red box.
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in Figure 5.12. Observe that both the proposed EP-EM algorithms and the MCMC

algorithm managed to detect the anomalies in red box, confirming the presence of

glue anomalies in the scene. However, compared to the result obtain by MCMC,

the EP-EM algorithm which only considers additive anomaly presence just detected

a small part of the anomalies, while the EP-EM algorithm that allows for destruc-

tive anomaly presence successfully detected anomalies that are in good agreement

with the MCMC reference. The results in Figure 5.10, Figure 5.11, and Figure

5.12 demonstrate its superiority of the EP-EM algorithm that considers destructive

anomaly presence in application of joint robust linear regression and anomaly de-

tection. On the other hand, these results are not perfectly matched to the MCM

references. This is mainly due to the fact that in contrast to [193], the prior model

for x in the proposed EP-EM algorithms does not enforce abundance sparsity and

spatial correlation. This limitation highlights potential improvements of the pro-

posed EP-EM algorithms using more informative models for x. Nonetheless, one

advantage of the proposed EP-EM algorithms is that it is very easy to parallelise,

here the proposed EP-EM algorithm (which considers destructive anomaly presence)

only takes 0.4s per pixel using Matlab R2018b implementation running on a HP Z2

Tower G4 Workstation of 16 RAM and a 3.7GHz Intel Core i7 processor. For com-

parison, the MCMC algorithm from [193] takes more than 6 hours for the whole

image, although most of the updates are performed in parallel.
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Figure 5.10: Spectral unmixing results for materials and board #1-#8 labelled in
the RGB ground truth picture. The MCMC algorithm was proposed in [193]. The
UQ maps obtained by the proposed EP algorithms are presented on a logarithm
scale.
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Figure 5.11: Spectral unmixing results for materials #9-#15 labelled in the RGB
ground truth picture. The MCMC algorithm was proposed in [193]. The UQ maps
obtained by the proposed EP algorithms are presented on a logarithm scale.
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Figure 5.12: Anomalies detected by the proposed EP-EM algorithms assuming addi-
tive (first column) and destructive anomaly (middle column) presence, and a MCMC
algorithm in [193] (last column).
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5.3.5 Summary and Discussions

In this section, EP is applied to address the problem of joint robust linear regression

and anomaly detection in the low photon-count regime. Additive and destructive

sparse anomalies are considered presenting in observations corrupted by Poisson

noise, respectively. Positivity and sparsity enforcing prior models are investigated

in each Bayesian model. By using an extended Bayesian model, the resulting EP

algorithms yield a computationally efficient posterior approximations for the com-

plex joint posterior distributions. The experiments conducted with synthetic data

and real data illustrate the potential benefits of the destructive anomaly assump-

tion over the only additive anomaly model. The experiments on real multispectral

Lidar data further demonstrate the advantages of considering destructive anomaly

presence, and also point at several routes for improvements. While accounting for

the structured sparsity of anomalies (e.g. as in [194]) is possible, significant gains

can be expected in spectral unmixing applications where more complex models can

be used for x.
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6.1 Conclusions

Solving imaging inverse problems requires the computation of integrals over high-

dimensional image vectors. EP is a prototype of variational approximation approach

that provides the approximate MMSE estimate and the uncertainty quantification,

without resorting to Monte Carlo sampling. The existing EP algorithms in the

literature are limited by the scalability when using EP to find the posterior approx-

imation. This thesis investigates how to construct scalable EP posterior approxi-

mation schemes for Bayesian models with different likelihood functions and prior

distributions. By designing the factorization over the posterior distributions to al-

low for parallel computation, and tailoring the covariance matrix structure of the

approximating distributions to avoid large matrix inversion, a set of new scalable EP

algorithms are proposed to solve high-dimensional imaging inverse problems. The

scalability of the resulting EP algorithms are further improved by embedding the

variational Expectation Maximization approach to achieve unsupervised (or semi-

supervised) prior hyperparameter estimation.

In Chapter 3, a new scalable EP algorithm for patch-based image prior is pro-

posed to solve imaging inverse problems of image denoising, inpainting, and non-

blind image deconvolution. For a Bayesian model with patch-based prior, EP is used

to perform approximate Bayesian inference using products of multivariate Gaussian

densities. Different from existing EP-based strategies that face the common problem

of image reconstruction, the proposed EP algorithm relies on a patch-based prior
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over the pixel intensities together with a tailored block-diagonal structure of the

approximating covariance matrices, which enables scalable posterior approximation

and distributed computation. Furthermore, while the proposed EP algorithm is

naturally suited to handle additive Gaussian noise models, it can be easily adapted

to complex noise models by using augmented Bayesian models and factor graphs.

The proposed EP framework also allows for the estimation of the unknown hyper-

parameters of the prior and can cope with a non-Gaussian noise, in particular with

a Poisson-like noise.

In Chapter 4, a set of new fast scalable EP algorithm for total variation based

priors are proposed to solve imaging inverse problems of image denoising, non-blind

image deconvolution, and compressive sensing reconstruction. For a Bayesian model

with convex or non-convex gradient-based priors, the Hammersley-Clifford theorem

is applied to impose independencies of pixels and pixel pairs by clique partitioning

that enables efficient EP update, and keeps the approximate Bayesian inference scal-

able. The exact posterior distribution is factorized according to the clique partition-

ing with a 4-neighborhood structure, and a set of auxiliary variables are introduced

to admit close-form solutions and enable efficient parallel computation during EP

updates. In addition, the proposed EP algorithm with ℓ1-TV prior is embedded

within a larger inference problem where the hyperparameter is unknown and needs

to be adjusted for the image of interest. Experimental results show that the approx-

imate MMSE estimate and its posterior uncertainty are more accurate than using

the VB alternative, and close to the MCMC-based alternative at a fraction of the

computational cost.

In Chapter 5, the applications of the proposed scalable EP algorithms are ex-

ploited for color image restoration and robust multispectral Lidar data unmixing.

EP algorithms for Poisson noise model proposed in Chapter 3 is extended to per-

form approximate Bayesian inference for Bayesian models with Poisson likelihood

and other priors. In the application of color image restoration, the unsupervised

EP algorithm with ℓ1-TV prior proposed in Chapter 4 is adopted to a Poisson noise

model and applied in color image inpainting and compressive sensing reconstruction,

from the single channel grayscale observations in the low photon-count regime. In

the application of robust multispectral Lidar data unmixing, additive and destruc-
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tive anomaly models are exploited in the Bayesian models with Poisson likelihood

for joint robust linear regression and anomaly detection. Two new EP algorithms are

proposed to approximate the posterior distributions for the two different anomaly

models. For the two applications in this chapter, experiments conducted on the

semiconductor (CMOS) single-photon avalanche diode (SPAD) arrays and multi-

spectral Lidar data demonstrate the computational efficiency and potential benefits

of using the proposed EP algorithms to solve imaging inverse problems in real world

applications.

6.2 Future Work

Some future work based on the topics and EP algorithms discussed in this thesis

are listed in the following:

• EP algorithms for model selection: The EP algorithms proposed in this

thesis are mainly used to approximate posterior mean and covariance of the

intractable exact posterior distribution, while the model evidence of the ex-

act posterior distribution, i.e. f(y|θ) =
∫
fy|x(y|Hx)fx(x|θ)dx, is barely

mentioned. Indeed, since f(y|θ) is obtained by integrating out the unknown

image parameter x, it is independent of x and thus omitted in the factor

graphs representing the dependencies on x. Interestingly, when using the

proposed EP algorithms to find the approximation of the posterior mean

and covariance, the approximation of the model evidence can be easily com-

puted as a by-product. The EP approximated model evidence can be further

used in competing Bayesian models for model selection and model averaging

[125, 133, 195, 196], which are among the most important goals of Bayesian

inference. Further work in this area may include analyzing the accuracy of

model evidence approximated by the EP algorithms proposed in this thesis,

and finding applications where both posterior mean and covariance, as well as

model evidence are needed to be approximated.

• EP combined with Bayesian neural networks: EP has not been widely

used in deep neural network area mainly for the reason that it requires to

compute the (co)variance matrices of the tilted distributions. Since the un-
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certainty quantification problem is still not yet well addressed by most of the

deep neural networks, future research could be to investigate how to perform

EP posterior approximation using deep neural networks. It is possible to im-

prove the applicability of EP framework by using neural networks as priors for

sclable imaging inverse problems.

• Reparametrization of the covariance matrices of EP Gaussian ap-

proximating distributions: In this thesis, the covariance matrices of EP

approximating distributions are either block diagonal or diagonal, in order to

enable distributed computation and allow for greater scalability. The two co-

variance matrix structures can be limited in some cases. For example, the 3D

cubes of remote sensing hyperspectral images and medical ultrasound images

are high-dimensional data but can often find a low-rank representation. EP

could be used to perform scalable posterior approximations for such images to

provide the point estimates with uncertainty quantification. However, using

only diagonal or block diagonal covariance matrices of EP approximating dis-

tributions may not capture the low-rank structure. It would be interesting to

investigate more informative structures of the covariance matrices in EP by

reparameterization, such as the strategies proposed in [197, 198].

• More flexible approximating family: Most of the existing EP algorithms

in the literature including the ones proposed in this thesis find the approximat-

ing distributions from the exponential family of distributions. It is however

possible to explore other distributions for the posterior approximation to im-

prove the approximation accuracy, such as the EP algorithm for t-exponential

family which contains Student-t distribution as family members proposed in

[199], and the boosting variational inference algorithms for approximating fam-

ily consisting of all possible finite mixtures of a parametric base distribution

proposed in [200].

• Hybrid posterior approximation for scalable inverse problems: The

high-dimensional posterior distributions in Chapters 3-5 are all approximated

using only EP. A further step would be to develop hybrid methods by incorpo-

rating different strategies to improve the accuracy of posterior approximation.

For example, although MCMC sampling methods are usually computationally
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expensive in computing the a posteriori (marginal) variances or covariance

matrices, they can still be used to compute the means of tilted distributions

under the EP framework. When the computational cost of MCMC is accept-

able, it is possible to improve the accuracy of EP approximating factors, and

furthermore to improve the accuracy of EP global posterior approximation and

hyperparameter estimation. Similarly, it would be interesting to investigate

how to combine EP in MCMC methods to speed up the covergence and make

the sampling methods scalable for large datasets.
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Appendix for Chapter 2

A.1 Natural parameter(s) of some probability dis-

tributions from exponential family

In this thesis, Gaussian distribution and Bernoulli distributions from the exponential

family are used to approximate intractable posterior distributions.

A.1.1 1-dimensional random variable

For a continuous random variable x, a Gaussian distribution Q(x) = N (x;m,σ2) is

used as the EP posterior approximation. The PDF of Q(x) is

Q (x) =
1√
2πσ2

e−
(x−m)2

2σ2 . (A.1)

For a discrete random variable z ∈ {0, 1}, a Bernoulli distribution Q(z) =

Bern(z; p) is used as the EP posterior approximation. The PMF of Q(z) is

Q (z) = pz (1− p)1−z . (A.2)

(A.1) and (A.2) belong to exponential family of distributions, and they can be
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re-written in the form

Q (x) =
1√
2π

e−
x2

2σ2+
m
σ2 x−

m2

σ2 − 1
2
log(σ2),

=
1√
2π

e


x

x2


T

m
σ2

− 1
2σ2

+ η21
4η2

+ 1
2
log(−2η2)

,

= h (x) eT (x)Tη−A(η).

where h(x) = 1√
2π

, T (x) =

 x

x2

, η :=

 η1

η2

 =

 m
σ2

− 1
2σ2

, A(η) = − η21
4η2

−

1
2
log(2η2) =

m2

2σ2 +
1
2
log(σ2).

Q (z) = elog[p
z(1−p)1−z],

= ez log p+(1−z) log(1−p),

= ez log
p

1−p
−log(1+eη),

= h (z) eT (z)T η−A(η).

where h(z) = 1, T (z) = z, η = log p
1−p

, A(η) = log(1 + eη) = − log(1− p).

To find the natural parameter of EP posterior approximation, KL divergence

between the tilted distribution and EP posterior approximation by minimized by

moment matching.

For EP posterior approximation Q(x), the moment is

E
[
T (x)

]
= ▽A (η) =

 ∂A(η)
∂η1

∂A(η)
∂η2

 =

 m

m2 + σ2

 .

For EP posterior approximation Q(z), the moment is

E
[
T (z)

]
= ▽A (η) =

∂A (η)

∂η
= p.
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A.1.2 N-dimensional random vector x

For a continuous random vector x, a multivariate Gaussian distribution Q(x) =

N (x;m,Σ) is used as the EP posterior approximation. The PDF of Q(x) is

Q (x) = (2π)−
N
2 |Σ|−

1
2 e−

1
2
(x−m)TΣ−1(x−m),

= (2π)−
N
2 e


x

xxT


T

Σ−1m

−1
2
Σ−1

+ 1
4
η1

Tη−1
2 η1+

1
2
log |−2η2|

,

= h (x) eT (x)Tη−A(η),

where h(x) = (2π)−
N
2 , T (x) =, T (x) =

 x

xxT

, η :=

 η1

η2

 =

 Σ−1m

−1
2
Σ−1

,

A(η) = −1
4
η1

Tη−1
2 η1 − 1

2
log(2η2) =

1
2
mTΣ−1m+ 1

2
log(|Σ|).

The moment of Q(x) is

E
[
T (x)

]
= ▽A (η) =

 ∂A(η)
∂η1

∂A(η)
∂η2

 =

 m

mmT +Σ

 .

A.2 Product and quotient rules

A.2.1 Multivariate Gaussian distribution

For two multivariate Gaussian distributions N (x;m1,Σ1), N (x;m2,Σ2) (x ∈ RN),

their product is another multivariate Gaussian distribution N (x;m3,Σ3),

N (x;m1,Σ1)×N (x;m2,Σ2) = kN (x;m3,Σ3) .
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When m1, Σ1, m2, Σ2 are known, k, m3, Σ3 are obtained by

k = N (m1;m2,Σ1 +Σ2) ,

µ3 =
(
Σ−1

1 +Σ−1
2

)−1 (
Σ−1

1 µ1 +Σ−1
2 µ2

)
,

Σ3 =
(
Σ−1

1 +Σ−1
2

)−1

.

Their quotient is still another multivariate Gaussian distribution N (x;m3,Σ3),

N (x;µ1,Σ1)

N (x;µ2,Σ2)
= kN (x;µ3,Σ3) .

When µ1, Σ1, µ2, Σ2 are known, k, µ3, Σ3 are obtained by

k = (2π)−
N
2

|Σ2|
1
2

|Σ1|
1
2 |Σ2 −Σ1|

1
2

1

N (m1;m2,Σ2 −Σ1)
,

µ3 =
(
Σ−1

1 −Σ−1
2

)−1 (
Σ−1

1 µ1 −Σ−1
2 µ2

)
,

Σ3 =
(
Σ−1

1 −Σ−1
2

)−1

.

A.2.2 Bernoulli distribution

For two Bernoulli distributions Bern(z;σ(p1)), Bern(z;σ(p2)), where σ(p) = 1
1+e−p

is the logistic function, their product is another Bernoulli distribution Bern(z;σ(p3)),

Bern
(
z;σ (p1)

)
×Bern

(
z;σ (p2)

)
= kpBern

(
z;σ (p3)

)
. (A.3)

When p1, p2 are known, k and p3 are obtained by

p3 = p1 + p2, kp = σ (p1)σ (p2) + σ (−p1)σ (−p2) .

Their quotient is also a Bernoulli distribution

Bern(z;σ (p1))

Bern
(
z;σ (p2)

) = kqBern
(
z;σ (p3)

)
. (A.4)
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When p1, p2 are known, k and p3 are obtained by

p3 = p1 − p2, kq =
σ (p1)

σ (p2)
+

σ (−p1)

σ (−p2)
.

The detailed of derivation of p3, kp in (A.3), p3, km in (A.4) is as follows.

Bern
(
z;σ (p1)

)
×Bern

(
z;σ (p2)

)
=
[
zσ (p1) + (1− z)

(
1− σ (p1)

)] [
zσ (p2) + (1− z)

(
1− σ (p2)

)]
,

= zσ (p1)σ (p2) + (1− z)
[(
1− σ(p1)

) (
1− σ(p2)

)]
,

where

σ (p1)σ (p2) =
1

1 + e−p1

1

1 + e−p2
,

=
1

e−(p1+p2) + e−p1 + e−p2 + 1
,

=

[
1 + e−(p1+p2)

e−(p1+p2) + e−p1 + e−p2 + 1

]
1

1 + e−(p1+p2)
,

=

[
1

e−(p1+p2) + e−p1 + e−p2 + 1
+

e−(p1+p2)

e−(p1+p2) + e−p1 + e−p2 + 1

]
1

1 + e−(p1+p2)
,

=

[
1

e−(p1+p2) + e−p1 + e−p2 + 1
+

1

1 + ep1 + ep2 + ep1+p2

]
1

1 + e−(p1+p2)
,

=

[
1

1 + e−p1

1

1 + e−p2
+

1

1 + ep1
1

1 + ep2

]
1

1 + e−(p1+p2)
,

=
[
σ (p1)σ (p2) + σ (−p1)σ (−p2)

] 1

1 + e−(p1+p2)
,
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(
1− σ(p1)

) (
1− σ(p2)

)
= σ (−p1)σ (−p2) ,

=
1

1 + ep1
1

1 + ep2
,

=
1

ep1+p2 + ep1 + ep2 + 1
,

=

[
1

ep1+p2 + ep1 + ep2 + 1

1 + e−(p1+p2)

e−(p1+p2)

]
e−(p1+p2)

1 + e−(p1+p2)
,

=

[
1 + e−(p1+p2)

e−(p1+p2) + e−p1 + e−p2 + 1

]
e−(p1+p2)

1 + e−(p1+p2)
,

=

[
1

e−(p1+p2) + e−p1 + e−p2 + 1
+

e−(p1+p2)

e−(p1+p2) + e−p1 + e−p2 + 1

]
e−(p1+p2)

1 + e−(p1+p2)
,

=

[
1

e−(p1+p2) + e−p1 + e−p2 + 1
+

1

ep1+p2 + ep1 + ep2 + 1

]
e−(p1+p2)

1 + e−(p1+p2)
,

=

[
1

1 + e−p1

1

1 + e−p2
+

1

1 + ep1
1

1 + ep2

]
e−(p1+p2)

1 + e−(p1+p2)
,

=
[
σ (p1)σ (p2) + σ (−p1)σ (−p2)

] [
1− 1

1 + e−(p1+p2)

]
.

So kp = σ(p1)σ(p2) + σ(−p1)σ(−p2), p3 = p1 + p2.

Bern
(
z;σ (p1)

)
Bern

(
z;σ (p2)

) =
zσ (p1) + (1− z)

(
1− σ(p1)

)
zσ (p2) + (1− z)

(
1− σ(p2)

) ,
= z

σ (p1)

σ (p2)
+ (1− z)

1− σ (p1)

1− σ (p2)
,
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where
σ (p1)

σ (p2)
=

1 + e−p2

1 + e−p1
,

=

[
1 + e−p2

1 + e−p1

(
1 + ep2−p1

)] 1

1 + ep2−p1
,

=

[
1 + e−p2

1 + e−p1
+

(1 + e−p2)ep2−p1

1 + e−p1

]
1

1 + ep2−p1
,

=

[
1 + e−p2

1 + e−p1
+

ep2−p1 + e−p1

1 + e−p1

]
1

1 + ep2−p1
,

=

[
1 + e−p2

1 + e−p1
+

1 + ep2

1 + ep1

]
1

1 + ep2−p1
,

=

[
σ (p1)

σ (p2)
+

σ (−p1)

σ (−p2)

]
1

1 + e−(p1−p2)
,

1− σ (p1)

1− σ (p2)
=

σ (−p1)

σ (−p2)
,

=
1 + ep2

1 + ep1
,

=

[
1 + ep2

1 + ep1

(
1 +

1

e(p2−p1)

)](
1− 1

1 + ep2−p1

)
,

=

[
1 + ep2

1 + ep1
+

1 + ep2

(1 + ep1) ep2−p1

](
1− 1

1 + ep2−p1

)
,

=

[
1 + ep2

1 + ep1
+

1 + ep2

ep2−p1 + ep2

](
1− 1

1 + ep2−p1

)
,

=

[
1 + ep2

1 + ep1
+

1 + e−p2

1 + e−p1

](
1− 1

1 + ep2−p1

)
,

=

[
σ (−p1)

σ (−p2)
+

σ (p1)

σ (p2)

](
1− 1

1 + e−(p1−p2)

)
.

So kq =
σ(p1)
σ(p2)

+ σ(−p1)
σ(−p2)

, p3 = p1 − p2.
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Appendix for Chapter 3

B.1 Details of KL divergence minimization with dif-

ference covariance structures

When minimizing the KL divergence in the form of KL(P ||Q), where P is a tilted

distribution and Q is an EP Gaussian approximation, the divergence can be param-

eterized by the mean and covariance matrix of Q. Here, for simplicity, P and Q can

represent densities of uuu or xxx. In the following derivation, we use the following general

notation for the mean and covariance matrices, as listed in Table ??. Moreover, we

have Ω∗ = Ω0 +Ω1, Ω∗µµµ∗ = Ω0µµµ0 +Ω1µµµ1.

P (.) Q(.) q0(.) q1(.)
Mean EP [.] µµµ∗ µµµ0 µµµ1

Covariance matrix CovP (.) Σ∗ Σ0 Σ1

Precision matrix Ω∗ Ω0 Ω1

Table B.1: Notations for the mean and covariance matrices of P , Q, and individual
approximating factors q0(.), q1(.).

As explained in Section 3.3, if the mean of Q is unconstrained, the KL divergence

is minimized when µµµ∗ = EP [.], and we only need to optimize Ω∗. The loss function

reduces to

F (Ωi) ∝ − log
(
det
(
Ωi +Ω\i

))
+ ⟨Ωi +Ω\i,CovP (.)⟩, (B.1)

which is convex w.r.t. Ωi ∈ SN
++. Therefore, without additional constraints, Ωi can
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be obtained by solving

Ω̂i = argmin
Ωi∈SN

++

− log
(
det
(
Ωi +Ω\i

))
+ ⟨Ωi +Ω\i,CovP (.)⟩.

B.1.1 EP update of diagonal covariance

In Section 3.3, the update of Ωi was discussed, assuming that both Ωi and Ω\i

are block-diagonal. Here, the case where both Ωi and Ω\i are diagonal while opti-

mizing Ωi is consider. For brevity [di,1, . . . , di,N ] = diag(CovPi
(.)), [pi,1, . . . , pi,N ] =

diag(Ωi), and [p\i,1, . . . , p\i,N ] = diag(Ω\i) is used. In that case, (B.1) becomes

F (Ωi) ∝
N∑

n=1

− log
(
pi,n + p\i,n

)
+
(
pi,n + p\i,ii

)
di,n, (B.2)

which can be optimized independently w.r.t. the elements of diag(Ωi). For the

element pi,n, the cost function becomes

F
(
pi,n
)
∝ − log

(
pi,n + p\i,n

)
+
(
pi,n + p\i,n

)
di,n.

This function is convex w.r.t. pi,n and has a unique minimizer, pi,n = 1
di,n

− p\i,n.

If this minimizer is negative, it is replaced by a small positive value (e.g. 10−8),

leading to a large variance in Σi for that element.

B.1.2 EP update of isotropic covariance

Based on (B.2), when the diagonal elements of the precision matrix Ωi are con-

strained to be equal to a same value denoted p, the loss function becomes

F (Ωi) ∝
N∑

n=1

− log
(
p+ p\i,n

)
+
(
p+ p\i,n

)
di,n.
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This function is convex w.r.t. p, and it can be minimized using a Newton-Raphson

method. At the (t)-th iteration, the update is

p(t) = max

p(t−1) +

N∑
n=1

1
p(t−1)+p\i,n

−
N∑

n=1

di,n

n∑
n=1

1

(p(t−1)+p\i,n)
2

, ϵ

 ,

where ϵ = 10−8 is used to ensure that the covariance matrix remains positive definite.

B.2 Numerical integration for EP approximation for

Poisson likelihood - update of qu,0(u)

Poisson likelihood P(y|u) = uye−u

y!
, cavity distribution qu,1(u) ∝ N (u;mu,1,Σu,1).

qu,0(u) is the minimizer of KL divergence

min
qu,0(uuu)

KL
(
P
(
y|u

)
qu,1 (uuu) ||qu,0 (uuu) qu,1 (uuu)

)
.

The tilted distribution is

P (u) = P
(
y|u

)
qu,1 (uuu) .

Numerical integration strategy proposed in [82, Appendix B] is used to compute

the mean vector and marginal variance of P (u). The derivation below is for the

integral of each 1d-dimension element um (m = 1, . . . ,M) in u = [u1, . . . , uM ]T ,

P (um) = P
(
ym|um

)
qu,1 (um) ,

= P
(
ym|um

)
×N

(
um;mm, σ

2
m

)
,

=
uym
m e−um

ym!

1√
2πσ2

m

e
− (um−mm)2

2σ2
m .
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B.2.1 compute normalising constant of P (um)

Z =
1√
2πσ2

m

1

ym!

∫
uym
m e

− (um−mm)2

2σ2
m

−umdum,

=
1√
2πσ2

m

1

ym!

∫
elog{u

ym
m e

− (um−mm)2

2σ2
m

−um
}dum,

=
1√
2πσ2

m

1

ym!

∫
eh(um)dum.

where h(um) = log{uym
m e

− (um−mm)2

2σ2
m

−um} = ym log um − (um−mm)2

2σ2
m

− um.

The numerical integration strategy in [82, Appendix B] is applied to approximate

the logarithm of
∫
eh(um)dum to avoid underflow and overflow when computing it

directly,

log I0 = log

∫
eh(um)dum, I0 =

∫
eh(um)dum. (B.3)

Laplace method is used here to approximate
∫
eh(um)dum, i.e.

h (um) ≈ h (u0)−
1

2
|h′′

(u0) | (um − u0)
2 ,

where u0 is the solution to the first derivative h′
(um) =

∂h(um)
∂um

= ym
um

− um−mm

σ2
m

−1 = 0

and h
′′
(um) is the second derivative, h

′′
(um) = ∂2h(um)

∂um
= − ym

u2
m

− 1
σ2
m

. The log-

concavity of h(um) indicates that h
′
(um) = 0 has a unique solution denoted by u0,

which can be found using Newton’s method, i.e. h
′
(u0) = 0.

A substitution is used in (B.2.1) to replace the integral w.r.t. um in (B.3) by x,

x =
um − u0

σ0

√
2

, where σ0 :=
1√

−h′′ (u0)
.

Inserting x = um−u0

σ0

√
2

into (B.2.1) and (B.3) yields

log I0 ≈ log

∫
e
h(u0)+log(

√
2σ0)− (um−u0)

2

2σ2
0 dx,

155



Appendix B: Appendix for Chapter 3

with

h (um) ≈ h (u0) + log
(√

2σ0

)
− (um − u0)

2

2σ2
0

,

= h (u0) + log
(√

2σ0

)
+ h (um)− h (u0) ,

= h (u0) + log
(√

2σ0

)
+ h

(
u0 + xσ0

√
2
)
− h (u0) .

Finally, log I0 is approximated by

log I0 ≈ h (u0) + log
(√

2σ0

)
+

∫ b−u0
σ0

√
2

a−u0
σ0

√
2

eh(u0+xσ0

√
2)−h(u0)dx. (B.4)

The integral in (B.2.1) reduces to the evaluation of
∫ b−u0

σ0
√
2

a−u0
σ0

√
2

eh(u0+xσ0

√
2)−h(u0)dx, which

can be accurately evaluated by using trapezoidal or Simpson’s when provided (i)

effective support of the integral and (ii) high number of quadrature points.

B.2.2 compute the mean of P (um)

E [um] =
1

Z

∫ b

a

umP (um) dum,

=
1

I0

∫ b

a

umu
ym
m e

− (um−mm)2

2σ2
m

−umdum,

=
1

I0

∫ b

a

e

log

umuym
m e

− (um−mm)2

2σ2
m

−um


dum,

which requires to compute another integral. Let

I1 =

∫ b

a

e

log

umuym
m e

− (um−mm)2

2σ2
m

−um


dum.

Similar to the integral evaluation strategy used in approximating log I0 in B.2.1,

log I1 can also be approximated by using Laplace’s method. Once log I1 is obtained,

it is combined with log I0 in (B.4) to compute the logarithm of E[um],

logE [um] = log I1 − log I0,
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and finally the mean of P (um) is obtained by

E [um] = elog I1−log I0 . (B.5)

B.2.3 compute the variance of P̂ (u)

Var (um) = E
[
u2
m

]
−
(
E [um]

)2
, (B.6)

where

E
[
u2
m

]
=

1

Z

∫ b

a

u2
mP (um) dum,

=
1

I0

∫ b

a

u2
mu

ym
m de−

(um−mm)2

2σ2
m

−umdum,

=
1

I0

∫ b

a

e

log

u2
muym

m e
− (um−mm)2

2σ2
m

−um


dum,

which requires to compute another integral. Let

I2 =

∫ b

a

e

log

u2
muym

m e
− (um−mm)2

2σ2
m

−um


dum.

Again, the same Laplace’s method can be used to approximate log I2 as in B.2.1.

Once log I2 is obtained, it is combined with log I0 in (B.4) to compute E[um],

E
[
u2
m

]
= elog I2−log I0 . (B.7)

Finally, the variance of P (um) in (B.6) is obtained by using (B.5) and (B.7).
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C.1 Closed-form expressions to compute the means

and variances of Pk(un) in (4.22) and Pk(xi, xj) in

(4.21)

C.1.1 Mean and variance of Pk(un)

When ϕ(·;θ) is characterized by the three image gradient-based priors in (4.4), (4.5),

(4.6), Pk(un) = ϕ(un;θ)Q
\k
x (un) = ϕ(un;θ)N (un;mi − mj, ci + cj) is a mixture of

two distributions. Let mn = mi −mj, cn = ci + cj. The weights (πn,1, πn,2), means

(mn,1,mn,2), and variances (cn,1, cn,2) of each mixture distribution can be computed

by the following formulas:

ℓ1-TV prior: Pk(un) is a mixture of two Truncated Gaussian distributions

Pk (un) = e−λ|un| ×N (un;mn, cn) ,

= πn,1NR− (un;mn + λcn, cn) + πn,2NR+ (un;mn − λcn, cn) ,

where NR−(un;mn+λcn, cn), NR+(un;mn−λcn, cn) denote the Gaussian distributions

with mean mn+λcn, mn−λcn and variance cn in the interval of un < 0 and un ≥ 0.

Let β = −mn+λcn√
cn

, α = −mn−λcn√
cn

, ρ(.) denotes the standard normal density and Φ(.)
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denotes its CDF. The normalising constant of Pk(un) is

Zn = Φ(β) eλmn+
λ2cn

2 +
[
1− Φ(α)

]
e−λmn+

λ2cn
2 .

The weights of the two mixture are computed by

πn,1 =
Φ(β) eλmn+

λ2cn
2

Zn

, πn,2 =

[
1− Φ (α)

]
e−λmn+

λ2cn
2

Zn

.

The mean and variance of the truncated Gaussian when un < 0 are

mn,1 = mn + λcn −
√
cn
ρ (β)

Zn

,

cn,1 = cn

[
1− βρ(β)

Zn

−
(
ρ(β)

Zn

)2
]
.

The mean and variance of another truncated Gaussian when un > 0 are

mn,2 = mn − λcn +
√
cn
ρ (α)

Zn

,

cn,2 = cn

[
1 +

αρ (α)

Zn

−
(
ρ(α)

Zn

)2
]
.

MoG2-TV prior: Pk(un) is a mixture of two Gaussian distributions

Pk (un) =
[
ωN

(
un; 0, s

2
1

)
+ (1− ω)N

(
un; 0, s

2
2

)]
N (un;mn, cn) ,

= πn,1N
(
un;mn,1, cn,1

)
+ πn,2N

(
un;mn,2, cn,2

)
,
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where

πn,1 =
ωN

(
mn; 0, cn + s21

)
ωN

(
mn; 0, cn + s21

)
+ (1− ω)N

(
mn; 0, cn + s22

) ,
πn,2 =

(1− ω)N
(
mn; 0, cn + s22

)
ωN

(
mn; 0, cn + s21

)
+ (1− ω)N

(
mn; 0, cn + s22

) ,
mn,1 =

s21
cn + s21

mn, cn,1 =
cns

2
1

cn + s21
,

mn,2 =
s22

cn + s22
mn, cn,2 =

cns
2
2

cn + s22
.

BG-TV prior: Pk(un) is a Bernoulli-Gaussian mixture

Pk(un) =
[
ωN

(
un; 0, s

2
)
+ (1− ω) δ (un)

]
N (un;mn, cn),

= πn,1N
(
un;mn,1, cn,1

)
+ πn,2N

(
un;mn,2, cn,2

)
,

where

πn,1 =
ωN

(
mn; 0, cn + s2

)
ωN (mn; 0, cn + s2) + (1− ω)N (mn; 0, cn)

,

πn,2 =
(1− ω)N (mn; 0, cn)

ωN (mn; 0, cn + s2) + (1− ω)N (mn; 0, cn)
,

mn,1 =
s2

cn + s2
mn, cn,1 =

cns
2

cn + s2
,

mn,2 = 0, cn,2 = 0.

Finally, the mean and variance of Pk(un) are obtained by

m̄n = πn,1mn,1 + πn,2mn,2,

c̄n = πn,1

(
m2

n,1 + cn,1

)
+ πn,2

(
m2

n,2 + cn,2

)
− m̄2

n.
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C.1.2 Mean and variance of Pk(xi, xj)

After computing m̄n, c̄n, the mean and variance of Pk(xi, xj) can be efficiently com-

puted by

EPk

[(
xi, xj

)]
=
(
mi,mj

)
+

m̄n −
(
mi −mj

)
ci + cj

(
ci,−cj

)
,

VarPk

(
xi, xj

)
=
(
ci, cj

)
+

c̄n −
(
ci + cj

)(
ci + cj

)2 (
c2i , c

2
j

)
.

161



Appendix D

Appendix for Chapter 5

D.1 EP updates for approximating distributions in

Figure 5.5

D.1.1 EP update of qu,0(u)

qu,0(u) is the minimizer of KL divergence:

min
qu,0(u)

KL
(
P
(
y|u

)
qu,0 (u) ||qu,0 (u) qu,1 (u)

)
.

The tilted distribution consists of the product of a Poisson and Gaussian distri-

bution, and its mean vector EP [u] and covariance matrix CovP (u) are computed by

using the numerical integration approach used in B.2.

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(u) = qu,0(u)qu,1(u) ∝ N (u;mu,∗,Σu,∗) are obtained by

mu,∗ = EP [u] , Σu,∗ = CovP (u) .

When the covariance matrix Σu,0 of qu,0(u) is diagonal, the diagonal elements

diag(Σu,0) := [du,1, . . . , du,M ]T can be computed using the formulas in B.1.1. The

mean vector of qu,0(u) is then updated by

mu,0 = Σu,0

[(
Σ−1

u,0 +Σ−1
u,1

)
mu,∗ −Σ−1

u,1mu,1

]
.
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D.1.2 EP update of qu,1(u)qx,1(x)qv,1(v)

qu,1(u)qx,1(x)qv,1(v) is the minimizer of KL divergence:

min
qu,1(uuu)qx,1(xxx)qv,1(vvv)

KL
(
δ (uuu−Hxxx− vvv) qu,0 (uuu) qx,0 (xxx) qv,0 (vvv)

||qu,1 (uuu) qx,1 (xxx) qv,1 (vvv) qu,0 (uuu) qx,0 (xxx) qv,0 (vvv)
)
.

The tilted distribution is

P (u,x,v) = δ (uuu−Hxxx− vvv) quuu,0 (uuu) qxxx,0 (xxx) qvvv,0 (vvv) .

EP update of qu,1(u) ∝ N (u;mu,1,Σu,1)

The marginal distribution of P (u,x,v) w.r.t. u is

P (u) =

∫
x

∫
v

P (u,x,v) dxdv,

= qu,0 (u)

∫
x

∫
v

qv,0 (v) δ
(
v − (u−Hx)

)
dvqx,0 (x) dx,

= qu,0 (u)

∫
x

qv,0 (u−Hx) qx,0 (x) dx,

= qu,0 (u)×N
(
u−mv,0;Hmx,0,HΣx,0H

T +Σv,0

)
,

∝ e
− 1

2
uT

[
Σ−1

u,0+(HΣx,0HT+Σv,0)
−1
]
u+uT

[
Σ−1

u,0mu,0+(HΣx,0HT+Σv,0)
−1
(µv,0−Hmx,0)

]
.

So the covariance matrix and mean vector of P (u) are

CovP (u) =

[
Σ−1

u,0 +
(
HΣx,0H

T +Σv,0

)−1
]−1

,

EP [u] = CovP (u)

[
Σ−1

u,0mu,0 +
(
HΣx,0H

T +Σv,0

)−1 (
mv,0 −Hmx,0

)]
.

The matrix inversion of HΣx,0H
T + Σv,0 can be computed using Woodbury

matrix identity. After moment matching, the mean vector and covariance matrix of
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EP global approximation Q(u) = qu,1(u)qu,0(u) ∝ N (u;mu,∗,Σu,∗) are obtained by

mu,∗ = EP [u] , Σu,∗ = CovP (u) .

When the covariance matrix Σu,1 of qu,1(u) is isotropic, let diag(Σu,1) :=
1
pu
IM ,

the scalar value pu can be computed using the formulas (B.1.2). The mean vector

of qu,1(u) is then updated by

mu,1 =
1

pu

[(
puIM +Σ−1

u,0

)
mu,∗ −Σ−1

u,0mu,0

]
.

EP update of qx,1(x) ∝ N (x;mx,1,Σx,1)

The marginal distribution of P (u,x,v) w.r.t. x is

P (x) =

∫
u

∫
v

P (u,x,v) dudv,

= qx,0 (x)

∫
v

∫
u

qu,0 (u) δ (u−Hx− v) duqv,0 (v) dv,

= qx,0 (x)

∫
v

qu,0 (Hx+ v) qv,0 (v) dv,

= qx,0 (x) ∗ N
(
mu,0 −Hx;mv,0,Σu,0 +Σv,0

)
,

∝ e
− 1

2

[
Σ−1

x,0+HT (Σu,0+Σv,0)
−1

H

]
x+xT

[
Σ−1

x,0mx,0+HT (Σu,0+Σv,0)
−1
(mu,0−mv,0)

]
.

So the covariance matrix and mean vector of P (x) are

CovP (x) =
[
Σ−1

x,0 +HT
(
Σu,0 +Σv,0

)−1
H
]−1

,

EP [x] = CovP (x)
[
Σ−1

x,0mx,0 +HT
(
Σu,0 +Σv,0

)−1 (
mu,0 −mv,0

)]
.

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(x) = qx,1(x)qx,0(x) ∝ N (x;mx,∗,Σx,∗) are obtained by

mx,∗ = EP [x] , Σx,∗ = CovP (x) .

When the covariance matrix Σx,1 of qu,1(u) is diagonal, the diagonal elements
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diag(Σx,1) := [dx,1, . . . , dx,M ]T can be computed using the formulas in B.1.1. The

mean vector of qx,1(x) is then updated by

mx,1 = Σx,1

[(
Σ−1

x,1 +Σ−1
x,0

)
mx,∗ −Σ−1

x,0mx,0

]
.

EP update of qv,1(v) ∝ N (v;mv,1,Σv,1)

The marginal distribution of P (u,x,v) w.r.t. v is

P (v) =

∫
u

∫
x

P (u,x,v) dudx,

= qv,0 (v)

∫
x

∫
u

qu,0 (u) δ (u−Hx− v) duqx,0 (x) dx,

= qv,0 (v)

∫
x

qu,0 (Hx+ v) qx,0 (x) dx,

= qv,0 (v) ∗ N
(
v −mu,0;Hmx,0,HΣx,0H

T +Σu,0

)
,

∝ e
− 1

2
vT

[
Σ−1

v,0+(HΣx,0HT+Σu,0)
−1
]
v+vT

[
Σ−1

v,0mv,0+(HΣx,0HT+Σu,0)
−1
(mu,0+Hmx,0)

]
.

So the covariance matrix and mean vector of P (v) are

CovP (v) =

[
Σ−1

v,0 +
(
HΣx,0H

T +Σu,0

)−1
]−1

,

EP [v] = CovP (v)

[
Σ−1

v,0mv,0 +
(
HΣx,0H

T +Σu,0

)−1 (
mu,0 +Hmx,0

)]
.

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(v) = qv,1(v)qv,0(v) ∝ N (v;mv,∗,Σv,∗) are obtained by

mv,∗ = EP [v] , Σv,∗ = CovP (v) .

When the covariance matrix Σv,1 of qv,1(v) is isotropic, let diag(Σv,1) :=
1
pv
IM ,

the scalar value pv can be computed using the formulas (B.1.2). The mean vector

of qv,1(v) is then updated by

mv,1 =
1

pv

[(
pvIM +Σ−1

v,0

)
mv,∗ −Σ−1

v,0mv,0

]
.
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D.1.3 EP update of qx,0(x)

qx,0(x) is the minimizer of KL divergence:

min
qx,0(x)

KL
(
fx (x) qx,1 (x) ||qx,0 (x) qx,1 (x)

)
.

The tilted distribution is

P (x) = fx (x) qx,1 (x) = λxe
−λxx ×N

(
x;mx,1,Σx,1

)
.

When Σx,1 is a full covariance matrix and Σx,0 is a diagonal covariance matrix,

the mean vector and covariance matrix of qx,0(x) are updated element-wise by the

following strategy.

For xi (i = 1, . . . , N) in x = [x1, . . . , xN ]
T , let P (xi) = fx(xi)qx,1(xi) to be the

tilted distribution w.r.t. a scalar xi. The mean and variance of P (xi) are computed

to update the corresponding elements of the mean and marginal variance qx,0(xi).

Specifically, the cavity distribution in P (xi) is the marginal distribution of EP global

approximation w.r.t. xi, i.e.

P (xi) = fx (xi)

∫
x\i

qx,1 (x)
qx,0 (x)

qx,0 (xi)
dx\i,

= fx (xi)

∫
x\i

N
(
x;mx,1,Σx,1

) N (
x;mx,0,Σx,0

)
N (xi;mi, σ2

i )
dx\i,

where mi and σ2
i are the mean and variance of qx,0(xi), and the integral w.r.t. x\i

is a univariate Gaussian distribution, whose mean and variance are the i-th element
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and diagonal element of the multivariate Gaussian distribution

f (x) = N
(
x;mx,1,Σx,1

) N (
x;mx,0,Σx,0

)
N
(
xi;mi, σ2

i

) ,

∝ e
− 1

2(x−mx,1)TΣ−1
x,1(x−mx,1)− 1

2(x−mx,0)TΣ−1
x,0(x−mx,0)+(xi−mi)

2

2σ2
i ,

(xi = xT Ii,

I is an N dimensional diagonal matrix with all the entries on diagonal are 1,

Ii ∈ RN×1 is the ith column of I),

∝ e
− 1

2(x−mx,1)TΣ−1
x,1(x−mx,1)− 1

2(x−mx,0)TΣ−1
x,0(x−mx,0)+

(xT Ii−mi)
2

2σ2
i ,

∝ e
− 1

2
xT

(
Σ−1

x,1+Σ−1
x,0−

IiIi
T

2σ2
i

)
x+xT

(
Σ−1

x,1mx,1+Σ−1
x,0mx,0−

Iimi
σ2
i

)
.

So the covariance matrix and mean vector of f(x) are obtained by

Covf (x) =

(
Σ−1

x,1 +Σ−1
x,0 −

IiIi
T

2σ2
i

)−1

, (D.1)

Ef [x] = Covf (x)

(
Σ−1

x,1mx,1 +Σ−1
x,0mx,0 −

Iimi

σ2
i

)
. (D.2)

The N dimensional matrix inversion in (D.1) can be computed using Woodbury

formula.

Once Covf (x) and Ef [x] are obtained, the mean and variance of cavity distri-

bution P (xi) are obtained by

P (xi) = fx (xi)×N
(
xi;mx,i, σ

2
x,i

)
,

= λxe
−λxxi

1√
2πσ2

x,i

e
−
(xi−mx,i)

2

2σ2
x,i ,

∝ e
− x2i

2σ2
x,i

+

(
mx,i

σ2
x,i

−λx

)
xi

,
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where N (xi;mx,i, σ
2
x,i) =

∫
x\i

N (x;mx,1,Σx,1)
N (x;mx,0,Σx,0)

N (xi;mi,σ2
i )

dx\i.

Since xi is assumed to be positive, the mean and variance of P (xi) are again

computed by the truncating the Gaussian distribution N (xi;mx,i − λxσ
2
x,i, σ

2
x,i) on

the positive domain where xi > 0,

VarP (xi) = Varxi∼NR+

(
xi;mx,i − λxσ

2
x,i, σ

2
x,i

)
,

EP [xi] = Exi∼NR+

(
xi;mx,i − λxσ

2
x,i, σ

2
x,i

)
,

where xi follows a Gaussian distribution with mean mx,i − λx and variance σ2
x,i and

lies within the interval xi ∈ (0,+∞) for xi.

After moment matching, the mean and variance of EP global approximation

Q(xi) = qx,1(xi)qx,0(xi) ∝ N (xi;mx,∗, σ
2
x,∗) are obtained by

mx,∗ = EP [xi] , σ2
x,∗ = VarP (xi) .

The EP approximation qx,0(xi) ∝ N (xi;m0,i, σ
2
0,i) for fx(xi) is updated by

σ2
0,i =

1
1

σ2
x,∗

− 1
σ2
1,i

, m0,i = σ2
0,i

(
mx,∗

σ2
x,∗

− m1,i

σ2
1,i

)
. (D.3)

In addition, since the mean and marginal variance of qx,0(x) are updated element-

wise, after EP update of qx,0(xi), the ith element and diagonal element in mx,0 and

Σx,0 are also updated, so as for EP global approximation Q(x) ∝ N (x;m∗,Σ∗),

Σ−1
∗ = Σ−1

x,1 +Σ1
x,0, Σ−1

∗ Ef [x] = Σ−1
x,1mx,1 +Σ−1

x,0mx,0.

Inserting Σ−1
x,∗ and Σ−1

x,∗mx,∗ into (D.1) and (D.2) and using Woodbury formula yields

Σx,∗ = Covf (x)− Covf (x) Ii(2σ
2
i IN + IiCovf (x) Ii)

−1IiCovf (x) ,

mx,∗ = Σx,∗

[
Covf (x)Ef [x] +

Iimi

σ2
i

]
,

which can be used in EP update for the next element in x.
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D.1.4 EP update of qv,0(v)qz,1(z)

qv,0(v)qz,1(z) is the minimizer of KL divergence

min
qv,0(v)qz,1(z)

KL
(
fv
(
v|z
)
qv,1 (v) qz,0 (z) ||qv,0 (v) qz,1 (z) qv,1 (v) qz,0 (z)

)
.

The tilted distribution is

P (v, z) = fv
(
v|z
)
qv,1 (v) qz,0 (z) .

qz,0(z) is the exact prior of z, which is a Bernoulli distribution,

qz,0 (z) = Bern
(
z|σ (p0)

)
, with π0 =

(
1 + e−p0

)−1
.

The normalising constant of P (v, z)

The normalising constant of P (v, z) is

IZ =
∑
z

∫ ∞

0

fv
(
v|z
)
qv,1 (v) qz,0 (z) dv,

=
∑
z

∫ ∞

0

[
zExp(v;λv) + (1− z) δ(v)

]
qv,1 (v) qz,0 (z) dv,

= π0

∫ ∞

0

Exp (v;λv) qv,1 (v) dv + (1− π0)

∫ ∞

0

δ (v) qv,1 (v) dv,

= π0A+ (1− π0)B,

where
A =

∫ ∞

0

Exp (v;λv) qv,1 (v) dv,

=

∫ ∞

0

λve
−λvv (2π)−

M
2 |Σv,1|−

1
2 e−

1
2(v−mv,1)TΣ−1

v,1(v−mv,1)dv,

= λv (2π)
−M

2 |Σv,1|−
1
2

∫ ∞

0

e−
1
2(v−mv,1)TΣ−1

v,1(v−mv,1)−λvvdv,

= λve
−mv,1

Tλv+
1
2
λ2
vΣv,1

1− Φ

(
−mv,1 −Σv,1λv√

Σv,1

) ,
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and
B =

∫ ∞

0

δ (v) qv,1 (v) dv,

= N
(
0;mv,1,Σv,1

)
,

= (2π)−
M
2 |Σv,1|−

1
2 e−

1
2
mT

v,1Σ
−1
v,1mv,1 .

EP update of qz,1(z) = Bern(z;σ(p1))

The marginal distribution of P (v, z) w.r.t. z is

P (z = 1) =

∫ ∞

0

[
zExp (v;λv) + (1− z) δ (v)

]
qv,1 (v) qz,0 (z)

IZ

dv,

=
π0A

π0A+ (1− π0)B
.

The mean of P (z) is

E [z] =
π0A

π0A+ (1− π0)B
,

:=
k+

k+ + k− ,

(k+ = π0λve
−mv,1

Tλv+
1
2
λ2
vΣv,1

1− Φ

(
−mv,1 −Σv,1λv√

Σv,1

) ,

k− = (1− π0) (2π)
−M

2 |Σv,1|−
1
2 e−

1
2
mv,1

TΣ−1
v,1mv,1),

=
elogk

+

elogk
+
+ elogk

− ,

(D.4)

where

logk+ = logπ0 + log λv −mv,1
Tλv +

1

2
λ2
vΣv,1 + log

1− Φ

(
−mv,1 −Σv,1λv√

Σv,1

) ,

logk− = log (1− π0)−
M

2
log (2π)− 1

2
log |Σ|v,1 −

1

2
mv,1

TΣ−1
v,1mv,1.
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EP update of qv,0(v) ∝ N (v;mv,0,Σv,0)

The marginal distribution of P (v, z) w.r.t. v is

P (v) =
∑
z

[
zExp (v;λv) + (1− z) δ (v)

]
qv,1 (v) qz,0 (z)

Iz

,

=
π0A

π0A+ (1− π0)B

1

A
Exp (v;λv) qv,1 (v) +

(1− π0)B

π0A+ (1− π0)B

1

B
δ (v) qv,1 (v) .

Thus the mean vector and covariance matrix of P (v) are obtained by

EP [v] = E (z)
(
mv,1 −Σv,1λv

)
, (D.5)

CovP (v) = E [z]
[(
mv,1 −Σv,1λv

)2
+Σv,0

]
−
(
EP [v]

)2
, (D.6)

where E[z] has already computed in (D.4).

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(v) = qv,1(v)qv,0(v) ∝ N (v;mv,∗,Σv,∗) are obtained by

mv,∗ = EP [v] , Σv,∗ = CovP (v) .

When the covariance matrix of qv,0(v) is diagonal, the diagonal elements diag(Σv,1)

:= [dv,1, . . . , dv,M ]T can be computed using the formulas in B.1.1. The mean vector

of qv,0(v) is then updated by

mv,0 = Σv,0

[(
Σ−1

v,0 +Σ−1
v,1

)
mv,∗ −Σ−1

v,1mv,1

]
.
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D.2 EP-EM for automatic estimation of hyperpa-

rameters λx, λv, p0 in Figure 5.5

D.2.1 Estimation of λx

In Figure 5.5, the factor that depends on λx is fx(x) = λxe
−λxx =

N∏
n=1

λxe
−λxxn . At

the (t)-th EM iteration, the cost function in the E-step takes the form

F
(
λx|λ(t)

x

)
= E

Q
(
x|λ(t−1)

x

) [log fx (x)] ,
= E

Q
(
x|λ(t−1)

x

)
log

 N∏
n=1

λxe
−λxxn


 ,

=
N∑

n=1

E
Q
(
xn|λ(t−1)

x

) [log λx − λxxn] ,

=
N∑

n=1

[
log λx

∫ ∞

0

NR+

(
xn;mn,+, σ

2
n,+

)
dxn − λx

∫ ∞

0

xnNR+

(
xn;mn,+, σ

2
n,+

)
dxn

]
,

= log λx

N∑
n=1

1− Φ

(
−mn,+

σn,+

)− λx

N∑
n=1

mn,+,

where mn,+ and σn,+ are the mean and marginal variance of the truncated Gaussian

distribution for N (x;mx,∗,Σx,∗) lies within the interval 0 < x < ∞.

In the M-step, the estimated hyperparameter λx can be obtained analytically

by zeroing its derivative w.r.t. λx, i.e.

λx =

N∑
n=1

[
1− Φ

(
−mn,+

σn,+

)]
N∑

n=1

mn,+

.

D.2.2 Estimation of λv and p0

In Figure 5.5, the factor that depends on λv is fv(v|z) = zExp(v;λv) + (1 −

z)δ(v) =
M∏

m=1

zmλve
−λvvm + (1 − zm)δ(vm), and the factors that depend on p0 are
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fv(v|z) = zExp(v;λv)+(1−z)δ(v) =
M∏

m=1

zmλve
−λvvm +(1−zm)δ(vm) and fz(z) =

Bern(z|σ(p0)), which involving z . At the (t)-th EM iteration, the cost function in

the E-step takes the form

F
(
λv, p0|λ(t)

v , p
(t)
0

)
= E

Q
(
v|λ(t−1)

v

)
Q
(
z|p(t−1)

0

) [log fv (v|z) fz (z|p0)] ,
= E

Q
(
v|λ(t−1)

v

)
Q
(
z|p(t−1)

0

)
log

 M∏
m=1

(
zmExp (vm;λv) + (1− zm) δ (vm)

)

+ log
(
Bern

(
z|σ (p0)

))]
,

= E [z]

E
Q(v|λ(t−1)

v

log M∏
m=1

Exp (vm;λv)

+ E
Q
(
v|λ(t−1)

v

) [log σ (p0)
]

+
(
1− E [z]

)E
Q
(
v|λ(t−1)

v

)
log M∏

m=1

δ(vm)

+ E
Q
(
v|λ(t−1)

v

) [log (1− σ (p0)
)] ,

= E [z]
M∑

m=1

[
log λvT (m)− λvmvm,+

]
+ E [z]T

[
log σ (p0)

]

+
(
1− E [z]

)
T

M∑
m=1

log
(
δ (vm)

)
+
(
1− E [z]

)
T
[
log
(
1− σ (p0)

)]
,

where T (m) = 1−Φ(−mvm,∗
σvm,∗

) with mv,∗ = (mv1,∗, . . . ,mvm,∗, . . . ,mvM ,∗)
T , diag(Σv,∗) =

(σ2
v1,∗, . . . , σ

2
vm,∗, . . . , σv2M ,∗), T = (T (1), . . . , T (m), . . . , T (M))T , and mvm,+ is the

marginal mean of the truncated Gaussian distribution for N (v;mv,∗,Σv,∗) lies within

the interval 0 < v < ∞.

In the M-step, the estimated hyperparameter λv and p0 can also be obtained

by analytically by zeroing

∂E

[
log λv

M∑
m=1

T (m)− λv

M∑
m=1

mvm,+

]
∂λv

,
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and

∂E [z]T log
(
σ (p0)

)
+
(
1− E [z]T log

(
1− σ (p0)

))
∂σ(p0)

= 0,with σ (p0) =
1

1 + e−p0
.

The closed-form expressions to estimate λv and p0 are thus obtained by

λv =

∑
m′

T (m′)∑
m′

mv′m,+

, p0 = − log

(
1

E[z]
− 1

)
, (D.7)

where m′ denotes the indices where the elements in E[z] > 0.5, i.e. {zm}Mm=1 takes

the value “1” with probability greater than 50% (it can be other probability percent-

age depending on the applications. Here in Chapter 5 it is assigned to be 50%).

D.3 EP updates for approximating distributions in

Figure 5.6

D.3.1 EP update of qu,1(u)qz,1(z)qr,1(r)

qu,1(u)qz,1(z)qr,1(r) is the minimizer of KL divergence:

min
qu,1(uuu)qz,1(z)qr,1(r)

KL(P
(
y|(1− z

)
⊙ u+ z ⊙ r)qu,0 (uuu) qz,0 (z) qr,0 (r)

||qu,1 (uuu) qz,1 (z) qr,1 (r) qu,0 (u) qz,0 (z) qr,0 (r)).

The tilted distribution is

P (u, z, r) = P
(
y| (1− z)⊙ u+ z ⊙ r

)
qu,0 (uuu) qz,0 (z) qr,0 (r) .

Again, qz,0(z) is the exact prior of z, which is a Bernoulli distribution,

qz,0 (z) = Bern
(
z|σ (p0)

)
, with π0 =

(
1 + e−p0

)−1
.
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The normalising constant of P (u, z, r)

The normalising constant of P (u, z, r) is

P (y) =
∑
z

∫
u

∫
r

P
(
y| (1− z)⊙ u+ z ⊙ r

)
qu,0 (uuu) qz,0 (z) qr,0 (r) dudr,

= π0

∫
u

∫
r

P
(
y|r
)
qu,0 (u) qr,0 (r) dudr + (1− π0)

∫
u

∫
r

P
(
y|u

)
qu,0 (u) qr,0 (r) dudr,

= π0

∫
r

P
(
y|r
)
qr,0 (r) dr + (1− π0)

∫
u

P
(
y|u

)
qu,0 (u) du,

= π0A+ (1− π0)B,

(
B :=

∫
u

P
(
y|u

)
qu,0 (u) du

)
,

where

A :=

∫
r

P
(
y|r
)
qr,0 (r) dr,

=

∫
r

rye−r

y!
(2π)−

M
2 |Σr,0|−

1
2 e−

1
2(r−mr,0)TΣ−1

r,0(r−mr,0)dr,

=
1

y!
(2π)−

M
2 |Σr,0|−

1
2

∫
r

rye−r− 1
2(r−mr,0)TΣ−1

r,0(r−mr,0)dr,

=
1

y!
(2π)−

M
2 |Σr,0|−

1
2Ir

(
Ir =

∫
r

rye−r− 1
2(r−mr,0)TΣ−1

r,0(r−mr,0)dr
)
,

and

B :=

∫
u

P
(
y|u

)
qu,0 (u) du,

=

∫
u

uye−u

y!
(2π)−

M
2 |Σu,0|−

1
2 e−

1
2(u−mu,0)TΣ−1

u,0(u−mu,0)du,

=
1

y!
(2π)−

M
2 |Σu,0|−

1
2

∫
u

uye−u− 1
2(u−mu,0)TΣ−1

u,0(u−mu,0)du,

=
1

y!
(2π)−

M
2 |Σu,0|−

1
2Iu

(
Iu =

∫
u

uye−u− 1
2(u−mu,0)TΣ−1

u,0(u−mu,0)du
)
.

The logarithm of Ir and Iu can be evaluated element-wise by using the same

Laplace’s method in approximating log I0 in B.2.1.
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EP update of qz,1(z) = Bern(z;σ(p1))

The marginal distribution of P (u, z, r) w.r.t. z is

P (z = 1) =

∫
u

∫
r

P
(
y| (1− z)⊙ u+ z ⊙ r

)
qu,0 (uuu) qz,0 (z) qr,0 (r)

P (y)
dudr,

=
qz,0(z)

P (y)

∫
u

∫
r

P
(
y|r
)
qu,0 (uuu) qr,0 (r) dudr,

=
π0

P (y)

∫
r

P
(
y|r
)
qr,0 (r) dr,

=
π0A

π0A+ (1− π0)B
.

The mean of P (z) is

E [z] =
π0A

π0A+ (1− π0)B
,

=
π0

1
y!
(2π)−

M
2 |Σr,0|−

1
2Ir

π0
1
y!
(2π)−

M
2 |Σr,0|−

1
2Ir + (1− π0)

1
y!
(2π)−

M
2 |Σu,0|−

1
2Iu

,

=
π0|Σr,0|−

1
2Ir

π0|Σr,0|−
1
2Ir + (1− π0) |Σu,0|−

1
2Iu

,

:=
k+

k+ + k−

(
k+ := π0|Σr,0|−

1
2Ir, k− := (1− π0) |Σu,0|−

1
2Iu

)
,

=
elogk

+

elogk
+
+ elogk

− .

(D.8)

where

logk+ = logπ0 −
1

2
log |Σr,0|+ log Ir, logk− = logπ0 −

1

2
log |Σu,0|+ log Iu,

and log Ir and log Iu are already computed in D.3.1. Once the mean E[z] of tilted

distribution P (z) is obtained, p1 in qz,1(z) ∝ Bern(z;σ(p1)) can be updated by

p1 = − log

(
1

E [z]
− 1

)
− p0.
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EP update of qu,1(u) ∝ N (u;mu,1,Σu,1)

The marginal distribution of P (u, z, r) w.r.t. u is

P (u) =
∑
z

∫
r

P
(
y| (1− z)⊙ u+ z ⊙ r

)
qu,0 (uuu) qz,0 (z) qr,0 (r)

P (y)
dudr,

=
qz,0 (z)

P (y)

∫
r

P
(
y|r
)
qu,0 (u) qr,0 (r) dr +

1− qz,0 (z)

P (y)

∫
r

P
(
y|u

)
qu,0 (u) qr,0 (r) dr,

=
π0A

π0A+ (1− π0)B
qu,0 (u) +

(1− π0)B

π0A+ (1− π0)B

1

B
P
(
y|u

)
qu,0 (u) ,

= E [z] qu,0 (u) +
(
1− E [u]

)
fu (u) ,

fu (u) =
P
(
y|u

)
qu,0 (u)∫

u

P
(
y|u

)
qu,0 (u) du

 .

Thus the mean vector and covariance matrix of P (u) are obtained by

EP [u] = E (z)mu,0 +
(
1− E [z]

)
Efu [u] ,

CovP (u) = E [z]
(
m2

u,0 +Σm,0

)
+
(
1− E[z]

) ((
Efu [u]

)2
+ Covfu (u)

)
− (EP [u])

2,

where E[z] has already been computed in (D.8), Efu [u] and Covfu(u) are the mean

vector and covariance matrix of the tilted distribution consisting of the product of

Poisson and Gaussian distributions, which can be computed using the same numer-

ical integration strategy as in B.2.

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(u) = qu,1(u)qu,0(u) ∝ N (u;mu,∗,Σu,∗) are obtained by

mu,∗ = EP [u] , Σu,∗ = CovP (u) .

When the covariance matrix Σu,1 of qu,1(u) is diagonal, the diagonal elements

diag(Σu,1) := [du,1, . . . , du,M ]T can be computed using the formulas in B.1.1. The

mean vector of qu,1(u) is then updated by

mu,1 = Σu,1

[(
Σ−1

u,1 +Σ−1
u,0

)
mu,∗ −Σ−1

u,0mu,0

]
.
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EP update of qr,1(r) ∝ N (r;mr,1,Σr,1)

The marginal distribution of P (u, z, r) w.r.t. r is

P (r) =
∑
z

∫
u

P(y| (1− z)⊙ u+ z ⊙ r)qu,0 (uuu) qz,0 (z) qr,0 (r)

P (y)
du,

=
qz,0 (z)

P (y)

∫
u

P
(
y|r
)
qu,0 (u) qr,0 (r) du+

1− qz,0 (z)

P (y)

∫
u

P
(
y|u

)
qu,0 (u) qr,0 (r) dr,

=
π0A

π0A+ (1− π0)B

1

A
P
(
y|r
)
qr,0 (r) +

(1− π0)B

π0A+ (1− π0)B
qr,0 (r) ,

= E[z]fr (r) +
(
1− E [u]

)
qr,0 (r) ,

fr (r) =
P
(
y|r
)
qr,0 (r)∫

r

P
(
y|r
)
qr,0 (r) dr

 .

Similar update rule is applied to the update of qr,1(r) as in D.3.1.

D.3.2 EP update of qu,0(u)qx,1(x)

qu,0(u)qx,1(x) is the minimizer of KL divergence

min
qu,0(u)qx,1(x)

KL
(
δ(u−Hx)qu,1 (u) qx,0 (x) ||qu,0 (u) qx,1 (x) qu,1 (u) qx,0 (x)

)
.

The tilted distribution is

P (u,x) = δ (u−Hx) qu,1 (u) qx,0 (x) .
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EP update of qx,1(x)

The marginal distribution of P (u,x) w.r.t. x is

P (x) =

∫
u

δ (u−Hx) qu,1 (u) qx,0 (x) du,

= qx,0 (x)

∫
u

δ (u−Hx) qu,1 (u) du,

= qx,0 (x) qu,1 (Hx) ,

= N
(
x;mx,0,Σx,0

)
×N

(
Hx;mu,1,Σu,1

)
,

∝ e−
1
2
xT (Σ−1

x,0+HTΣ−1
u,1H)+xT (Σ−1

x,0mx,0+HTΣ−1
u,1mu,1).

So the covariance matrix and mean vector of P (x) are

CovP (x) =
[
Σ−1

x,0 +HTΣ−1
u,1H

]−1

,

EP [x] = CovP (x)
[
Σ−1

x,0mx,0 +HTΣ−1
u,1mu,1

]
.

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(x) = qx,1(x)qx,0(x) ∝ N (x;mx,∗,Σx,∗) are obtained by

mx,∗ = EP [x] , Σx,∗ = CovP (x) .

When the covariance matrix of qx,1(x) is full, Σx,1 is updated by

Σx,1 =
(
Σ−1

x,∗ −Σ−1
x,0

)−1

,

and the mean vector of qx,1(x) is then updated by

mx,1 = Σx,1

[(
Σ−1

x,1 +Σ−1
x,0

)
mx,∗ −Σ−1

x,0mx,0

]
.
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EP update of qu,0(u)

The marginal distribution of P (u,x) w.r.t. u is

P (u) =

∫
x

δ (u−Hx) qu,1 (u) qx,0 (x) dx,

= qu,1 (u)

∫
x

δ (u−Hx) qx,0 (x) dx.

Estimating the full covariance of P (u) is not necessary since Σu,0 is diagonal. To up-

date the diagonal elements of Σu,0, it is thus sufficient to only compute the marginal

mean and variance of the marginals of P (um) for m = 1, . . . ,M , where

P (um) =

∫
u\m

∫
x

δ (u−Hx) qu,1 (u) qx,0 (x) du\mdx,

=

∫
u\m

∫
x

δ (um − hmx) δ
(
u\m −H\mx

)
qu,1 (um) qu,1

(
u\m

)
qx,0 (x) du\mdx,

= qu,1 (um)

∫
x

[∫
u\m

δ
(
u\m −H\mx

)
qu,1

(
u\m

)
du\m

]
dxδ (um − hmx) qx,0 (x) ,

= qu,1 (um)

∫
x

qu,1
(
H\mx

)
δ (um − hmx) qx,0 (x) dx,

= qu,1 (um)

∫
x

N (x;mx,Σx) δ (um − hmx) dx,

(Σ−1
x = H\m

TΣ−1
u,1H\m +Σ−1

x,0 = HTΣ−1
u,1H− hm

Thm

Σu,1 (m)
+Σ−1

x,0,

mx = Σx

[
H\m

TΣ−1
u,1mu,1 +Σ−1

x,0mx,0

]
),

= qu,1 (um)

∫
x

N (x;mx,Σx) δ (um − hmx) dx,

= N
(
um;hmmx,hmΣxhm

T
)
.

So the marginal mean and variance of P (um) are

EP [um] = hmmx, VarP (um) = hmΣxhm
T .
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After moment matching, the mean and marginal variance of EP global approxi-

mation Q(um) = qu,1(um)qu,0(um) ∝ N (um;mum,∗, σ
2
um,∗) are obtained by

mum,∗ = EP [um] , σ2
um,∗ = VarP (um) .

The mean and marginal variance of qu,0(um) are updated by

Σu,0 (m) =
1

1
σ2
um,∗

− 1
Σu,1(m)

, mu,0 (m) = Σu,0 (m)

[
mum,∗

σ2
um,∗

− mu,1(m)

Σu,1(m)

]
.

D.3.3 EP update of qx,0(x)

EP approximation for fx(x) in Figure 5.6 is the same as in Figure 5.5, as the

derivation in D.1.3.

D.3.4 EP update of qr,0(r)

qr,0(r) is the minimizer of KL divergence

min
qr,0

KL
(
fr (r) qr,1 (r) ||qr,0 (r) qr,1 (r)

)
.

The tilted distribution is

P (r) = fr (r) qr,1 (r) ,

= λre
−λrr ×N

(
r;mr,1,Σr,1

)
,

∝ e−
1
2
rTΣ−1

r,1r+rT (Σ−1
r,1mr,1−λr)r.

So the covariance matrix and mean vector of P (r) are

CovP (r) = Σr,1, EP [r] = mr,1 − λrΣr,1.

After moment matching, the mean vector and covariance matrix of EP global

approximation Q(r) = qr,1(r)qr,0(r) ∝ N (r;mr,∗,Σr,∗) are obtained by

mr,∗ = EP [r] , Σr,∗ = CovP (r) .
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When the covariance matrix of qr,0(r) is diagonal, the diagonal elements diag(Σr,0) :=

[dr0,1, . . . , dr0,M ]T can be computed using the formulas in B.1.1. The mean vector of

qr,0(r) is then updated by

mr,0 = Σr,0

[(
Σ−1

r,0 +Σ−1
r,1

)
mr,∗ −Σ−1

r,1mr,1

]
.

D.4 EP-EM for automatic estimation of hyperpa-

rameters λx, λr, p0 in Figure 5.6

D.4.1 Estimation of λx and λr

In Figure 5.6, the factor that depends on λx is fx(x) = λxe
−λxx =

N∏
n=1

λxe
−λxxn , and

the factor that depends on λr is fr(r) = λre
−λrr =

M∏
m=1

λre
−λrrm . They are both

exponential distributions taking the same forms. The closed-form expression for the

estimate of λx and λr remains the same as the estimate of λx in D.2.1 (for λr, the

element indices are m = 1, . . . ,M).

D.4.2 Estimation of p0

In Figure 5.6, the factors that depend on p0 are the two factors P(y|(1−z)⊙u+z⊙r)

involving z. At the (t)-th EM iteration, the cost function in the E-step takes the

form

F
(
σ (p0)

)
= E

Q(z|σ(p(t−1)
0 )

[
log
(
P(y| (1− z)⊙ u+ z ⊙ r)fz (z)

)]
,

= E
Q(z|σ(p(t−1)

0 )

[
log
(
P
(
y| (1− z)⊙ u+ z ⊙ r

))
+ log

(
fz (z)

)]
,

= E
Q(z|σ(p(t−1)

0 )

[
logP

(
y|r
)
+ log

(
σ (p0)

)]
,

+
(
1− E

Q(z|σ(p(t−1)
0 )

) [
logP

(
y|u

)
+ log

(
1− σ (p0)

)]
.

In the M-step, the estimated hyperparameter p0 is obtained by

p0 = − log

(
1

E [z]
− 1

)
,

182



Appendix D: Appendix for Chapter 5

which keeps the same analytical expression as in (D.7), and m′ also denotes the

indices in E[z] > 0.5 where the elements {zm}Mm=1 take the value “1” with probability

greater than 50%.
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