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“Every time we witness an injustice and do not act, we train our character to be passive 

in its presence and thereby eventually lose all ability to defend ourselves and those we 

love. In a modern economy it is impossible to seal oneself off from injustice.” 

- Julian Assange 
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ABSTRACT 

 

This thesis investigates the process and the challenges of developing a parallel 

implementation of an adversarial search algorithm that can be deployed on shared 

memory architectures, such as big multi-core servers. The primary intention is to 

produce faster algorithmic performance of adversarial search through parallelism; for 

instance, a search within a (two-player) game tree, identifying the best move from the 

current player’s perspective. 

This thesis describes a three segment process for improving AI performance through 

parallelism. The first phase involves selecting an AI approach to simulate decision-

making in a virtual game world. The second phase covers the selection of a parallel 

programming technique of parallel invoking to enhance performance of the AI approach 

that executes sequentially. The final phase defines the performance evaluation approach 

that outlines the criteria in order to evaluate the performance of the AI algorithm. The 

two evaluative parameters concerned in gauging the level of performance are the speed 

of the search result and the quality of the search result. 

Our methodology is utilised to develop parallel variants of a base sequential Minimax 

with Alpha-Beta Pruning algorithm. Three different games are implemented as 

instances of this general parallel Minimax algorithm and evaluated on their level of 

performance using a state-of-the-art multi-core server (64 cores). The three games 

included are TicTacToe (on an extended 7x7 board), Treblecross (on an extended 60x1 

board) and GoMoku (on a reduced 11x11 board). 

These parallel variants achieve a modest absolute speed-up over the sequential base on 

the three test case games. The best absolute speed-up gain achieved on each test case 

game was 8 for TicTacToe, 11 for Treblecross, and 11 for GoMoku. GoMoku generates 

the most reliable and consistent absolute speed-up increases across the entire core usage 

and set of board configurations.  

Despite the modest gains, the absolute speed-up achieved is significantly below the 

linear speed-up threshold in all test case games and board configurations. This can be 

equated to increased memory consumption and increased memory residency for 

programs that use many threads. In addition to this, memory overhead due to copying 

operations to enable parallelism on top of the core Minimax algorithm is also a 

contributing factor. 
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1 INTRODUCTION 

1.1 Overview 

 
This thesis investigates the process of implementing parallelism with the Minimax with 

Alpha-Beta Pruning algorithm as a means of enhancing performance.  

1.2 Motivation  

This work has focused on implementing parallel variants of the Minimax with Alpha-Beta 

Pruning algorithm within the context of cell-based games, with two key principles in mind: 1) 

achieving the best result (subject to the depth level of the search), and 2) reducing runtime  

and gain speed-up by a significant degree over the base sequential version. 

 

Long-term use for the work would involve in integration of the Jomini Engine (Loidl et al., 

2016), a Massively Multiplayer Online Role Playing Game (MMORPG) with further parallel 

implementations of more complex adversarial search concepts building on the previous 

Minimax work. This would improve user engagement and provide a more challenging AI. 

The primary intention of increasing performance is to enhance player engagement and 

enjoyment. The focus on implementing a more complex adversarial problem would be 

pointed towards the Monte Carlo Tree Search (MCTS). These implementations would be 

modular so it can be embedded in multiple alternative game scenarios. 

The utilisation of parallelism will increase the number of computations in less time than the 

sequential base. Parallelism allows for computations to be executed simultaneously. Thus, the 

main objective of adopting parallelism is to make performance of the search faster while 

instantaneously improving the quality of the result as attributed by the scoring system and 

search depth level.  
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The initial quantitative evaluation focused on performance improvement evaluative 

parameters such as: 

• The speed of the result (absolute speed-up gains over the base sequential variant) 

• The quality of the result (attributed by the scoring system for potential moves and 

depth level)  

• The modularity and generality of the parallelised result (how low is the degree of 

modification required to embed the general search implementation into multiple game 

context scenarios). 

 

The base motivation to use parallelism in adversarial search is to improve behaviour and 

performance of AI decision-making with the primary intention of producing a faster search 

response. 

1.3 Context 

In the first half of 2019, gamers in the United Kingdom spent £1.6 Billion pounds on video 

games (Batchelor, 2020). The gaming consumer expects to part with their financial 

investment to engage with an AI opponent that demonstrates realistic behaviour: a 

competitive intellectual challenge within a reasonable period while providing the player with 

some sense of engagement and enjoyment. 

In 2017, a Google developed AI called ‘DeepMind AlphaGo’ achieved the feat of beating the 

world number one player of Go. AlphaGo used an amalgamation of tree search and machine 

learning techniques which was adjoined with in-depth training in its strategic approach 

(Holcomb et al., 2018). This was a significant step in the advancement of AI search as Go 

has a much larger search space with more complex move decisions to be considered.  

Despite AlphaGo’s achievement, Prof Noel Sharkey expressed it is still a far cry from 

forming general intelligence (BBC, 2017). In respect of the complexity of today’s games, an 

AI must work through a vast amount of search space. Yet, it remains a significant 

technological challenge to implement an AI that provides a realistic real-time behavioural 

response within a timely fashion. 

In adversarial search within a zero-sum game, we plan to anticipate the game world in order 

maximise our chances of succeeding and limit the chance of others to prosper. 

Combinatorial explosion is the rapid evolution of the complexity of a problem due to how the 

finite state of the problem is manipulated by the input, constraints, and bounds of the 

problem. The attribute of this combinatorial explosion is an ever-growing search space that 

creates major overhead in reducing runtime and increasing absolute speed-up.  

The methods used to trim the search space in an adversarial search is limited to what it can 

achieve in gaining upon absolute speed-up. This is the primary intention of adopting 

parallelism in adversarial search to expand speed-up upon the sequential base where all of the 

sequential methods to improve speed-up has been exhausted. 
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1.4 Contribution 
 

The main contribution of this thesis to formulate parallel approaches of novel search 

algorithms to enhance the performance of the original sequential algorithm. 

 

This thesis describes a three segment process for improving AI performance through 

parallelism. The first phase involves selecting an AI approach to simulate decision-making in 

a virtual game world. The second phase covers the selection of a parallel programming 

technique of parallel invoking to enhance performance of the AI approach that executes 

sequentially. The final phase defines the performance evaluation approach that defines the 

criteria in order to evaluate the performance of AI algorithm. The two evaluative parameters 

concerned in gauging the level of performance are the speed of the search result and the 

quality of the search result. 

 

The contributions of this work are as follows: 

  

Contribution #1: Developing parallel implementations of the Minimax with Alpha-Beta 

Pruning algorithm as a means of reducing runtime and gaining absolute speed-up. 

 

The main contribution that this research provides is the performance improvement of 

decision-making capabilities of AI search algorithms through parallel implementation. The 

evaluative parameters utilised to analyse such performance improvement focused on: 

1) The speed of the result returned by the search algorithm (absolute speed-up gains over 

the base sequential variant) 

2) The quality of the result returned by the search algorithm (attributed by the scoring 

system for potential moves and depth level)  

Contribution #2:   The search implementation is generic and modular to cell-based board 

game contexts.  

In terms of the discussion of this contribution: 

Our definition of generality - the search implementation is generic in the sense that it can 

be applied to any game scenario that adopts a cell-based gameplay grid or board. 

Our definition of modularity - the search algorithm implementation can be embedded into 

wider game implementations with little or no modification to the algorithm required.  

Our characterisation of generality does not include the concept of independence from 

programmatic restrictions. The sequential algorithm is written in C# and makes use of Task 

Parallel Library (TPL) to create the parallelism within the parallel algorithm variant. The 

algorithm is general to cell-based games; however, the game must be written in C# for the 

algorithm to be applied and to be operational. 

To that end, our classification of modularity does not include the notion of independence 

from programmatic restrictions. The search implementation is modular in the sense it can be 
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embedded within cell-based board games with little or no modification required. However, 

these games must be written in C# like the search implementation to allow the algorithm to 

be operative. The search implementation is not modular in the sense that it can be embedded 

with games that are implemented in alternate programming languages such as C. 

However, C# is a sequential host language that sits on the .NET framework where multiple 

sequential host languages sit, such as F# and Visual Basic. As such, there is some modularity 

of the search implementation with sequential host languages on the .NET framework as they 

share a degree of compatibility with each other. 

1.5 Software Architecture 

A software architecture specification selection is an important aspect for determining the 

degree of success that a project can achieve. The software architectural paradigm adopted to 

develop the search implementation variants is presented below in subsections 1.5.1 to 1.5.3. 

The description of the software architectural approach covers language, platform and AI 

concept constraints. 

1.5.1 Language selection and constraints 

The selected language used to implement the algorithm was C#. C# is a programming 

language that is object-oriented and component-oriented. The principle aim of this work was 

generating a high degree of parallelism with minimal code effort. C# was primarily selected 

as it is a managed language that performs automated memory and garbage collection. This is 

in comparison to a low-level unmanaged language, such as C, where specific memory 

location allocations are performed, and no garbage collection is performed. Moreover, C 

embodies procedural programming, whereas C# supports object-oriented programming that 

has more clearly defined programmatic principles and concepts. This aids in supporting the 

aims of this thesis: generating efficient parallelism with minimal code effort. 

Automated memory management enables us to reduce the computational overhead presented 

to the algorithm, as in C# memory management is performed externally from the code 

execution. C# sits on the Microsoft .NET Framework. In C# and other .NET sequential host 

languages, program execution and automated memory management is conducted by .NET’s 

virtual machine component, Common Language Runtime (CLR). As a result, the search 

algorithm being coded in C# removes the overhead of performing memory management and 

instead allows it to focus on useful computational search work and efficient parallelism. This 

coincidentally supports the thesis’s aim of generating efficient parallelism with minimal code 

effort. 

1.5.2 Platform selection and constraints 

C# is a sequential host language introduced to the .NET framework in 2000, where other 

sequential host languages also currently sit such as Visual Basic and F#. The Microsoft .NET 

Framework runs primarily on Microsoft Windows systems. The framework has evolved 

significantly from the initial release of 2.0 in 2005 to become a more efficient and productive 



PARALLEL ADVERSARIAL SEARCH TO ENHANCE DECISION-MAKING IN GAMES 

                                                        Lewis Sharpe – September 2021                                                      22 

 

environment to enable software development execution. Version 2.0 provided a basic 

skeleton software framework to handle and manage program execution of most applications 

created for the Microsoft Windows platform. 

Task Parallel Library (TPL), used to facilitate parallelism within the search implementation, 

was introduced to the .NET Framework in 2010 in Version 4.0, alongside the Parallel LINQ 

component. TPL is a parallel extension library available for use by the sequential host 

languages on the .NET Framework. TPL embodies the shared-memory parallelism paradigm. 

TPL supports two kinds of parallelism which are 1) task parallelism and 2) data parallelism. 

Data parallelism can be conducted using TPL by the embodied ‘Parallel.For’ or 

‘ParallelForEach’ constructs. Task parallelism is performed in TPL using the 

‘Parallel.Invoke’ construct (see subsection 2.3.5.1 for more information).  

The ‘Parallel.Invoke’ method offers the simplicity of creating a set number of tasks (threads) 

that are created and executed in parallel simultaneously. There is no requirement for 

complicated threading code and no direct reference to individual threads. This is in sharp 

contrast to complex heterogeneous parallel programming frameworks like OpenCL where 

direct referencing to individual threads is obligatory. OpenCL can be used within a range of 

programming languages and multiple operating systems, while TPL is restricted to the .NET 

Framework infrastructure platform. TPL removes the overhead of referencing and calling 

individual threads, which supports the thesis’s main aim to create efficient parallelism with 

minimal code effort. OpenCL is very complex to work with and requires considerable 

thought to get over initial technical overheads. For instance, OpenCL will always possess 

additional overhead in compiling the kernel at runtime (Mistry et al., 2011), which TPL is not 

burdened with. Yet OpenCL brings a greater level of performance in the long run. OpenCL 

can also be ported and applied to more complex hardware platforms such as GPUs that bring 

greater processing power, whereas OpenMP can only be applied to CPUs with lesser 

processing power.  

C# and the Microsoft .NET framework adopted for the search implementation can be regared 

as a double-edged sword. Both have cross-platform design and have compatibility with 

external development tools. .NET has a degree of compatibility with the cross-platform 

mobile development software Xamarin that allows developers to create cross-platform 

mobile apps using .NET sequential host languages such as C# and F# (Bandt, 2019). These 

mobile applications can then be deployed on multiple mobile operating systems platforms 

including iOS and Android. To that end, flexible deployment options of .NET applications is 

an important asset of the .NET Framework. The .NET Framework is also compatible with the 

Unity game engine which also runs on the .NET Framework. This allows for C# code to 

make use of high-quality visual gaming interfaces which the Unity game engine provides. 

Despite this, the .NET Framework does possess its downsides. For instance, when using a 

sequential host language on the .NET Framework, you are locked and tied to the capabilities 

and limitations of the .NET Framework, and also require the .NET Framework to execute the 

subsequent code. Contrast this to C, which can execute on cross-platform environments. C 

also lends to greater performance, whereas with C# and .NET there is a gap between release 

and stability. 
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1.5.3 AI method selection and constraints 

The use of adversarial search techniques was implemented as our AI method to simulate 

decision-making capabilities within an AI opponent . More specifically, the well-known 

algorithm in Computer Science and AI, Minimax with Alpha-Beta Pruning, was utilised. 

Adversarial search was chosen as this is the primary approach to searching for the best 

solution in extensively-sized game trees. Yet there are numerous alternative approaches that 

can present benefits over the selected method. A detailed discussion into alternative AI 

approaches that can be used to simulate decision-making within an artificially intelligent 

agent, and the advantages and disadvantages of each, is included in subsection 2.1.2.  

1.6 Evaluation 

This research will be evaluated on quantitative means in terms of measuring total runtime 

and calculating absolute speed-up as the means to explain system behaviour and to present 

inclusive system evaluation.  

The three test game cases used as mechanisms to test the performance of our algorithm were 

TicTacToe, Treblecross and GoMoku on extended board configurations. 

The quantitative parameters that will be used to explain the behaviour of the algorithm across 

core usage will include the following: 

Contribution #1: Developing parallel implementations of the Minimax with Alpha-Beta 

Pruning algorithm as a means improving speed-up and result of the search. 

Bottom line parameters: 

• Total run-time (including absolute speed-up), 

Supportive data parameters for analysing the behaviour of the algorithm: 

• Total memory consumption, 

• Total garbage collection consumption, 

• Total thread idle time, 

• Level of parallel thread distribution, 

• Total node count, 

• The effect of thread cancellation on increasing speed-up, and; 

• The positive effect of pruning the search tree versus non-pruning in increasing 

speed-up. 

Contribution #2: The search implementation is generic and modular to grid and/or board-

based structured game contexts.  

The two main aspects of this contribution are generality and modularity of the search 

implementation, as defined in subsection 1.4. 

How this is evaluated: 

Generality – The process of evaluating the concept of generality within the search 

implementation (as per the definition specified in subsection 1.4) will be performed 
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by a consistency comparison of speed-up enhancement through parallelism over the 

sequential base across the three test game cases.  

 

The baseline for speed-up enhancement measurements: 

The baseline for speed-up measurements is the measured runtime of the sequential 

version running on 1 core for each test game case on a set number of board 

configurations. The algorithm was run on a range of 1-64 cores for each test game 

case and board configuration. The absolute speed-up enhancements diagrams for each 

test game are presented in subsection 4.4.1.  

 

What is a speed-up enhancement value? 

A speed-up enhancement value is the measure of how many times faster the algorithm 

is in terms of runtime when running on ‘x’ cores over the runtime of the sequential 

baseline running on 1 core. 

 

The purpose of a consistency speed-up comparison in evaluating the claim of 

generality: 

The consistency comparison of speed-up enhancement value for each test game case 

is relevant as if the search implementation is generic to board-based game contexts, it 

should gain similar speed-up enhancements between each test game case. The speed-

up gains for each core number utilisation should be relatively consistent between each 

test game case. One test game case should not be experiencing a significantly higher 

increase in speed-up enhancement for the same core configuration. If it is the case that 

one game experiences a significantly higher degree of speed-up enhancement on the 

same core utilisation, this would seriously undermine the argument that search 

implementation is generic to board-based game contexts without a valid explanation. 

 

How a speed-up enhancement consistency comparison will be conducted between the 

three test game cases: 

A speed-up consistency comparison will take place for a fixed set of core numbers 

across the three test game cases. The enhancement values will be presented, analysed 

and compared for the following number of cores for each test case: 1, 2, 4, 8, 16, 32, 

48 and 64. Two of the six sample boards used in the measurements will be sampled to 

perform the speed-up enhancement consistency comparison. Table 1 presents a 

sample table structure that will be used to record the relevant speed-up values for each 

test game case to perform the consistency comparison. 
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Criteria 

Item 

Recorded 

value  

Board No.   

Counter 

No. 
  

TicTacToe   

Treblecross   

GoMoku   

Concern 

Level 

(between 

what 

games) 

  

Table 1: Table structure sample for use of recording speed-up values for each test 

game for the principle of conducting a consistency comparison 

 

A criteria index table is presented in Table 2 that will be used to assess and quantify 

the level of consistency of speed-up enhancement between the three test game cases 

on the same core configuration setup. A greater difference in speed-up between test 

game cases on the same core configuration harms the argument of generality of the 

search implementation. 

 

Percentage of speed-up 

enhancement difference 

between two test game 

cases 

Impact on evidence 

of the argument 

generality  

0-47% No concern 

47-60% Slight concern 

61-74% Significant concern 

75+ Major concern 

Table 2: Criteria index table used to quantify the level of consistency of speed-up 

enhancement between the three test game cases on the same core configuration setup 

 

Table 2 specifies a criteria index that sets out the concern levels for the range of 

percentage differences in speed-up enhancement values between the two test game 

cases on the same core configuration setup. If the percentage difference between 

speed-up enhancement values on the same core configuration setup is less than or 
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equal to 47% on two test game cases, it is identified as being of no concern to the 

argument of generality of the search implementation (as exemplified in Table 2).  

 

Table 2 also marks concern levels ranging from slight to major for a range of 

alternative percentage differences in speed-up enhancement values between two test 

game cases. If a percentage difference between two test game cases lies within these 

concern levels, then a relevant explanation is required for what may have caused this. 

If there is not a valid explanation, this harms the argument that the search 

implementation is a generic approach to board-based game contexts. 

            Modularity 

The process of evaluating the concept of modularity within the search implementation 

(as per the definition specified in subsection 1.4) will take the form of a critical 

analysis and discussion of the specific game functions within the algorithm that need 

to be modified, in order for them to be embedded in an alternative board game 

scenario. A declaration of to what extent of code effort is required to modify the 

algorithm to operate alternative board scenarios will also be presented 

 

The argument that search implementation is modular is grounded in the sense that it 

can be embedded in alternative board game scenarios with a minimal degree of 

code effort required. The critical analysis will define clearly the game elements of 

the search implementation that need to be modified to be embedded effectively within 

alternative game scenario contexts. A grading system (see Table 3) will be used to 

classify how significant the degree of code changes is required. Significant 

reconstruction of programmatic constructs seriously harms the argument for 

modularity of the search implementation.  

 

Grading 

no. Degree of code reconstruction required 

1 No or minor code reconstruction required 

2 Slight code reconstruction required 

3 Significant code reconstruction required 

4 Major code reconstruction  required 

Table 3: Grading system index used to classify how significant the degree of code 

changes is required. 

 

The search implementation will NOT be evaluated against the traditional technical 

definition of modularity. For instance, the implementation is coded in C# and can 

only be embedded operationally in alternative game scenarios that are also coded in 

C#. The critical analysis will suggest future avenues to improve modularity of the 

search implementation further towards board-based game contexts.  
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1.7 Dissertation Outline 

Chapter 2 presents an overview of various approaches from the wide field of Artificial 

Intelligence for automated decision-making in a game’s context. In addition, an array of 

parallel computer architectures and parallel processing frameworks are presented. 

Chapter 3 offers a detailed description of the proposed AI methodology of adversarial search 

to find the best move in a game search space. An extensive description of the parallelism 

approach is offered to enhance the speed-up of the above search for the best move.   

Chapter 4 describes the Minimax with Alpha-Beta Pruning algorithm and its sequential 

implementation and performance tuning. To achieve a good parallel implementation, it is 

essential to build upon a good sequential variant. 

Chapter 5 defines the parallel implementation variant of the Minimax with Alpha-Beta 

Pruning algorithm that allows for a variable number of threads that is equal to  the number of 

processor cores available to the algorithm. The primary intention is to exhibit the maximum 

parallelism possible from the program.  

Chapter 6 describes the measurement of the different parallel versions of the Minimax with 

Alpha-Beta Pruning algorithm against the initial sequential version on 1 to 64 cores. The 

algorithmic variants are executed on the AMD Opteron™ Processor 6380 architecture using 

the Mono runtime system provided with the .NET C# framework. 

Chapter 7 comprises of a digest of the achievements and limitations presented within the 

thesis. It evaluates the importance of development methodology and the environment 

technologies utilised. 

Chapter 8 presents a list of appendices containing code samples from the codebase and offers 

a bibliography of references for this thesis.  

1.8 Publications 

The following publication has been produced as a by-product of the research presented in this 

thesis: 

“Lewis Sharpe and Hans-Wolfgang Loidl, A shared-memory parallel implementation of the 

Minimax algorithm, PDPTA’21 – The 27th International Conference on Parallel and 

Distributed Processing Techniques and Applications, tbc, tbc-tbc (2021)” 

The publication has been accepted into the 27th International Conference on Parallel and 

Distributed Processing Techniques and Applications which will be presented in July 2021. 

All accepted papers will be published by Springer Nature in the book series ‘Transactions on 

Computational Science & Computational Intelligence’. 

1.9 Codebase and Dataset availability 

The codebase for the algorithmic work embedded within each test game case scenario can be 

found within the following GitHub repositories: 
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• TicTacToe- https://github.com/LewisSharpe/tictactoe-Minimax_with_AB.  

• Treblecross - https://github.com/LewisSharpe/treblecross-Minimax_with_AB.  

• GoMoku - https://github.com/LewisSharpe/GoMoku-Minimax_with_AB. 

The full datasets for each test game case used within this thesis can found at:  

1) Full thesis dataset - http://www.macs.hw.ac.uk/~ls68/thesis-dataset.php. 

https://github.com/LewisSharpe/tictactoe-Minimax_with_AB
https://github.com/LewisSharpe/treblecross-Minimax_with_AB
https://github.com/LewisSharpe/gomoku-Minimax_with_AB
http://www.macs.hw.ac.uk/~ls68/thesis-dataset.php
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2 BACKGROUND 

This chapter describes the theoretical aspects of decision-making and the technical 

approaches in Artificial Intelligence that are used to simulate this. Various contextual 

backgrounds are given that either pose a game scenario that is driven deterministic or by 

chance, and/or holds a complete or incomplete level of information about the current and 

future state of play.   

The chapter continues by introducing the concept of parallel programming, what it entails, 

and how it can be applied to improving performance of decision-making in AI. A description 

of alternative parallel programming frameworks and libraries and the advantages of each 

individual case are presented. 

2.1 Decision-making in AI 

This section depicts the theoretical facets of the process of decision-making in a wider sense, 

and the computational approaches that could be utilised to simulate decision-making in an AI 

system. 

2.1.1 Aspects of conventional decision-making in AI 

Decision is associated with reasoning (Legrenzi, Girotti and Johnson-Laird, 1993). Humans 

must reason before making any decision (Newell, 1993), and, as such, it is appropriate to 

analyse the connection between AI and decision making. (Jarrahi, 2018). There are two 

important facets which are vital in AI decision-making which include: 1) diagnosis and 2) 

look ahead. (Pomerol, 1997) 

Diagnosis involves analysis of the current state of play. AI techniques that deal with the 

concept of diagnosis include case-based reasoning, fuzzy logic, rough set theories and expert 

systems (Pomerol, 1997). These methods may produce some degree of categorisation of the 

diagnosis (Shah, Roy and Tiwari, 2006).  
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Look ahead is one key component of AI decision-making (Geng, Gupta and Xie, 2018). 

Unlike diagnosis, look-ahead reasoning is divided into two main components: uncertainty and 

preferences (Pomerol, 1997). To that end, the AI agent can express bias. Context of the 

decision-making situation can influence an AI agent’s output (Brézillon et al., 2004).  There 

has been an unfounded gap between decision theory and pragmatism (Brézillon, 2001).  

The use of contextual graphs has enhanced the reasoning in AI agents’ decision-making 

(Brézillon, Pasquier and Pomeral 2002). Operational knowledge representation has also been 

utilised to improve the productivity of practical decision-making (Pomeral, Brézillon and 

Pasquier, 2002). To improve upon the realism of decisions conducted by an AI agent, the AI 

agent must understand human decision making. This is a noticeable leap towards developing 

an efficient means of intelligent AI decision suppor (Pomeral and Adam, 2008). 

2.1.2 Technical approaches to improve AI decision making 

This subsection provides an overview of the technical approaches that are available in the 

current computational age in order to simulate decision-making in an AI game opponent with 

regards to looking ahead of the current state of play in order to produce a better result. 

2.1.2.1 Adversarial search (Zero sum games) 

Adversarial search is a method applied within a game context is where Player A will plan to 

maximise their chances to win while Player B will actively play to prevent this and push the 

most positive outcome for their state. An opponent will change the state of any other given 

player through their actions, thus influencing the choices the player has when planning for 

subsequent moves. This makes the state of play presented to the player unpredictable and 

hostile, as the avenues to victory diminish (Stansescu, Barriga and Buro, 2014). 

There are an assortment of application domains that adversarial search can be embedded 

within which include combinatoral optimisation, combinatoral games, constraint satisfaction 

and optimising industrial processes.  

There are a range of sub-domains of adversarial search algorithms that can be utilised. There 

are combinatorial search approaches such as Monte-Carlo Tree Search (MCTS), Minimax, 

Alpha-Beta Pruning and A*. There are heuristic search technqiues available including 

backtracking, and branch and bound. There are exhaustive heurisitc techniques which include  

Brute-Force, Depth-First and Breadth-First. There are graph traversal algorithms that search 

along a graph space which include Dikjstra’s algorithm and Kruskal’s algorithm. 

Typical combinatorial search optimisation problems are well-aligned problem areas for the 

application of adversarial search solutions. In this day and age when online delivery is at its 

most prominent, vehicle routing optimisation is more required than ever before for the 

efficiency of the delivery process and to reduce carbon emissions. There has been a variety of 

approaches to improve bulk delivery efficiency including parallel branch and cut of the 

search space (Ralphs, 2003).  

There are alternative methods, including Monte Carlo Tree Search (MCTS) and tree search, 

which was used to solve alternative optimisation problems including the knapsack problem 



PARALLEL ADVERSARIAL SEARCH TO ENHANCE DECISION-MAKING IN GAMES 

                                                        Lewis Sharpe – September 2021                                                      31 

 

(Hifi and Mhalia, 2010) and the travelling salesman problem (TSP) (Perez, Rohlfshagen and 

Lucas, 2012) respectively.  

The MCTS algorithm is a search tree which node-by-node is built in accordance to the 

outcomes of the conducted simulated playouts. The process of MCTS is exemplified in 

Figure 1. The order of traditional execution of an MCTS algorithm is portrayed in the 

following four iterative phases:  

1. The selection of good performing child nodes which represent states that lead to a 

better outcome for the player (i.e. a win). 

2. If no winning result is found, one or more child nodes are selected for consideration. 

3. The execution of a simulated playout from each child node up until a winning result is 

found. 

4. The current move sequence is updated with the simulation result. 

 

Figure 1: Four phases of the MCTS algorithm (Chaslot et al., 2008) 

2.1.1.1 Adversarial search algorithms are commonly used within combinatorial game theory. 

There have been numerous approaches specifically with applying adversarial search within 

board games. As aforementioned in Figure 1, MCTS has been widely utilised in AI search 

(Gelly et al., 2012) and was used within the AI system that successfully played and won 

against the world champion in Go (Holcomb et al., 2018). A* search has been used within 

Chinese Chess to simulate an AI opponent’s behaviour adopting its best-first paradigm (Su et 

al., 2011). Minimax is a decision rule used to minimise the worst-case potential and 

maximise the best-case potential. Minimax has been utilised mainly in smaller games such as 

TicTacToe (Elnaggar et al., 2014) and parallel attempts of a Minimax search has been 

developed to extract the highest potential performance possible within the search (Borovska 

and Lazarova, 2007) 

 

Figure 2 shows the basic construction of a game tree in Minimax algorithm within the game 

of TicTacToe (Elnaggar et al., 2014). The root of tree is the starting state of the game. The 

end leaves produce an end result where there are no more positions available on the board or 

a winning move has been found. The player’s turn inverses after each level within the tree 

space. 
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Figure 2: Game tree for TicTacToe game using Minimax algorithm (Elnaggar et al., 2014) 

 

Searching full game trees as presented in Figure 2 can be computationally expensive. Alpha-

Beta Pruning is used to prune branches of the game tree that produce less than fruitful 

positions. Figure 3 demonstrates the application of Alpha-Beta Pruning within a two-player 

game. Alpha-Beta Pruning is commonly used with search optimisation problems that search 

game board or grid search space; such games would include Connect 4. Alpha-Beta Pruning 

looks to discount nodes lower down in branches that produce lower scores within the game 

than nodes on higher levels of the tree. The application of pruning to these branches removes 

a conceivable volume of computational overhead (Nasa et al., 2018). 
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Figure 3: Demonstration of the process of Alpha-Beta Pruning in a two-player game (Korf, 

1991) 

 

Adversarial search can be applied to real-world and theoretical constraint satisfaction 

problems. Adversarial search has to be applied to solve timetabling scheduling problems 

within an educational establishment (Saviniec, Santos and Costa, 2018). Adversarial search 

can find available time-periods mediums to schedule a large volume of classes that avoid 

overlying of classes. Adversarial search has been used to sift through the traditional map 

colouring problem to produce the best result possible within the shortest amount of time 

(Zhao et al., 2012). 

 

Optimising an industrial process is another domain where adversarial search is applicable. 

Adversarial search can be utilised within inventory management such as producing calculated 

decisions on which redundant stock to cut in order to reduce the potential financial loss. 

Inventory Management heuristic search cutting stock (Onaindia et al., 1998), Adversarial 

search approaches such as MCTS have been used to optimise manufacturing for ultimate 

efficacy (Chaslot, De Jong and Salto, 2008). 

2.1.1.2 Decision Trees 

 

A decision tree displays a tree structured model which contain nodes of potential decisions 

along their possible consequences represented as branches/edges of tree. These consequences 

can include chance-driven outcomes and/or resource-based charges. Decision trees present a 

mechanism to display adequately algorithms which only presents control statements that are 

conditional. 

 

Decision trees can be applied to a wide array of application domains including business 

(Gepp, Kumar and Bhattacharya, 2010), education (Kabra and Bickhar, 2011), analysis 
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(Hespos and Strassmann, 1965) and video games (Cobb, Basuchoudhary and Hartman, 2011). 

 

Figure 4 presents a depiction of a set of decision trees for a general two-type signalling game. 

A decision tree has logic gates for actions that produce more than one possible subsequent 

action.  

 

Figure 4: Decision trees for the general two-type signalling game (Cobb, Basuchoudhary and 

Hartman, 2011) 
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2.1.1.3 Neural Networks 

 

Neural networks are AI systems that develop relationships between entities, which is inspired 

of biological systems. In a more practical sense, neural networks are utilised as decision-

making or statistical data modelling tools 

 

Neural networks are used frequently to envisage intelligent decision-making within game AI 

opponents (Loffelholz, Bednar and Bauer, 2009). Moreover, neural networks are used to 

simulate decision-making in an AI agent in an assortment of application domains within the 

business world, including sales forecasting (Thiesing and Vornberger, 1997), risk 

management (Pacelli and Azzollini, 2011) and data validation (Verpoort, MacDonald and 

Conduit, 2018). 

 

A neural network consists of three layers that interact with each other to gather and process 

data and produce an output (Giap, Son and Chiclana, 2018). Figure 5 demonstrates the 

construction of layers within a typical neural network system. The input later receives the 

initial data fed into the neural network. An intermediary layer, also called a hidden layer, 

embodies the part of the data flow within the network where all the computations are 

performed on the input data. The output layer presents the result produced by the network’s 

computations (performed in the hidden layer) for the given input. 

 
Figure 5: Traditional structure of a Neural Network (Stewart, 2019) 

 

Neural networks must adapt and change their behaviour based on learning and improvement. 

A neural network has to be trained to improve the behaviour of the output generated. There 

are two forms of training that can be utilised (Donalek, 2011): 
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1) Supervised training – Inputs and desired outputs are presented to the network. The 

neural network will compare its result with the desired outputs and learn from its 

mistakes. 

2) Unsupervised or adaptive training – Inputs are provided to network, however, the 

desired outputs are not. The network then must decide what features it will utilise to 

group the input data, often known as self-organisation or adaption. 

 

Neural networks perform best when they are presented with complete information. As such, 

they are well aligned to operate on large deterministic games with perfect information which 

include games such as Go. Figure 6 presents a reinforcement-learning cycle for a Go AI 

(Pumperla and Ferguson, 2019) where a neural network will perform an iterative cycle of 

collecting experience, evaluating the success of that experience, and conducting the 

retraining appropriate for continued improvement.

 

Figure 6: Reinforcement-learning cycle for Go AI (Pumperla and Ferguson, 2019) 

2.1.1.4 Evolutionary Algorithms 

An evolutionary algorithm (EA) is an optimisation algorithm which mimics the biological 

mechanisms of evolutionary processes to find an optimal design within specific 

constrictions.  

An EA can used in optimisation problems in a variety of application domains including 

traffic signal timing optimisation (Ceylan and Bell, 2004), rehabilitation robotics 
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optimisation (Andrade et al., 2016), game AI optimisation (Nallaperuma et al., 2014), vehicle 

routing optimisation within time windows (Urquhart, Hart and Scott, 2010) and food 

treatment processes (Ferrández et al., 2020). 

A traditional EA usually consists of four phases that mirror the process of natural selection, 

which include the following:  

1) initialisation of a population, 

2) selection of a population, 

3) application of genetic operators on the population in attempt to improve the quality of 

the population, and, 

4) termination of the population 

Figure 7 shows the structure of an extended multi-population evolutionary algorithm. As 

observed from Figure 7, the first stage of EA is to initialise and generate a population and 

start the evaluation of the individual solutions within that population. The second phase is the 

selection of the solution in accordance to the fitness function. The penultimate stage consists 

of genetic operators that diversify various solutions with the population, with the aim of 

improving the performance of these solutions. The genetic operators include mutation and 

crossover. The final phase is termination where the algorithm execution is stopped if one of 

the best individual solution(s) within the population is found and selected. 
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Figure 7: Structure of an extended multi-population evolutionary algorithm (Geatbx.com, 

2014) 

2.2 Categories of Games in AI 

Gaming scenarios can be either deterministic or based on chance, and the choice of this 

scenario helps to drive the strategy that the AI adopts. The level of information available in 

the current state of gameplay also limits the strategic avenues the AI can adopt.  

Figure 8 shows a classification of various board games in order of two key characteristics 

which include: 

                1) The type of scenario that the game adopts (deterministic or chance), and; 

                2) the degree of information available in the game (full or partial).  

 

 
Figure 8: Classification of game state and degree of information within board games 
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2.2.1 Search within Deterministic v. Chance Board Game Environments 

A deterministic game environment is a game environment in which no randomness is 

involved in generating future states of game environment.  

Conversely, a chance-driven game environment involves a segment with the game 

environment that is entirely random, and which drives change in future of the game. This 

could include some action as routine as a dice roll in a board game. 

This random element that constantly changes the state of the game is a difficult challenge for 

any search algorithm to deal with in terms of look-ahead for the overall search. A dice roll 

creates a degree of unpredictability in the game environment in terms of looking ahead for 

future moves (Johnson, 2018).  

The search algorithm cannot forecast for the outcome of the dice roll as it is entirely random. 

This is in sharp contrast to determinism that has set of defined outcomes based upon logic 

and rules. To a large degree, these outcomes can be forecasted and predicted in advance. 

The state of the game’s environment is one element that affects the output of future states 

within the gameplay. The second element includes the degree of information that is available 

to the search algorithm about the current state of the gameplay. 

A range of board games will be categorised below based on the two state-changing elements 

discussed above. 

2.2.2 Deterministic with Perfect Information 

There are an assortment of games that are deterministic and offer full information to player 

about the state of the gameplay; this is often referred to as perfect information. Examples of 

board games within this domain include Chess (Elnaggar et al., 2014), Checkers (Plaat et al., 

2014), and Othello (Ferguson and Korf, 1988). 

No element within Chess is random, as the game follows a set order of logic and rules which 

control the flow of the gameplay. Figure 9 shows the restricted moves that each individual 

playing piece has upon itself in conjunction with the rules and logic of the game. For 

instance, the bishop can only move along diagonal axes. The state of the gameplay is 

available to the player throughout all of the iterations of the game state, presenting the player 

with a perfect information set. 

Adversarial search is a common AI decision-making technique that relies on obtaining 

perfect information about the game state for optimal performance. Games like Othello is 

ideal for adversarial search as they are deterministic in nature while presenting perfect 

information to the player about the current state of the game. Othello is a strategical 

board game for two players with separate counters, played on an 8×8 matrix board. There 

have been numerous attempts to embed adversarial techniques within Othello using 

algorithms such best-first Minimax (Korf and Chickering, 1994) and Monte Carlo Tree 

Search (MCTS) (Nijssen, 2007). 



PARALLEL ADVERSARIAL SEARCH TO ENHANCE DECISION-MAKING IN GAMES 

                                                        Lewis Sharpe – September 2021                                                      40 

 

 
Figure 9: Representation of valid moves for each of the main individual Chess pieces 

(mircic91.com, 2020) 

2.2.3 Deterministic with Imperfect Information 

There are games that are deterministic in nature, but elements of the game state are hidden 

from the player. Battleships is a primal example of this. Battleships has a set order of rules 

and logic which direct the flow of game. This is the right sort of environment for a search 

algorithm to find the best position in move space in accordance to strict rules and order of 

play. However, unlike the game in subsection 2.2.2, partial elements of the current state of 

the game are invisible to the player. The player cannot see and know the position of the 

opponent’s boats. A degree of reasoning and logic is required to try to identify the location of 

the opponent’s boats. 

The deterministic state of the game dictates constraints on the positioning of where a player 

can place a boat. Figure 10 outlines the constraints in the placement of ships on the board. 

Ships must be parallel to the x and y axis and ships must not overlap each other. 

There are some AI techniques that use more efficient algorithms for Battleships to simulate 

decision-making than other approaches (Crombez, da Fonseca and Gerard, 2020). Various 

techniques and methods in AI have been used to simulate decision-making in Battleships 

including reinforcement learning (Clementis, 2013), neural networks (Clementis, 2014) and 
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decision trees (Crombez, da Fonseca and Gerard, 2020). 

 

Figure 10: Rules of ship placement in Battleships (University of Arizona, 2020) 

2.2.4 Chance with Perfect Information 

A game environment where its state is influenced by chance involves a number of random 

elements. There are a collection of games that influenced by chance, but the information of 

the game state is entirely available to the player at any point in the gameplay. Instances of 

games in this domain include backgammon and Monopoly. 

In backgammon, there is an element of chance in the gameplay that alters the state of the 

game in the form of a dice roll (see Figure 11). Various AI approaches have been attempted 

within the game of backgammon including adversarial search (Hauk, Buro and Schaeffer, 

2004), intelligent agents (Kostias and Tagkoulis, 2018), neural networks (Tesauro, 1990) and 

genetic programming (Azaria and Sipper, 2005). 
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Figure 11: Starting position for bear-of trials in Backgammon (Pollock, Blair and Land, 

1997) 

2.2.5 Chance with Imperfect Information 

Unpredictability is difficult for a search algorithm to conceptualise and a challenge to look 

ahead in search. Scrabble (see Figure 12) is a great challenge for an AI because there are two 

unknown variables continually modifying the state of the game. These unknown two 

variables are as follows: 

 1. The continuous game state is dependent upon a dice roll (random element); 

 2. The information of the state of the game is only partially available to the player 

 (the player does not know the letters the opponent has at any point in the gameplay). 

These unknown elements do not allow a search algorithm to search the complete entire 

search space as some of the search space is unknown during various states within the 

gameplay. 

 

Intelligent agents produce the most realistic AI response to Scrabble (Lee, 2018). It remains a 

significant challenge to produce an AI that can offer a consistent competitive contest to 

human player due to unknown variables continually modifying the state of the game.  
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Figure 12: ‘A sample Scrabble game. The shaded premium squares on the board double or 

triple the value of single letter or a whole word’ (Richards and Amir, 2007) 

2.3 Parallel Programming  

Parallel programming involves programming the execution of processes that are carried out 

simultaneously over a range of processor units. There are different levels of parallelism that 

can be exhibited. There is a large range of alternate parallel computing architecture that the 

parallel programming can be exploited upon. 

2.3.1 Task Parallelism v. Data Parallelism 

Data parallelism is the process of collecting a large volume of data and dividing it among 

multiple processors to process it within the execution. Data parallelism shares the Same 

Instruction Multiple Data (SIMD) architectural paradigm (Ren et al., 2013). Comparatively, 

the Multiple Instructions Multiple Data (MIMD) architectural model is essential to realise 

task parallelism (McCaughan, 2009). Task Parallelism is the process of distributing the 

execution of processes and threads among different parallel processing nodes (Ayguadé et 

al., 2007). 

Highly efficient parallelism and concurrency can be achieved through pipelining computation 

and communication. Pipelining can be applied to wide range of computational problems 

including fast matrix computations (Jeffers and Reinders, 2015), image processing (Waltz, 

1994), and image rendering (Fang et al., 2020). 

Pipelining computational workload can be achieved through singular task parallelism 

(Navarro et al., 2009), singular data parallelism (Yang and Ha, 2009), or combined task and 

data parallelism (Subhlok and Vondran, 2000). 
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Figure 13 presents a comparison between pipelining computation in data parallelism and task 

parallelism. In data parallelism, threads are fed from the pipeline with roughly equal 

segments of data to be processed in parallel with other threads. These threads are then fed 

into the pipeline with a task or set of tasks to be processed in parallel with other threads. 

 

 

Figure 13: Pipeline computation comparison between task and data parallelism (Terrell, 

2018) 

2.3.2 Parallel Programming Development 

Parallel Programming is a different way of programming which involves alternative 

development processes and mechanisms compared to the traditional sequential development 

process. Figure 14 offers the methodological process for learning and developing parallel 

programming skills from conception to performance tuning and evaluation. The stages of 

producing a parallel implementation include the following: 

Stage 1:  Parallel Design Problem Identification; 

Stage 2: Application Performance Evaluation; 

Stage 3: Parallel Application Improvement (Muresano, Rexachs and Luque, 2010) (see 

Figure 14 for more detail). 

There are numerous strategies for constructing parallelism. The suitability of these strategic 

approaches can change over time, such as in the midst of implementation with problem-

related parallel issues detected within the application. These issues can range from 

communication patterns, cache misses, problem sizes, communications overheads, etc. There 

are three main metrics for performance evaluation for a parallel application: efficiency, 

speed-up, and scalability.  
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Figure 14: Methodological process for learning and developing parallel programming skills 

(Muresano, Rexachs and Luque, 2010) 

 

Concurrent and parallel composition and execution is drastically opposed to traditional 

sequential composition and execution. Sequential processing executes the next instruction 

only after the current instruction processing completes. In sharp contrast, concurrent 

processing is when two processes or tasks overlap in time periods of the execution. In further 

contrast, parallel processing is the process where many compositions or the execution of 

processes are conducted simultaneously. Moreover, Figure 15 presents a visual 

representation of the flow of execution in sequential, concurrent and parallel compositions. 

 

Concurrency is about a system managing loads of processes at once. Parallelism is 

performing loads of processes at once (Black, 1990). An application can be both parallel – 

and concurrent, when it processes multiple tasks concurrently in multi-core CPU 

simultaneously (Blom, 2017). 
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Figure 15: Three forms of parallel program composition (Foster, 1995) 

 

There are multiple parallel programming models which can be utilised to construct 

parallelism within an application. Figure 16 shows three main parallel programming modes 

and how processes, threads and tasks communicate with memory in the relevant architecture. 

The message passing model sends data in the form of messages from the task on one physical 

machine to a task on another physical machine. The message passing model is most notably 

used in Message Passing Interface (MPI). The Shared Memory model (most used in 

OpenMP) utilise parallel processes that share a global address space which asynchronously  

reads and writes to main memory. The Threads model also makes use of shared memory 

architecture that the individual thread reads and writes from memory. 

Figure 16: Comparison of alternative parallel programming models (Barney, 2020) 

2.3.3 Parallel Computer Architecture 

Flynn’s Taxonomy in 1996 characterised computer systems by two quantitative elements: 1) 

the number of instruction streams and 2) the number of data streams. Figure 17 shows a 

system characteristic diagram presented by Flynn’s Taxonomy that categorises system 

architecture by the two quantitative elements stated above. 
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Figure 17: System architecture specification based upon Flynn’s Taxonomy (McCaughan, 

2009)  

Single Instruction Single Data (SISD) is a model for sequential computation when the 

processor executes one instruction at a time (see Figure 20 that shows the visual 

representation of the flow of execution in an SISD architecture). Three variables can be 

modified within a coordinated SISD processor(s) execution to improve synchronised 

performance including instruction prefetch, branch resolution and issuer organisation 

(Rosocha and Lee, 1979). 

Multiple Instruction Single Data (MISD) can be an unusual model to conceptualise where 

multiple operations are conducted on a single stream of data (in sharp contrast to MISD) 

(Popov, 2017).  

Multiple Instructions Multiple Data (MIMD) is the architectural paradigm model where 

many processors execute different programs and processes. MIMD is more prominently 

utilised in distributed memory and/or shared memory parallel architecture (see Figure 18) 

where the organisation of memory is quite significant (Catthoor et al., 2013). MIMD faces 

challenges with distributed memory architecture in communication overhead with 

communication protocols such as message passing, whereas shared memory architecture 

share synchronisation and scalability drawbacks (Bull, 1999). 
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Figure 18: Memory flow diagram for MIMD on shared and distributed memory platforms 

(McCaughan, 2009) 

 

Single Instruction Multiple Data (SIMD) is ideally aligned to data parallel programs. SIMD 

conceptually owns a single processor with access to multiple memories. All Arithmetic Logic 

Units (ALUs) execute the exact same instructions. The common example of a SIMD physical 

architecture is vector machines (Van Hook et al., 1999). The process of conducting 

computations on SIMD architecture is visually represented in Figure 19. A SIMD machine 

that conducts the same operation on many data items and compatible architectures are called 

Cray Vector instructions (Vincenti et al., 2017).  

 

Figure 19: Memory flow diagram for SIMD on conceptual single processor architectures 

(McCaughan, 2009) 
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Figure 20: Flynn's taxonomy classification of computer architectures is separated into four 

classes in accordance to the number of both instruction data streams. The four classes include 

SISD, MISD, SIMD, and MIMD (Sano and Nakahara, 2018). 

Graphical Processor Units (GPUs) are not purely SIMD systems. GPU operates under a 

Single Instruction Multiple Threads (SIMT) paradigm. The instruction processing differences 

between CPUs (using SIMD) and GPUs (using SIMT) are presented in Figure 21. In SIMD, 

one instruction is aligned to multiple data item sources, while with SIMT one instruction has 

multiple threads to process it. 
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Figure 21: Comparison of instruction processing between SIMD (CPU) and SIMT (GPU) 

(Hardware Times, 2020) 

 

A GPU’s architecture differentiates quite significantly to a traditional CPU architecture. A 

common CPU consists of a set of individual processing cores. Conversely, a GPU consists of 

multiple multiprocessors (each consisting of a large set of cores) sitting on the same GPU 

motherboard (as exemplified in Figure 22). 

All GPU cores execute the same instructions synchronously but operate on alternate data (i.e. 

SIMD) (Liu, Wiranwan and Scmidt, 2013). This allows for a greater amount of data to be 

processed than is possibly using a sequentially executed CPU core in the same period. 

Furthermore, a CPU contains a larger cache, branch prediction, and much greater clock 

speed. Compare this to a GPU compute unit, which does not do branch prediction, allowing 

for greater efficiency and performance (Aciiçmez, Koç and Seifert, 2007). 
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Figure 22: A typical CPU's architecture vs. a typical GPU's architecture (Wawrzonowski et 

al., 2017) 

2.4 Parallel Programming Libraries and Frameworks 

There are a wide array of parallel processing libraries and frameworks that allow one to 

utilise parallelism on traditional sequential host languages. These libraries can be generic to 

all languages or language-specific. These libraries and frameworks can exploit parallelism in 

different ways for alternate forms of parallel architecture. 

2.4.1 Generic Parallel Frameworks and Libraries 

There are a wide array of parallel frameworks and libraries that enable parallelism on 

traditional sequential host programming languages. These parallel frameworks and libraries 

embed different types of parallelism for alternative parallel architectures.  

OpenCL is an open-source parallel framework that creates the ability to write and execute 

programs across various heterogeneous architectural platforms. OpenCL has significant 

benefits over CUDA C which is restricted to specific NVIDIA GPU architectures (Abouali et 

al., 2013). CUDA C is an architecture-specific parallel framework which execute functions 

on NVIDIA GPU architecture using many threads in parallel. The main benefit of OpenCL 

over CUDA is that the open-source framework can be utilised on various types of processor 

and is generic enough that it can support multiple heterogeneous platforms (Lee et al., 2010). 

This is possible due to the independence from the manufacturers of specific hardware 

architecture. CUDA, although substantially efficient with access to more intricate 

development tools and libraries, is restricted to deployment of GPU products built by 

NVIDIA.    

OpenCL for heterogenous platforms controls data parallelism through the kernel (Stone, 

Gohara and Shi, 2010), unlike OpenMP for shared memory architecture that controls data 

parallelism through parallel for statements and the Same Instruction Multiple Data (SIMD) 



PARALLEL ADVERSARIAL SEARCH TO ENHANCE DECISION-MAKING IN GAMES 

                                                        Lewis Sharpe – September 2021                                                      52 

 

paradigm as exemplified in Figure 23. OpenCL supports synchronisation across multiple 

processors. CUDA is not as flexible in this regard; in OpenCL any queued operation can be 

halted for any other set of queued operations. CUDA instruction streams are exceedingly 

more limited (Nukuda et al., 2008). 

Figure 23 Comparison of heterogeneous programming models (Farber, 2005) 

OpenMP and POSIX PThreads support a multi-platform shared-memory parallel architecture 

model. PThreads supports C and C++, while OpenMP is not restricted to just these two 

languages. MPI supports a message passing parallel computation, and can be implemented 

with C, C++ and Fortran.  

Although PThreads and OpenMP share the same approach of parallelising computations on 

shared-memory architecture, they both adopt entirely different multiprocessing as 

exemplified in Figure 24. 

PThreads is an API that is very low-level where when working with threads where there is a 

need for significantly refined control of thread management (Barney, 2009) through 

Thread.create, Thread.join, mutexes, etc. Conversely, OpenMP is a much higher-level 

abstraction, is portable (Losada et al., 2016) and does not limit the programmer to just using 

C for the implementation. OpenMP is much more scalable than PThreads (Cliardo et al., 

2013). OpenMP allows work-sharing constructs that divide workload between threads with 

comparative ease. 
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Figure 24: Pure parallel programming models comparison (Diaz, Munoz-Caro and Nino, 

2012) 

MPI is a parallel programming framework designed to provide parallelism on distributed 

memory machines in the form of message passing, which is a distinctive difference to how 

OpenMP communicates using shared memory (Krawezik, 2003) as demonstrated in Figure 

25. MPI can be used for a wider span of problems than OpenMP (Hoefler et al., 2013), and 

each process owns its set of local variables, providing more efficient data processing.  

 

Despite this, MPI requires more programmatic changes than other platforms in order to 

transform a sequential implementation into a parallel MPI implementation. The performance 

of an MPI implementation varies as a result of the explicit dynamic communication overhead 

among the active processing cores (Asaduzzaman et al., 2013). 

 

 

Figure 25: Communication model comparison between MPI and OpenMP 
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2.4.2 Language-specific Parallel Frameworks and Libraries 

There are native approaches for traditional host sequential languages to exhibit parallelism 

within the application. These native approaches have alternative mechanisms for extracting 

parallelism within an application.   

2.4.2.1 Task Parallel Library (TPL) (.NET) 

Section 2.5 explains Task Parallel Library (TPL) in much finer detail. TPL is used to 

generate parallelism in programming languages that function within the .NET framework 

such as C#, F# and Visual Basic. 

 

The Parallel Invoke method in C# is one of the most utilised static methods within in the 

Parallel class encapsulated in TPL. TPL itself, as well as the Parallel Invoke method, 

parallelises task operations, not the data embodied within the task (Hei et al., 2014). Figure 

26 exemplifies this process visually and how the computational work (or tasks) is distributed 

to the threads. 

 

In Invoke, the programmer defines the actions (tasks) that they want to run concurrently but 

does not require them to deliberate about the scheduling of threads to the computational 

workload (Sinnen, 2007). Thread scheduling is managed by the runtime system within .NET. 

This includes automatic scaling based on the number of cores available (Leijen, Schulte and 

Burckhardt, 2009). 

 
Figure 26: The process of parallel invoking computational workload to threads in TPL 

(Diranieh.com, 2020) 

2.4.2.2 Package ‘parallel’ (R)  

The R programming language has the ‘parallel’ package which controls executions of much 

larger chunks of computations (in comparison to TPL) in parallel (Mahdi, 2014). Crucially, 

these chunks of computation are not connected and do not need to communicate through no 

valid means. The processing runtime of these chunks are approximately the. The basic 

computational model of processing these work chunks in the ‘parallel’ package are as 

follows: 

 (a) Start n amount of ‘worker’ processes with no initialisation of work required; 

 (b) Refer any data for each task to the workers;  

 (c) Segment the current task into n amount of roughly equally-sized chunks;  
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 (d) Delivering these segmented chunks to the workers;  

 (e) Pause for all the workers to complete their own tasks and then return results of all 

 tasks; 

 (f) Reiterate steps (b–e) for any further computational tasks; 

 (h) Close all the worker processes (Tierney, Rossini and Li, 2009). 

2.4.3 Parallel and Concurrent Languages 

There are parallel and concurrent programming languages that are paradigms on how to 

implement parallelism natively. 

2.4.3.1 Universal Parallel C (UPC) 

Unified Parallel C (UPC) is a parallel programming language for single-program, multiple-

data global address space programming (El-Ghazawi and Smith, 2006). Global Address 

Space Programming is the development of scalable, fault tolerant, asynchronous parallel 

applications (Simmedinger, Rahn and Grunewald, 2015). Instead of conventional message 

passing, UPC boosts productivity of programming by encapsulating shared variables for the 

means of communication between processes (Nishtala et al., 2011). 

 

UPC consists of a few key constructs for supporting the conduction of parallel programming. 

UPC offers the upc forall work-sharing construct (El-Ghazawi and Chauvin, 2001). At run 

time, upc forall oversees the transmission of independent loop iterations to threads so that the 

iterations and the data they manipulate are assigned to the same thread (Keckler et al., 1998)   

An addition to the C programming language, UPC provides high-performance computing on 

large-scale parallel machines. UPC supports dynamic shared memory allocation through 

upc_alloc (Carlson et al., 1999). UPC provides wide scalability (Olivier and Prins, 2008), 

synchronisation (Maynard, 2012) and memory consistency control constructs (Chen, Iancu 

and Yelick, 2005). UPC contains a non-blocking barrier in order to overlay local 

computations and allow for synchronisation between threads to materialise (El-Ghazawi and 

Cantonnet, 2002).  

2.4.3.2 Synchronising Resources (SR) 

Unlike UPC, Synchronising Resources (SR) is a concurrent language with the main language 

constructs of resources and operations. Resources capture shared processes and variables. 

Operations are the primary mechanism for process interaction within an SR application 

(Allison, 1996). SR was proven to have a consistent granularity of persistence (Allison and 

Liversey, 1995). Like UPC, SR supports shared global variables and operations. 

2.5 C# and .NET 

C# and .NET are a programming language and a software framework respectively, both 

developed by Microsoft Corporation. Initially released in 2000, C# is an object-oriented 

programming language on top of the .NET framework. C# has a range of distinguishing 
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features such as the degree of portability and compatibility with other frameworks (e.g. the 

Unity game engine).  

2.5.1 What makes C# unique and efficient? 

C# has many considerable assets that make a fruitful proposition to program sophisticated 

and stable applications. There are a few superior factors of C# that creates uniqueness over 

other programming languages, which includes the following: 

• Interoperability and compatibility with popular development frameworks  

C# allows for compatibility and interoperability with other Microsoft development 

products such as Unity for interactive game development (Hocking, 2015) and 

Xamarin for cross-platform mobile development (Hermes, 2015). 

• Task Parallel Library (TPL) allows for efficient high-level control of multithreaded 

code and constructing parallelism 

TPL allows management control of all threads to be performed at a higher semantic 

level. TPL does not require individual thread invocation, unlike other parallel 

frameworks such as OpenCL (Zhang, Sinclair and Chien, 2013). 

• Language Integrated Query (LINQ) allows for an efficient standardised method for 

querying multiple data sources and has effective integration with Task Parallel 

Library (TPL) 

Language-Integrated Query in C# offers a standardised approach for manipulating 

multiple data sources (Magennis, 2010). TPL allows for the scaling of LINQ queries 

to a multicore level without significant syntax change of the LINQ query. Other than 

adding the ‘AsParallel()’ extension method call, PLINQ queries and LINQ queries 

look almost identical to the blind eye. Moreover, the learning curve from sequential 

LINQ to PLINQ is very minute (Vagata, 2015). 

• ‘async/await’ keyword 

General object-oriented programming languages usually have good support for the 

asynchronous model of development. C# extends this perception by the use of these 

two keywords: ‘async’ and ‘await’. This sets C# apart for ease-of-use, by essentially 

encapsulating the Task Parallel Library into the language.  

"Async" decorates a method that comprises at least one asynchronous call while 

"Await" adorns the call itself. Other than that, and a change to the return type, the 

method can be controlled as if it were totally synchronous. This allows for ‘thread 

sparing’. 

2.5.2 Description of how C# code is executed  

C# makes up a family of languages that are held up by the infrastructure of the .NET 

framework. To that end, C# code is processed using a certain set of procedures by the .NET 

framework to allow execution of the code in same way as F# and Visual Basic. 

Figure 27 shows how C# code is processed using the .NET framework to produce machine 

code to allow the program to be executed. C# code is first passed through the native compiler 
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to check the validity of C# code. .NET library Common Intermediate Language (CIL) 

conducts the process of compiling C# code. The compiled code is held within assemblies 

with output files being generated with either a .dll or .exe file extension. 

Once complied, the code is then passed to the .NET library Common Language Runtime 

(CLR) which has an execution engine which deals with the process of running .NET 

languages such as C#. CLR handles services such as thread management and garbage 

collection that are largely used with Task Parallel Library (TPL) when constructing execution 

of parallelism.  

 

Figure 27: Diagram of how C# code is processed and executed through the .NET framework 

(Microsoft, 2019) 

2.5.3 Evolution of .NET functionality  

The .NET framework was initially released in 2000, providing very basic services compared 

to what it offers to developers today. Figure 28 shows the vast evolution of the .NET 

framework features since 2005 onwards. In .NET 2.0, the addition of interactive visual 

software and web development aids such as WinForms and ASP.NET were introduced along 

means of rigorous compiling features embodied with the Common Language Runtime 

library. Further visual user interface (UI) adaptions were brought to the surface in .NET 3.0 

in the form of Windows Presentation Foundation (WPF). Framework for developing service-

oriented application was introduced in .NET 3.0, in the form of Windows Communication 

Foundation (WCF) (Medhi, Bora and Bezbourah, 2007) and a workflow engine to implement 

long-running processes as workflows in .NET applications (Windows Workflow Foundation 

(WWF)) (Paventhan et al., 2006). 
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.NET 3.5 onwards marked significant developments that underlined the success of the .NET 

framework in its current form today. .NET 3.5 made significant advances in data 

management within the .NET application.  

3.5 introduced Language Integrated Query (LINQ) which offers a standardised method of 

querying multiple data sources in a .NET C# application.  

NET 4.0 was a crucial addition that brought with it the Task Parallel Library (TPL). This 

allowed developers to make parallel .NET applications with programming languages that 

were traditionally sequentially hosted. The parallelism embodied in TPL is realised for 

shared-memory architectures, like OpenMP (Olivier and Prins, 2010). 4.0 also provided an 

extension to LINQ that allowed for standardised methods of querying multiple data sources 

to be executed in parallel in .NET C# applications.  

 

.NET 4.5 offered the Task-Based Async Model while enables developers to define 

asynchronous functions within a single method definition. This proposes an alternative to 

having "begin" and "end" function pairs or separate call-backs. This will result in much more 

simplified code for asynchronous operations. 

 

Figure 28: Diagram of depicting evolution of .NET framework’s features since its initial 

release in 2002 (ChromeInfotech, 2020)  

2.5.4 Task Parallel Library (TPL) - .NET parallel library extension  

TPL is the preferred library extension for traditional sequential .NET programming 

languages to facilitate multithreading parallelism. Figure 29 presents the structural 

components in the architectural structure that is used to facilitate parallelism in languages 

that rely upon the .NET architecture, such as C#, F#, and Visual Basic. 
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Part of the multithreading and parallelism segment of the .NET architecture presented in 

Figure 29 is TPL, which predominately focuses on Task parallelism.  

TPL’s component structure consists of two main component items that are responsible for 

generating task parallelism: 

1) the parallel constructs and methods used to start and generate the parallelism and, 

2) the ‘Task’ paradigm structural constructs and the task scheduling classification to manage 

and schedule simultaneous tasks through the execution. 

.NET’s multithreading structure devotes the role of enabling data parallelism within the 

application to PLINQ, with assistance of parallel methods and constructs embodied with 

TPL. PLINQ performs query and manipulation operations of data in parallel (Verenkar, 

2015). 

Common Language Runtime (CLR) embodies part of .NET multithreading architecture, 

which is an engine that primarily designed for execution that in which handles the running of 

.NET programs. CLR creates a thread pool that groups and controls the management of 

active threads. 

 

 

Figure 29: .NET framework architectural structure to facilitate multithreading and parallelism 

(Albahari, 2020) 

2.5.5 TPL Dataflow workflow 

Data is processed differently in a parallel application. How it is processed depends on the 

parallel framework, library or language that is being utilised. In a TPL dataflow, blocks (a 
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‘chain’ of tasks) can be created, which can also be simply recycled, or even removed 

(Blewett and Clymer. 2013). Figure 4 presents a high-level overview of the TPL dataflow 

process and how ‘blocks’ operate asynchronously. 

Three main types of data flow blocks exist: a ‘source’ block that is the producer of data 

contained in the block and can be read from; a ‘target’ block can send and receive data, and; 

a ‘propagator’ blocks that possesses the functionality of both a source and target block. These 

blocks are pushed through the TPL dataflow workflow process as exemplified in Figure 30. 

 

Each block of tasks receives data from multiple sources in the form of messages, which 

include from other blocks. When a receiving block obtains a message, it responds by exerting 

its behaviour to the input, which is then transformed to complete actions on the 

corresponding data from the sending data source. 

The output from the block is given to the next block in the link, until a pipeline has finished 

the execution of all the current steps of the workflow. 

 

 

Figure 30: Parallel workflow and data flow within the .NET Task Parallel Library (TPL) 

(Terrell, 2019)  
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3 METHODOLOGY AND 

IMPLEMENTATION 

 

This chapter defines the software development and performance evaluation methodology 

utilised for embodying artificial intelligence to provide a competitive AI game opponent. The 

key software technology used to improve performance is parallel computation, used to search 

for the best move in a search tree. The AI opponent will be evaluated in terms of the quality 

of the result returned and the maximum speed-up gained. This project will be purely systems 

focused, looking at quantitative measures as a means of performance evaluation. These 

quantitative measures are as follows: speed-up gained, quality of the result, algorithmic and 

system evaluation, and parallel implementation performance and evaluation. 

3.1 Overview 

Alan Turing, the father of artificial intelligence, speculated in 1945 that computers would be 

very good at playing chess (Amin, 2018). The substantial enhancement in computer game 

intelligence from Turing’s original forecast is accredited to advances in electronic 

engineering alongside adjacent developments in AI.  

 

For instance, only 50 years on from Turing’s prediction, a landmark victory was achieved in 

AI by IBM in 1997 releasing a chess computer called Deep Blue that defeated the reigning 

chess world champion (IBM, 2020). Heuristics and domain knowledge were essential to 

narrow the search space. However, Deep Blue’s victory was widely attributed to its 256 

parallel processors that enabled the AI algorithmic to look ahead of the current state of play 

and examine 200 million possible moves per second. 

 

In 2017, a Google developed AI called DeepMind AlphaGo which beat the number one 
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player of Go in the world (Holcomb et al., 2018). This was a significant step in the 

advancement of AI search from Deep Blue in 1997 as the game of Go has a much larger 

search space with more complex move decisions to be considered. 

Since Turing’s prediction in 1945, the field of AI has widened its focus purely from 

exhaustive search. For more complex games like Go, exhaustive search is not a feasible 

solution and more advanced AI techniques are required. There are now various AI methods 

that can be used to facilitate the decision-making of an in-game opponent. Chapter 1 presents 

a detailed discussion of the AI technologies that are available today, and an brief summary of 

the key aspects of that discussion are presented below. 

 

Evolutionary computation founded in the mid 1950’s is a grouping of optimisation 

algorithms inspired by biological evolution, where the search methods model some natural 

phenomena such as genetic inheritance or Darwin’s ‘survival of the fittest’ paradigm. This 

can be utilised to facilitate decision-making in a game where a population of potential 

solutions is subject to natural selection and mutation. The population will steadily evolve to 

increase the fitness of the solutions for a given game scenario. 

In the late 1950’s, neural networks came on the scene. They endeavour to diagnose 

associated connections in data through a procedure that attempts to imitates the typical 

procedure in which human brain works. A neural network is trained by fine-tuning neurons’ 

inputs and weights, grounded on the performance of the network when working on some 

instance inputs. If the network correctly identifies an image then weights which generated the 

correct answer are elevated, while on the other hand, decreasing contrasting weights. As  

such, with this approach the algorithm’s decision-making capabilities will continually 

improve based on experience. 

Support Vector Machines (SVMs) are supervised learning paradigms which embody 

associated learning algorithms in order to classify and analysis data. The paradigm of the 

classification of data and the analysis of the relationship between two variables of interest 

lends itself towards aiding decision-making in a game’s context (Jiang et al., 2008). 

3.2 AI approach: Adversarial Search 

Adversarial search (Wilson et al., 2012) is a search where we study a problem where our plan 

of the world is disrupted by other agents. In adversarial search, we aim to maximise our 

chances of succeeding and limit the chances of others to prosper. More specifically in a 

game, we look maximise our score through obtaining more advantageous positions in the 

gameplay. In the real world, adversarial search can be applied to various industries in the 

workforce including conflict management, trading management, and investment 

management. However, adversarial search is most often utilised within a game’s context. 

3.2.1 Algorithm description: Minimax with Alpha-Beta Pruning 

The Minimax algorithm includes a decision rule utilised to reduce the potential of a worst-

case loss in a decision-making scenario. This allows the algorithms to consider all the best 

responses from an opponent according to its strategies. The algorithm selects the move with 
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the maximum score (on a player turn) and the minimum score (on an opponent turn). This 

reflects the strategy that the opponent will choose the best move for their turn, which (in a 

zero-sum game) is the worst move for the player. 

Alpha–Beta Pruning is a search technique applied to the Minimax algorithm that aims to 

decrease the number of nodes for the algorithm to visit and evaluate when conducting a 

search of a tree space. 

This technique prunes away branches based on partial results found in the sub-trees, thus 

eliminating needless overhead and increasing speed-up. Figure 31 displays the process of 

pruning in the algorithm with a tree traversal within a TicTacToe move space where branches 

further down the search tree are pruned/removed based on the partial results found in sub-

trees above at the present time of the execution. 

The alpha and beta values are global values that are updated throughout the various iterations 

of the game execution. This creates a problem for parallelisation because these values 

introduce the need for synchronisation, causing computational overhead. 

 

 

Figure 31: Demonstration of the process of Alpha-Beta Pruning in a game of TicTacToe 

(Hock-Chuan, 2012) 

 

Minimax with Alpha-Beta Pruning is a relatively simple concept within the field of 

adversarial search. There are more forward-thinking notions within adversarial search such as 

Monte Carlo Tree Search (MCTS). 

MCTS possesses considerable strengths of Minimax with Alpha-Beta Pruning. MCTS does 

not require a concrete heuristic evaluation function for game states whereas Minimax with 

Alpha-Beta Pruning does require such.  

In games where an evaluation function is required to approximate an easily identifiable game 

outcome, Minimax with Alpha-Beta Pruning is appropriate. However, Monte Carlo Tree 

Search (MCTS) is an applicable solution require no evaluation function due to its reliance on 

randomness (Emlaw, 2018). 

MCTS can conduct insightful evaluations from random playouts in which finish in 

terminating game states, resulting in lost/draw/win-based outcomes (Browne, 2011).  
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Despite this, an Alpha-Beta search with a small search space and a simple heuristic will 

commonly perform better than an MCTS that relies heavily on randomness (Schaeffer and 

Platt, 1996). MCTS cannot handle executing more search iterations than it has permissible 

moves.

3.2.2 Design decisions 

There were numerous algorithmic design decisions to ponder in the sequential 

implementation. These decision items were vast and diverse in their content. The main items 

to be considered and finalised included the following: 

Maximum depth level of search deployment 

The main challenge to overcome in the design phase was to decide the maximum depth level 

to allow the algorithm to search, in order to provide a significant search space to deal with. 

The maximum depth level in the algorithm was set to 3 which means at most the algorithm 

will look 3 moves ahead in the search tree. 

The depth of the tree search is a very important variable that needs to be finely tuned and 

balanced. The depth of the tree search determines two factors about the output from the 

search, including the quality of the result returned and the performance of the overall search. 

There are trade-offs when defining the level of search. If the search depth is set too low, the 

quality of the result returned will be significantly lower as the search will ignore visiting 

nodes that produce better results in lower levels of the tree in accordance to the low search 

depth.  

If the search depth is set too high, the better result (including the possibility of the best 

possible result) may be found. However, the search time will be much greater as there is a 

much larger tree depth to search down. This will increase computational overhead in search 

time quite significantly and reduce the performance of the search overall. 

Subtrees and pruning 

For example, in the implementation of a 7x7 TicTacToe board where are 49 empty cells, 

there is a weighty amount of search space items to consider. To search through this problem 

tree space for continuous moves, the search space will be equal to the number of possible 

next positions in the game as defined in the Big O Notation. 

A complexity of search space can be calculated based on input size by applying the Big O 

Notation paradigm.  

 

The extent of the use of locking 

In the algorithm, to protect overwriting data from individual threads, one thread is limited to 

updating the best score and move values at any one time. This will create scenarios where 

threads will be waiting for another thread to finish, which creates some minor computational 

overhead. In particular, the overhead will include the sequentialisation of the code. 
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Fundamentals influencing the scoring paradigm 

The initial design of the algorithm for the two test game cases of TicTacToe and Treblecross 

started with 3 methods of scoring as followed: 

Two-in-a-row – gives a score of 100/-100 

Two-in-a-row with gap – gives a score of 150/-150 

Three-in-a-row – gives a score of 1000/-1000 

The design of the algorithm was adapted for GoMoku which contained 4 methods of scoring 

as followed: 

Two-in-a-row – gives a score of 100/-100 

Three-in-a-row – gives a score of 175/-175 

Four-in-a-row – gives a score of 200/-200 

Five-in-a-row – gives a score of 1000/-1000 

The original scoring paradigm is segmented to give greater weight to a higher number of 

counters in-a-row. The weighted scoring allows progression towards a winning combination 

of 3 and 5 in-a-row within TicTacToe/Treblecross and GoMoku respectively. The extended 

four method scoring model used in GoMoku requires notably more computations to be 

performed for each board evaluation. 

The score will be inversed to a minus score if it is an opponent move as observed above. The 

scoring paradigm was expanded to create an additional scoring model based on the number 

of empty cells around the current counter. The score for this is comprised by counting the 

total of number of cells and multiplying this value by 2. This score value generated from the 

additional scoring model is then added to the current score produced by the original method 

of scoring. 

This additional scoring metric, to consider the number of empty cells around an existing 

counter, was utilised to differentiate between cells that can produce a winning 3/5 in a row in 

the quickest fashion. Under the original scoring, if there was a two-in-row with no 

opportunities to build upon it, this would still be scored the same as a two-in-row that had 

several empty cells to build upon.  

A two-in-a-row with no opportunity to build upon is meaningless in achieving a favourable 

state in the gameplay. The modification within the scoring system allowed it to favour 

current counter combinations that had the greater opportunity to build a greater number of 

same counters in a row.  

This allows the AI player to create an even more advantageous position in the gameplay than 

under the original system. This prime objective is to keep building on the most favourable 

state to achieve a winning scenario within the gameplay.  
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3.2.3 Game context domains 

This subsection describes the three game contexts utilised to test the performance of the 

implemented algorithmic variants. Table 4 presents an overview of each test game case. 

 

GAME SELECTIONS 

These games are zero-sum games, as such, if both players have an optimal strategy, 

every game will result in a tie. 

Game 1 

selection 

TicTacToe 

(on an 

extended 

7x7 board) 
 

Game 2 

selection 

Treblecross 

(on a 60x1 

board) 

  

Description: The traditional paper and pencil 

two player game for two players X and O. The 

traditional board size is a 3x3 matrix. 

 

Rules: The first player to connect three symbols 

of their counter together, either horizontally, 

vertically or diagonally wins. 

 

Strategy: A TicTacToe strategy can consist of the 

following strategic elements: 

• When playing first, most experienced 

TicTacToe players place the first X in a 

corner. This maximises the opportunity 

for the opponent to make a mistake for 

which the player can capitalise on. If the 

opponent places their O anywhere other 

than the centre cell, a guaranteed win is 

available for the player on in the next 

move. 

• If the opponent places an O in the centre 

of a 3x3 grid, the player should place their 

next X counter in the opposite corner cell 

from their first, resulting in a diagonal line 

going "X O X" sequence on the board. This 

gives the player more chances to win (the 

green cross move demonstrates that).  

Description: The traditional 

paper and pencil two player game 

where both players use the same 

playing symbol of ‘X’. The playing 

board grid is traditionally drawn 

of 1 x n row of squares.  

 

Rules: The first player to produce 

a line of three continuous 

horizontal crosses is the winner. 

 

Strategical trends A Treblecross 

game can consist of the following 

strategical trends (Aguilar, 2011): 

• The player who plays first 

has a greater chance to 

win. 

• The best move for the 

player who player first is 

at the middle of the board. 

• The second player’s 

winning moves vary more 

because the first player’s 

first move drives the 

direction in which the 

gameplay is directed. 
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Board setup: The board has been extended to a 

7x7 board to be more challenging in the length of 

the search time. 

Board set-up: The board has 

been extended across the 

horizontal playing axis to consist 

of 60 playing cells. 

Game 3 

selection 

GoMoku 

(on a 

reduced 

11x11 

board) 
 

   

Description: GoMoku is an abstract strategy 

board game. The game played on a reduced Go 

board with Go pieces (black and white stones) on 

The player with black stone goes first, and then 

the players take alternate turns. 

 

Rules: The objective of the game is to get 5 

stones of the same colour in a row 

 

Strategy: A GoMoku strategy can consist of the 

following strategic elements: 

• Aim to build and block potential 5-in-a-

rows. 

• Avoid the opponent building 4-in-a-row’s 

with opportunity to build on either side, 

where there is no chance of preventing 

the opponent’s win. 

 

Board set-up: The board size has been reduced 

to 11x11 from 15x15 to shorten the search 

through the extensive search space. The 

algorithm has been adapted to consider only 

cells neighbouring active counters on the board. 

 

Table 4: Description of test game cases 

 

3.2.4 Sequential implementation 

This section presents the structural design of the sequential search implementation, 

presenting the classes and methods used to conduct and aid the sequential search. The class 

structure of the sequential system is presented in Figure 31 below. A custom diagram was 

used over a UML class diagram to show the interaction between methods and components 



PARALLEL ADVERSARIAL SEARCH TO ENHANCE DECISION-MAKING IN GAMES 

                                                        Lewis Sharpe – September 2021                                                      68 

 

within other classes. The program is constructed of five main classes as visually exemplified 

in Figure 32.  

‘AI_Player’ class: 

The Minimax with Alpha-Beta Pruning algorithmic implementation is embodied within the 

AI Player class. The entire sequential search execution is conducted under the ‘SeqSearch’ 

method in the ‘AI_Player’ class, which is called by an instance of the ‘AI_Player’ class for 

undertaking a search of the current move. The instance of the ‘AI_Player’ class that calls the 

method ‘GetAvailableMoves’ finds all potential move states available for the current move. 

‘Player’ and ‘InstantiateResult’ class: 

The ‘AI _Player’ classes inherit the qualities of a generic ‘Player’ that initialises a method to 

set the counter type of a player, as well as providing a method to define if the player’s 

selected move creates a winning condition. The return type of a tuple containing the selected 

position and score is called and instantiated from the ‘InstantiateResult’ method by an 

instance of the ‘AI_Player’ class. 

‘Game’ and ‘Game_Board’ class: 

The ‘Game’ class conducts the game loop and the flow and coordination of the game. The 

‘Game’ class presents a method to select the pre-defined board to play on. The ‘GameBoard’ 

class constructs methods to create the board dimensions for the game and display the current 

board to the game console window. The ‘GameBoard’ class creates and envokes a method 

called ‘IsOver’ that determines an end state of the game. An end state could be when a 

winning condition for either player has been found, the board is full, or when there is no 

winning condition but there are no remaining moves for either player. The ‘GameBoard’ 

class provides a method called ‘Clone’ that allows an instance of the ‘AI_Player’ class to 

take a clone of the current board to manipulate, in order to try and rank all potential move 

states for the player on the current board. 
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Figure 32 – The sequential structure of the Minimax with Alpha-Beta search 

3.2.5 Sequential algorithm implementation 

Lines 1 to 10 initialise the variables used in the sequential search. The search initialises a list 

of available moves that is updated through the computation. The list records the x and y 

coordinates of each move. Line 7 defines a Tuple<int,int> construct that returns the result of 

the search in the form of the coordinate position of the selected move. Line 9 initialises a 

Tuple<int,int> construct that holds the best move through each computation of the search. 

Line 10 initialises an instance of the GameBoard class that takes a copy of the game board to 

manipulate through the search computation(s). 

Lines 11 to 18 show the evaluation function that scores each potential move on the game 

board. Lines 19 to 25 consists of a FOR loop that runs across all of the potential moves for the 

current state of play. The next move to be visited is the next element in the available moves 

list as exemplified in line 20. Line 22 calls an IF statement, so if the current move position is 

visited by generating a winning condition, then the position is returned as the selected move 

with its assigned score.  

Line 26 conducts a recursive call of the sequential method itself. Recursion is a process of 

solving a problem where the solution is dependent on the solutions to a similar problem. The 

selected move, and its assigned score chosen in the recursive call, are set as the move and 

score in the current state of the search. 

Lines 30 to 48 conduct the pruning of the game tree in the search implementation utilising 

Alpha-Beta Pruning. Lines 30 to 39 conduct the pruning of the game tree when the search is 

maximising. Lines 40 to 48 perform the pruning of the game tree when the search is 



PARALLEL ADVERSARIAL SEARCH TO ENHANCE DECISION-MAKING IN GAMES 

                                                        Lewis Sharpe – September 2021                                                      70 

 

minimising. Line 50 returns the best move and best score found in the search in the form of a 

Tuple<int,int> construct. 

The sequential search method holds 8 variables as parameters that are manipulated through 

the search execution, which include: 

1) An instance variable of the GameBoard class that takes in the current state of the game 

board, 

2) A counter variable that holds the counter of the player, 

3) An integer variable that records the current depth of the search, 

4) A tuple construct that holds the current coordinate position being visited in the search, 

5) A Boolean variable that returns true if the search is maximising and false if the search 

is minimising, 

6) An instance variable of the GameBoard class that takes in the game board, except with 

each cell position being represented by its score that was given by the search, 

7) An integer variable of the value of alpha to conduct Alpha-Beta Pruning within the 

search, and, 

8) An integer variable of the value of beta to conduct Alpha-Beta Pruning within the 

search. 
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Figure 33 – Pseudocode translation of the sequential Minimax with Alpha-Beta Pruning 

algorithm 
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3.3 Parallelism approach 

Local techniques within AI search algorithms for improving performance and speed-up 

is limited in what it can achieve. Considering the continued enhancement in the 

performance of computing electronics, parallel programming on large multi-core server 

machines can be used to extract more performance out of AI search algorithms through 

parallel implementations on a large number of processors compared to sole sequential 

implementation. 

3.3.1 Why C# and Task Parallel Library (TPL)? 

Task Parallel Library (TPL) (Microsoft, 2017), a .NET C# development library 

extension, was utilised to facilitate parallelism in the algorithmic variants. TPL allows 

for the dynamic scaling of the degree of concurrency in order to utilise all of the 

available processors efficiently. The advantages of TPL is that it is easy-to-use and 

reduces the complication of working with or referencing threads directly, as such in C 

with Messaging Passing Interface (MPI), or C with OpenCL. TPL, like OpenMP, is a 

shared memory paradigm and therefore well-suited for multi-core machines. The upside 

of TPL is that it handles the portioning of work to threads and utilises thread pools 

when required. 

3.3.2 Design decisions 

When developing a parallel implementation, there were more algorithmic design 

decisions to consider than there would be in a sequential implementation. The main 

items to be considered and finalised included: 

Top-level parallelism 

Top-level parallelism was chosen over deep parallelism for the implementation. Top-

level parallelism is a form of parallelism conducted on the top/first level of a search 

tree. All other horizontal levels of the search execute sequentially. Figure 31 shows a 

game tree where top-level parallelism was being utilised: the two subtrees of the root of 

the search tree would be executed in parallel, generating two threads in total. For most 

games, the number of subtrees (i.e. the number of possible next moves) is much higher 

and is sufficient to generate enough parallelism for a multi-core server. 

 

The top-level parallelism is generated in the algorithm over a variable number of 

parallel threads equal to the number of accessible processors. Each thread steps in 

strides through the available move space (on the top-level only). The stride is set to the 

number of processors that are available. For instance, if there are 4 processors available, 

each thread will visit every fourth element in the available move list.  

Top-level parallelism was selected over deep parallelism because the sample game 

domains generally require an imminent response from the opponent for competitive 

challenge and realism. 
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Strided iteration 

Asking all threads to visit each individual position on a game board is too 

computationally intensive. As such, a strided iteration was developed so that no thread 

visits the same position twice. For example, if 4 processors are utilised, the stride value 

will be set to 4. This means that each individual thread will visit every 4th element of the 

available moves list. For instance, thread 0 will visit (1,1), thread 1 will visit (1,2), 

thread 2 will visit (1,3) and thread 4 will visit (1,4) and so on. 

Parallel invoking of threads 

The procedure of conducting parallelism was implemented through the means of 

parallel invoking, that allows strong workload sharing between threads. Invoking with 

just one argument forks a new thread that will run in parallel to the main one. Invoking 

on an array of computations launches one computation for each of the array elements 

on each computation in a strided iteration on the top level of the search tree. 

3.3.3 Hardware specification 

This section measures and analyses the performance of our parallel Minimax algorithm 

when it is selecting the first move in multiple game domain scenarios, while utilising a 

range of 1-64 processor core(s) on a server-size multi-core machine. Four 16-core AMD 

Operaton™ Processor 6380 hardware units (providing 64 cores in total) were used to 

conduct the performance measurements. Table 5 presents the AMD Operaton™ 6380 

Processor unit specification. 

 AMD Operaton™ Processor 6380 specification 

CPU(s): 16 Architecture: X86_64 

Thread(s) : 16 CPU op-mode(s): 32-bit, 64-bit 

Vendor ID: AuthenticAMD Virtualisation: AMD-V 

System Memory 

Type:  DDR3 Base Clock: : 2.5 GHz  

Max Boost Clock:  Up to 3.4 GHz  L1 cache: 768KB 

L2 cache: 16MB L3 cache: 16MB 

Table 5: Hardware specification of the AMD Operaton™ Processor 6360 architecture 

unit 

3.3.4 Methods used to facilitate parallelism 

Task Parallel Library (TPL) provides several constructs to facilitate parallelism within a 

.NET C# application. This section describes the library operations utilised in the 

algorithm to produce top-level parallelism, and how to tune and enhance the 

performance of parallel implementations. 
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3.3.4.1 Parallel.Invoke  

The Parallel Invoke method is used to launch multiple tasks known as ‘actions’ that will 

be executed in parallel. The ‘ParallelOptions’ class instance used in Parallel Invoke can 

be used to limit the number of concurrently executing loop methods 

(MaxDegreeOfParallelism), and to cancel necessary tasks mid-execution through the 

use of Cancellation Tokens. 

3.3.4.2 Abandon unnecessary computations – thread cancellation 

Some parallel threads may not be necessary mid-execution if the best possible result has 

already been found in a completed thread. If this is the case, allowing the active threads 

to continue running is unnecessary computational overhead. The best solution is to 

cancel and abandon a thread that has already started. A cancellation token enables 

cancellation of thread. A cancellation token can then be passed to any thread that should 

receive a cancellation notice. The pseudocode algorithmic implementation presented 

below in Figure 34 demonstrates the cancellation of all tasks if a winning move is found 

in an earlier thread. This reduces needless computational overhead when a winning 

move has already been found.  

The following discussion presents the pseudocode translation of the parallel thread 

cancellation code segment, as shown in Figure 33. Lines 1 to 2 initialises and creates a 

‘CancellationTokenSource’ object which provides a cancellation token through its 

‘Token’ property. Line 3 creates a ‘CancellationToken’ object which is equal to 

‘CancellationTokenSource()’ that informs whether a cancellation is requested. The 

‘CancellationToken is held within a ParallelOptions instance variable. The cancellation 

message is called by the ‘Cancel’ method within the ‘CancellationTokenSource’ 

construct. Lines 4 to 6 tries to handle the cancellation of the current thread by calling a 

‘Parallel.Invoke’ method, which holds a cancellation token which is then fed to the all 

thread elements in the Action[] array. Lines 7 to 9 provides exception handling for 

errors by calling a ‘Parallel.Invoke’ method that executes a cancellation token which is 

applied to all of the thread elements in the Action[] array. 

Figure 34 – Pseudocode translation of the thread cancellation in the parallel Minimax 

with Alpha-Beta Pruning algorithmic variant 
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3.3.5 Parallel implementation 

This section presents the structural design of the parallel search implementation, 

presenting the classes and methods used to conduct and aid the parallel search. The 

program is constructed of five main classes as visually exemplified in Figure 35. A 

custom diagram was used over a UML class diagram to show the explicit interactions 

between methods and components within other classes. 

‘AI_Player’ class 

The parallel implementation is composed of five methods in the ‘AI_Player’ class. The 

‘ParallelChoice method’ selects which search method to execute based on the search 

depth level. If search depth level is either 0 or 1, the ‘ParallelChoice’ method will 

execute ‘ParallelSearchWrapper’. If the search depth level is above 1, the 

‘SequentialSearch’ execution of Minimax is executed. The ‘ParallelSearchWrapper’ 

method generates top-level parallelism, which is a variable number of parallel tasks set 

to the maximum number of processors available, and each task steps in strides equal to 

the number of processors available over all possible moves. The 

‘ParallelSearchWorker’ method constructs the execution of the parallel search and 

brings the results of each parallel search together in a cumulative summary.  

‘Player’ and ‘InstantiateResult’ classes 

The ‘AI _Player’ classes inherit the qualities of a generic ‘Player’ that initialises a 

method to set the counter type of a player. The classes also provide a method to define 

if the player’s selected move creates a winning condition. The return type of a tuple 

containing the selected position and score is called and instantiated from the 

‘InstantiateResult’ method by an instance of the ‘AI_Player’ class. 

‘Game’ and ‘Game_Board’ classes 

The ‘Game’ class conducts the game loop and the flow and coordination of the game. 

The ‘Game’ class presents a method to select the pre-defined board to play on. The 

‘GameBoard’ class constructs the board dimensions for the game and the method of 

displaying the current board to the game console window. The ‘GameBoard’ class 

creates and instantiates a method called ‘IsOver’ that determines an end state of the 

game. An end state could be when a winning condition for either player has been found, 

the board is full and no winning condition is found, or there are no remaining moves for 

either player. The ‘GameBoard’ class provides a method called ‘Clone’ that allows an 

instance of the ‘AI_Player’ class to take a clone of the current board for it to manipulate 

in order to try and rank all potential move states for the player on the current board. 
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Figure 35 – Parallel variant structure of the Minimax with Alpha-Beta search 

3.3.6 Parallel algorithm implementation 

This section presents a pseudocode translation of the search methods within the 

parallelised search implementation in Figure 36. The parallel implementation is realised 

from .NET’s Task Parallel Library (TPL). The parallel variant builds upon the initial 

sequential implementation of the Minimax with Alpha-Beta Pruning algorithm. 

ParallelSearchWrapper method 

The first method provided in Figure 36 is the ‘ParallelSearchWrapper’ function. This 

conducts the execution of the top-level parallelism model as defined in the parallel 

search implementation. Top-level parallelism is where parallel processing of the nodes 

in a game tree is conducted at the top level or first level of a game tree.  

This top-level function performs a strided iteration across the search space. The stride 

integer is fixed to the number of available processors available to the search 

implementation. To that end, each thread steps in strides equal to the number of 

processors available over all possible moves. For example, on 4 processors, (1,1) is 

processed by Thread 1, (1,2) is processed by Thread 2, Thread 3 processes (1,3), Thread 

4 processes (1,4), Thread 1 processes (1,5) etc. Each thread takes a clone of the current 

board; but in the recursive calls no cloning is needed.  

Each thread is represented as an individual element of an Action[] array. Each thread 

element executes the parallel search method, which conducts a search of the assigned 

cell position assigned to the thread through the strided iteration. A parallel invoke 
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conducts the launch of all available threads held in the Action[] array simultaneously. 

The ‘Parallel.Invoke’ construct is provided in .NET’s Task Parallel Library (TPL). 

Each thread takes a clone of the board to be used by the search computation when 

visiting each possible cell. The algorithm goes one-by-one through each potential cell 

position and places a counter in the cell. The score for the cell position is recorded. The 

algorithm then removes the counter from the cell position and then places a counter in 

the next adjacent cell and repeats the above step until there are no potential moves left. 

The computation updates a Tuple<int,Tuple<int,int>> construct that holds the 

coordinates of the best move and its corresponding score on manipulating the state of 

the copy board. 

The pseudocode of the implementation of the ‘ParallelSearchWrapper’ method is 

presented in Figure 36. Line 1 initialises a Boolean variable that either holds a value of 

true or false, which is updated in the computation to true if the Minimax search 

implementation is maximising, and is updated to false if minimising. Lines 2-3 initialise 

two Tuple<int,Tuple<int,int>> constructs, where line 2 is used to hold the result of the 

current node being visited in the search, and line 3 is used to update the best result of 

the search through the entire computation. Line 4 initialises a Tuple<int,int> construct 

that holds firstly, the current stride value (equal to the number of available processors) 

that is used to conduct the strided search iteration of threads across the entire search 

space, and secondly, an integer value of the number of threads currently running 

simultaneously. 

Line 5 defines an Action[] array equal to the size of the number of processors available. 

A strided iteration is conducted in line 6 in the form of a ‘FOR loop’ over the number of 

the processors (stride value). Over each stride iteration, the next thread takes the next 

cellular position to search and assign a score based on the degree of possibility for the 

cell to achieve the best or one of the best progression states, within the current state of 

play in the game. The ‘FOR loop’ is then terminated in line 8. As each thread has been 

assigned its own work packages in line 6, a parallel invoke is called on the Action[] 

array that launches the search execution of all the threads simultaneously. Line 10 

updates the ‘bestRes’ Tuple<int,Tuple<int,int>> construct through the strided 

computation, as an individual thread that finds the best move within the present state of 

the search execution. 

Line 11 returns the best result achieved over the strided iteration of all available threads 

within a Tuple<int,Tuple<int,int>> construct. The Tuple<int,Tuple<int,int>> construct 

holds firstly the return value of the best score value and secondly the coordinate 

position that generated that best score value. 

The ‘ParallelSearchWrapper’ method holds 4 variables as parameters that are 

manipulated through the search execution, which include: 

1) An instance variable of the GameBoard class that takes in the current state of the 

game board 
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2) A counter variable that holds the counter of the player 

3) An integer variable that records the number of tasks executing simultaneously, 

and 

4) An instance variable of the GameBoard class that takes in the game board, 

where each cell position is represented by its score that it was given by the 

search. 

‘ParallelSearchWorker’ method 

The ‘ParallelSearchWorker’ method constructs the execution of the parallel search that 

each thread executes, and the current best result among all threads is returned. Each 

thread is created in the ‘Parallel.Invoke’ launch of all threads called in the 

‘ParallelSearchWrapper’ method. Each thread called in the ‘Parallel.Invoke’ method 

runs the parallel search execution method (‘ParallelSearchWorker’).  

Lines 1 to 8 initialise variables that are used in the execution of the parallel search 

method within each thread. Line 1 initialises a list that holds a Tuple<int,int> construct 

that is used to store coordinate positions that have not been visited within the current 

state of the parallel search. Line 4 initialises another list of Tuple<int,int> constructs 

which is utilised to store coordinate positions that have been visited within the current 

state of the parallel search. Line 6 declares a Tuple<int,int> construct which is used to 

hold the current coordinate position being visited by the parallel search. Line 7 

initialises an integer variable to hold the score of the current move being visited by the 

parallel search. Line 8 initialises an integer counter variable that holds the thread 

number in use. Line 8 sets the offset value of the parallel search to the number of 

threads that are running simultaneously.  

Lines 9 to 11 create an IF statement that if the current depth of the parallel search is 

greater than the max depth defined, then the score is set to the integer score value 

returned from the evaluation function for the current coordinate position being visited. 

The evaluation function provides the algorithm with a scoring mechanism to score each 

move. For instance, two counters of the same type in a row would score 100 points. 

Line 12 creates a ‘FOR loop’ over the number of available moves. Line 13 adds the 

coordinate position being visited to the considered moves list. Lines 16-18 create an IF 

statement that if the current cellular position being visited creates a winning condition, 

then the current cellular position is returned as the selected move with a score of 1000. 

A score of 1000 highlights that the move returns is a winning condition. 

Line 19 calls the sequential search method that returns an initial respective return value, 

until a better result in the parallel search execution is found. The algorithm places a 

counter on a current cellular position on the board and then removes the counter from 

the current cellular position and tries the counter on the next cellular position, unless a 

current coordinate position returns a winning condition. Line 21 updates the best move 

when the score of the current cell being visited is higher than the current best score. If a 

winning condition is not found in the current cellular position, then the counter is 
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decremented. Line 29 ends the ‘FOR loop’ over the number of available moves. Line 30 

returns a Tuple<int, Tuple<int,int>> construct which returns first an integer value that 

holds the best score found among all threads and secondly a Tuple<int,int> construct 

that holds the coordinate position of the best move found among all threads. 

This parallel search execution method holds 8 variables as parameters that are 

manipulated through the search execution, which include: 

1) An instance variable of the GameBoard class that takes in the current state of the 

game board, 

2) A counter variable that holds the counter of the player, 

3) An integer variable that records the current depth of the search, 

4) A tuple construct that holds the current coordinate position being visited in the 

search, 

5) An instance variable of the GameBoard class that takes in the game board, 

except with each cell position being represented by its score that was given by 

the search, 

6) A tuple construct that holds two integer values. The first value is the stride value 

for the search. The second value is an integer value that holds the number of 

threads currently running simultaneously, 

7) A tuple construct that holds two values: 1) an integer value and 2) a tuple 

construct that holds two integer values. The integer value stores the score of the 

best move found among all threads in the parallel search. The tuple construct 

holds the coordinate position of the best move found among all threads in the 

parallel search, and, 

8) A List construct used for debugging purposes that holds a list of Tuple<int,int> 

constructs. The Tuple<int,int> constructs hold all the potential moves on the 

board for the current move that currently have not been visited by the parallel 

search. 
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Figure 36 – Pseudocode translation of the Parallel variant of Minimax with Alpha-Beta 

Pruning algorithm implementation 
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3.4 Conclusion 

The chapter presents a shared-memory parallel implementation of the Minimax with 

Alpha-Beta Pruning algorithm. To conclude, there were a degree of positive code 

quality trends that were identified in the algorithmic variants which included the 

following: 

✓ There is significant evidence of generality and some evidence of modularity of 

the search implementation towards board game structured contexts. The absolute 

speed-up generated from the parallel variants was exceedingly below the ideal 

linear speed-up, but very consistent across the core usage among all three test 

game cases as shown in Figure 37. Minor changes were required to the 

algorithm to allow these variants to work in these alternate game contexts. This 

offers a degree of evidence of efficient modularity produced from the algorithm. 

✓ Pruning the search tree was successful in reducing the workload up to 23.9% for 

all test game contexts as observed in Figure 45.  

✓ The utilisation of thread cancellation increased speed-up to 36.5% across all test 

board cases and core usage as seen in Figure 44.  

✓ Thread distribution was evenly distributed throughout all variants and test game 

cases (as seen in Figures 7 and 8). 
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4 PERFORMANCE 

MEASUREMENTS AND 

ANALYSIS 

4.1 Introduction 

 
This chapter measures and analyses the performance of the implemented Minimax with 

Alpha-Beta Pruning algorithm parallel variant when it is selecting the first move in 

multiple game domain scenarios, while utilising a range of 1-to-64 processor core(s) on 

a server-size multi-core machine. The parallel implementation explores shared-memory 

parallelism. The algorithm will be tested on three different games in order to prove two 

founding principles of the implementation: 

            1. Evenness of absolute speed-up gained through parallelism across  

    multiple contexts which will be evaluated by the following metrics: 

              1.1 Speed of result: the ratio of sequential over parallel runtime; 

  1.2 Quality of result: the highest scored move produced at the lowest 

  depth in the search tree by the scoring function will be selected. Alpha-

  Beta Pruning is utilised to remove branches lower in the tree that score 

  lower than positions found earlier in the tree. 

 2. Modularity and generality of the algorithmic variants to exhibit efficient 

 execution in multiple game contexts which will be evaluated by the 

 following metrics: 

  2.1 Minimising the number of code changes required to embed the 
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algorithmic variants in multiple game domain contexts; 

  2.2 The degree of invariability of the absolute speed-up between the 

  different game contexts. 

The following game context domains will be utilised to analyse, measure and test the 

performance and efficiency of the algorithmic variants: 

A. TicTacToe on an extended 7x7 board 

B. Treblecross on an extended 60x1 board 

C. GoMoku on a reduced 11x11 training board 

4.2 Environmental set-up 

The following section describes the environmental set-up, where the programming 

language and libraries used to implement the algorithmic variants, and the physical 

hardware required for such a task, allows the algorithm to operate on 1 to 64 processors. 

4.2.1 Implementation specifics 

The initial sequential implementation of the Minimax algorithm was coded in C#. The 

parallel variant was realised utilising .NET’s Task Parallel Library (TPL) (see 

subsection 2.5.4), which simplifies the process of adding parallelism to applications. 

The parallel implementation explores shared-memory parallelism. The parallel variant 

provides a top-level parallelism approach utilising the Parallel.Invoke method from TPL 

as a means of creating an array of threads to distribute the search work of the tree space 

between multiple threads simultaneously. 

The parallel variant allows for a variable number of threads to be created so that an 

individual thread can be created for each processor that is available to the algorithm. 

The variable number of threads is set to equal the number of processors that are 

presently available to the algorithm. 

Based upon the results of the algorithm on TicTacToe and Treblecross, an algorithm 

variant was adapted for GoMoku to consider neighbouring cells to existing cells only, 

which produced a slight improvement in absolute speed-up. 

This adaption was constructed for GoMoku due to evidence from the previous 

measurements in TicTacToe and Trebelecross which demonstrated that a larger search 

correlates to a decrease in potential speed-up. GoMoku has a considerably larger search 

space than the modified boards of Treblecross and TicTacToe.  

 

To that end, the algorithmic variant was adapted for GoMoku to consider only empty 

cells if its direct neighbours already have an active counter placement on board. The 

neighbouring cells to pre-existing counter placements on the board give the greatest 
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opportunity to build a better state of the player’s position within the game.  

 

Removing cells that are isolated from the rest of the active gameplay from consideration 

reduces the runtime and increases speed-up and efficiency significantly. This is 

attributed to the fact that by only considering neighbours, cells that are isolated from 

active gameplay are deemed to not contribute a meaningful improvement to a player’s 

state in the game, and thus are not considered by the algorithm. 

4.2.2 Hardware utilised 

The following measurements were performed utilising a server-size multi-core 

architecture and a range of its 1-64 core(s) of the AMD Opteron™ Processor 6380 

embedded within. The initial sequential implementation and its adjacent parallel variant 

(utilising a range of 1-64 cores) were both tested and measured on a variety of 

constructed test boards for each game domain context. There were a range of different 

scenarios posed to the algorithm to deal with, including: win in one move, win in two 

moves, and an empty board. 

A UNIX bash script was utilised to automatically run iterations of the algorithmic 

variants over all of the core numbers from 1 to 64, with all output being printed to log 

files. The relevant data was extracted from the log files by the means of a pattern 

matching script written in Python. The performance graphs are generated from data 

extracted from these Python scripts through Gnuplot.  

 

For the exact specification of hardware architecture used to conduct the performance 

measurements presented in this chapter, refer to Table 5 displayed in subsection 3.3.3. 

4.2.3 Board configurations utilised for measurements 

A set of measurements were taken for each test game selection on a collection of six 

fixed boards. Each game context case had their own board configuration setup, but each 

board number presents the same type of decision-making scenario to the algorithm 

across all game context cases. The full board set-ups for each game can found in 

Chapter 6. 

Boards 1 and 5 presents the win in two moves scenarios while boards 2 and 10 offers 

the win in one move scenarios for the algorithm to consider. Board 3 refers to a board 

set-up were there at least 16 unique neighbouring cell positions to consider. This is an 

interesting board configuration in GoMoku (where neighbours to active counters are 

considered) where 16+ threads are utilised. In this case, it would be possible to assign 

one or threads to each move in the search space. This should provide major 

enhancements in speed-up gains. Board 6 refers to an empty board where the algorithm 

will have to search the entire search space of the board before making a move selection.  
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These six board configurations will test the algorithm with a number of diverse 

scenarios within the three test game cases, with a different emphasis being required in 

each scenario.  

4.3 Performance evaluation approach 

This subsection shows the procedure utilised to conduct a performance evaluation of the 

system from the hard data it generated. 

4.3.1 Criteria for performance evaluation 

The primary contribution that this research provides is a performance improvement of 

decision-making capabilities of AI search algorithms through parallel implementation. 

The evaluative parameters utilised to analyse this performance improvement focused 

on: 

1) the speed of the result returned from the search algorithm (measured by the ratio of 

sequential over parallel runtime),  

2) the quality of the result returned from the search algorithm (with the goal to return 

the best possible result in the shortest number of moves), and 

3) the modularity and generality of the search algorithm. 

4.3.2 Recording and collected criteria item(s) 

In the implementation of the parallel Minimax algorithm, it was instrumented within the 

code for it to deliver additional data sets, getting a deeper insight into the behaviour of 

the algorithm. The following data item elements were included: 

• The number of moves in the sequence of moves 

• The score of the move 

• The depth within the tree 

• The speed-up achieved of the parallel variant over the sequential variant 

• The idle time of the threads 

• The total number of nodes visited to conduct a search in the search tree 

• Memory consumption (including garbage collection) 

• The verhead of board copying for each individual board 

• The speed-up gained through thread cancellation 

• Parallel thread distribution (including Amdahl’s Law) 

4.3.3 Software infrastructure for data visualisation 

The algorithm records all data items elements through the execution iteration(s) and 

writes all the relevant CSV data file. The data is visualised through Gnuplot, a portable 

command-line driven graphing utility. The Gnuplot scripts generate various types of 
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graphs from the raw data files including the following: speed-up line graphs, parallel 

thread distribution histogram diagrams, and node count bar graphs. 

4.4 Analysis of performance results by element 

This main section within the chapter presents concrete performance discussion by each 

individual performance element within the three test game cases. This performance 

analysis and discussion focuses on the performance of the algorithm in finding best next 

move in board-based gameplay. The analytical discussion will look at elements such as 

absolute speed-up, total memory and garbage collection consumption, thread idle time, 

parallel thread distribution, and so on. The algorithm was executed upon six pre-defined 

boards for each individual test game case across a processor core utilisation of 1-64.   

4.4.1 Absolute speed-up results 

The main aim of parallel execution is to reduce runtime. This is typically measured as 

the ratio of sequential to parallel runtime as a means to quantifying how much faster the 

parallel version runs with respect to the sequential version. Absolute 

(sequential/parallel(x cores) and relative (parallel(1 core)/parallel(x cores) values will 

be presented and analysed in the discussion below. 

GoMoku gave the most significant and consistent increase in absolute speed-up gains 

across the entire core usage (see Figure 37). 

In contrast to the other 2 games, the GoMoku implementation considers only free cells 

next to an occupied cell. The rationale for this is to reduce runtime and enhance 

potential speed-up. This change reduces the total search space for the game to make a 

sequential evaluation on a 11x11 board feasible, but it risks potentially missing out on a 

good move. In terms of the potential for parallelism, this does not fundamentally 

change the parallelism profile, because the parallelism method is still conducted in the 

same way; it is just the search space that is altered. 

The maximum speed-up achieved across all board configurations for GoMoku was 11 

on 60 cores (see Figure 37). The maximum speed-up for Treblecross achieved across all 

board configurations was 11 on 64 cores (see Figure 37). TicTacToe achieves an 

absolute speed-up of 11 on 64 cores (see Figure 37). This shows a level of invariability 

in the performance of the algorithm across the three test game cases. 

Despite all of this, the speed-up achieved is exceedingly below the linear speed-up 

threshold in all test board cases. The reasons for such sub-optimal performance are 

presented in subsections 4.4.2 and 4.4.3. 
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Figure 37: Absolute speed-up comparison diagram for the three test game cases on the 

pre-defined sample boards 

4.4.2 Total memory and garbage collection memory consumption 

Any game search will need administrative data to organise the tree search (e.g. 

remembering the path to the current node and how to continue to the next node). These 

admin data structures are always needed but are typically small (e.g. encoding the path 

through the stack structure of the call graph). 

 

The second source of memory consumption is the data needed to represent the state of 

the world (here in this project domain, the board and next player). This data structure is 

larger and varies between games: GoMoku has a board with 121 cells, TicTacToe has 

49 cells. 

In the sequential execution, the path can be encoded as the stack; and typically, only 1 

board (the best move so far) needs to be recorded. In the parallel case, each thread 

needs to remember the best move so far and cannot necessarily use the stack. Since 

each thread uses a set of temporary data items to do the search the memory 

consumption in the parallel program is much higher. 
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Memory efficiency is a key issue within the sequential implementation. In the 

sequential implementation, a high volume of new boards is generated, one for each 

possible next move. In hindsight, this is a very naïve implementation. A better solution 

that would have maintained a healthier sequential performance would be to maintain 

and update the current board throughout the computation. This approach should reduce 

the overall heap consumption by a significant degree. Yet, this approach would also 

complicate the parallel variant implementation, as separate boards for separate threads 

would be required which would be generate a high cost in memory overhead. 

The memory consumption is relatively consistent among the three test game cases on 

both featured board configurations (board 3 and 6) (see Figure 38). The exception is 

GoMoku on a highly populated board configuration 3, where the garbage collection is 

significantly higher than the two other test game cases due to the volume of active 

counters already placed on the board.  

Heavily populated boards store a large array of counters within coordinate positions on 

a board. This is expensive for memory consumption when cloning and modifying the 

board, as the boards for each thread are stored entirely within the main memory. 

Heavier counter populated boards will use a significantly higher amount of memory.  

A greater volume of garbage consumption is found on a pre-defined board that already 

has counters existing on the board (board 3) over an empty pre-defined board (board 6). 

This can be accredited to the fact that more memory will be consumed when searching a 

board that is populated where there are more fruitful positions to consider, thus 

extending the search time, and to that end extending the period of consuming more 

memory. This translates to a slower runtime where a large percentage of run-time is 

consumed in garbage collection on board 3 ranging from 86% to 99% in TicTacToe, 

55% to 74 % in GoMoku and 66% to 86% in Treblecross across the entire core usage 

(as seen in Figure 39).   

The total consumption of memory increases over the entire core usage for all test game 

cases on all board configurations. This equates to the use of more threads doing useful 

search that will extract further memory simultaneously. 
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Figure 38: Total memory and garbage collection comparison between the three sample 

game cases across core usage on two sample boards 

Across the board configurations, the percentage of run-time consumed in garbage 

collection increased over amplified core usage as seen in Figure 39 (from 84% 

sequentially to 99% on 64 cores in TicTacToe, 55% sequentially to 74 % on 64 cores in 

GoMoku and 66% sequentially to 88% on 64 cores in Treblecross). The percentage of 

run-time focused on garbage collection increased over the entire core usage due to the 

greater number of threads, meaning that there were more references to the active data 

from the heap.  

A thread is created for each processor core that is available to the algorithm. If 64 cores 

were available, 64 threads would be created. 64 threads allocating and deallocating 

references to active data on the heap simultaneously will cause significant 

computational strain, diverting attention towards garbage collection rather than 

performing useful algorithmic work. This will result in an increased parallel runtime 

and ultimately reduce potential speed-up over the sequential base variant.  

On 64 cores within TicTacToe, the algorithmic implementation reaches 99% of total 

runtime focused on garbage collection. This signposts that the basic foundations of the 

parallel implementation are poor to start with. The fundamental explanation for this is 

the continual allocation and deallocation of main memory and/or references to active 

data from the heap.  

One segment of the parallel implementation that would be responsible for this large 

percentage of runtime focused on garbage collection would be that the algorithm creates 

a new board for each thread. It would have been more efficient to maintain and update 

the current board through the computation (i.e, one board for all threads) in order to 

reduce heap consumption. This implementation of this approach should reduce the 

overall heap consumption by a significant degree, reducing the 99% figure mentioned 

above. 

A substantial increase across the core usage in the percentage of the runtime consumed 

in performing garbage collection as exhibited in Figure 39. This equates to the 
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simultaneous use of more threads doing useful search. The search will concurrently 

extract further memory, and as such, do more garbage collection to proceed in 

performing such search work. 

The memory consumption (see Figure 38) and percentage of runtime consumed (see 

Figure 39) deviate quite substantially among the three test game cases. This can be 

attributed to the ratio of useful work versus data allocation for creating new boards. 

GoMoku does more useful work (e.g. checking various directions of ‘n’ in a row) 

compared to allocating new boards (as fewer boards are created because of the adaption 

to the algorithm within the GoMoku scenario to only consider neighbouring vacant cells 

to occupied cells). 

Figure 39: Percentage of runtime focused in garbage collection across core usage for the 

three test game cases on two sample boards 

4.4.3 Number of garbage collections items collected  

 

Garbage collection is a systematic arrangement of automatic memory management 

where a garbage collector conducts the reclamation of garbage or memory items 

occupied by objects that are used no longer by the program.  

 

In a game search, a higher collection of garbage and/or heap items will be collected on a 

larger board. This is evidenced in Figure 40 where GoMoku (11x11 grid size) collects 

the highest consumption of heap items across most of the core usage. TicTacToe (7x7 

grid size) experienced the second highest consumption of garbage collection items, with 

Treblecross (60x1 grid size) consuming the lowest amount of garbage collections items 

across most of the core usage. This is expected behaviour because as stated above 

collection of garbage and/or heap items will be increased on a board with a larger board 

configuration setup. 

As observed in Figure 40, a greater amount of garbage items is collected on a pre-

defined board that already has counters on the board (board 3) over an empty pre-
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defined board (board 6). This can be attributed to the fact that more garbage collection 

will be collected when searching a board that is populated. Where there are more 

fruitful positions to consider, the search time is extended and to that end, the period of 

collecting more garbage collection is similarly extended. 

The following data supports the notion that larger board configurations observe a higher 

collection of garbage items across entire core usage: 

• TicTacToe ranged from 1,343,534 to 25,461,704 items collected across entire 

core usage on board 3; 

• Treblecross ranged from 2,343,534 to 24,055,256 items collected across entire 

core usage on board 3, and, 

GoMoku 9,398,776 to 32,353,253 items collected across entire core usage on 

board 3. 

Figure 40: Number of heap items consumed comparison across core usage for the three 

test game cases on two sample boards 

4.4.3 Parallel thread distribution 

For optimal performance, the workload of the search should be equally divided among 

the number of active threads. If threads work together effectively synchronously on 

concurrent processors, then a substantial increase should be observed over the 

sequential variant. Working with concurrent processors allows for at least double the 

amount of work to be performed.  

For the parallelism to have the most effect, the algorithm should provide an even split 

of work to each individual thread. This is realised in the implementation using strided 

iteration over the number of available processing cores. A strided iteration is an 

iteration over a range of values, taking each n-element, where n is typically the number 

of cores available to the algorithm. A strided iteration aims to utilise all cores evenly. 

For instance, if there 8 cores available, each individual thread will visit every 8th thread 

in the available move list. 
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Board 3 in all test game cases provides a board configuration with at least 16 separate 

neighbouring empty cells. Figure 41 below shows the visualisation of the parallel thread 

distribution on 16 cores in these three test game cases on this board configuration. A 

relatively even distribution is observed across the three test games despite the 

disparities in the length of runtime between each individual test game. TicTacToe 

experiences much shorter runtime in Figures 41 and 42 as the boards are more heavily 

populated than the other two test cases. This equates to a smaller search space to search 

through.   

 

 

 

 

 

 

 

Figure 41: Parallel thread runtime distribution comparison across 16 cores for each of 

test game cases on sample board 3 

In contrast, a different observation is gathered regarding the granularity of the thread 

parallel within board configuration 6 that poses an empty board scenario for the 

algorithm. A relatively even distribution is detected in GoMoku and Treblecross on an 

empty board as exemplified in Figure 42. Yet, a large sequential tail of 12 seconds 

towards the end of parallel thread distribution is observed within TicTacToe, as seen in 

Figure 42. 

These 12 seconds of serial execution equates to a fifth of total runtime of the parallel 

thread distribution. The reason why we experience this during the last fifth of the 

execution is down to the sequential processing, as one thread combines and evaluates its 

returned result with the returned results from all threads in order to select the best move 

possible.  
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This is executed sequentially, causing significant overhead in terms of speed-up 

improvement beyond 16 threads (as exemplified in Figure 37). With a fifth of the 

execution executing sequentially, the maximum speed-up that can be achieved is 5-fold. 

 

Amdahl’s law demonstrates on the empty TicTacToe board 6 utilising 48 cores where 

12 of the 46 seconds is serially executed, that the maximum possible speed-up that 

could be realised is 3.6025. Despite this, the algorithm achieves an absolute speed-up of 

6. This is equated to the productivity achieved in speed-up through the parallel segment 

of the parallel thread execution that embodies 34 out of the 46 seconds of total runtime. 

 

 

 

 

 

 

 

 

Figure 42: Parallel thread runtime distribution comparison across 16 cores for each of 

test game cases on sample board 6 
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4.4.4 Idle time of threads 

Another source of inefficiency in a parallel program is thread idle time, i.e. the time a 

thread is waiting for a result or for an external event. Idle time manifests when ome 

thread is waiting for another thread to complete its own work. To this end, the amount 

of total idle time within all threads measured across core usage for the three test game 

cases is displayed below in Figure 43. GoMoku exhibited the highest concentration of 

idle time. The cause for this can be explained by the large grid size used for GoMoku, 

which brings an increased search space.  

Threads remain in a waiting state when waiting for another operation in another thread 

to complete. For example, when executing on 48 cores, there will be several instances 

throughout of threads waiting for other threads to complete. This creates great 

computational overhead regarding the maximum potential gain of absolute speed-up. 

A continual decrease of idle time is observed across core usage for all test game cases. 

The decrease in idle time over the increased core usage can be explained by the finely 

balanced thread distribution where all of the threads complete at roughly the same time. 

This reduces the overhead in communication slightly, which explains the decline in idle 

time over the increased core usage as seen in Figure 43.  

Figure 43: Idle time comparative diagram of algorithm on the two sample boards within 

the three test game cases  

 

 

 

 

 

 



Chapter 4: Performance measurements and analysis 

Lewis Sharpe – September 2021 

                                                    95 

        

4.4.5 Thread cancellation  

In all of the results presented so far, all of the threads had to complete before the best 

result was returned, despite the fact that the best result could have been returned in the 

first thread to complete.  

Therefore, it was decided to utilise the mechanism .NET C# framework presents to 

cancel all threads using cancellation tokens and cancellation token source objects. A 

cancellation token is created by instantiating a ‘CancellationTokenSource’ object, 

which manages all cancellation tokens. The cancellation token can then be passed to 

any threads that should collect a cancellation notice. 

Thread cancellation of all threads was conducted in the implementation if a provable 

best move was found in an earlier completed thread. This means that a winning move 

has been found by another thread. The implementation of the thread cancellation 

through cancellation tokens and token source objects increased speed-up by 36.5% 

across all test board cases and core usage as seen in Figure 44.  

As observed from Figure 44, the best improvement in absolute speed-up found on 

empty board 6 through the use of thread cancellation was found on Treblecross moving 

from 9 to 14 on 64 cores. There was also an improvement from 8 to 13 on GoMoku on 

64 cores. Treblecross saw the best overall improvement as the best result was found 

earlier in the completed thread chain, meaning the later uncompleted threads could all 

be cancelled. GoMoku experienced a slightly lower increase on 64 cores due to the 

larger grid size, and also as the best result was found later in the completed thread 

compared to Treblecross.  

No significant change in absolute speed-up was experienced on TicTacToe as the best 

result was not found in the completed thread chain until the second last thread. Thus, 

there was only one remaining active thread to cancel, demonstrating why we observe an 

incremental increase in absolute speed-up on 64 cores compared to the other test game 

cases. 

 

The explanation behind why a significant increase in speed-up through thread 

cancellation across all test game cases is only observed in larger utilisation of core 

usages is that there are more threads working simultaneously. To that end, the best 

result is found earlier due to the increased number of threads and the remaining active 

threads would be cancelled upon finding the best result, thus explaining the increase in 

speed-up.  

 

Conversely, the explanation why no substantial increase is detected through thread 

cancellation on low core numbers is that there are less threads working concurrently. 

This generally signifies that the best result is found in the last thread to complete, which 

denotes that there are no remaining active threads to cancel. This explains why no 

increase in absolute speed-up is detected. 
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Figure 44: Absolute speed-up comparison for an empty board on the three test games 

between parallel variant containing utilisation of cancellation of threads against a 

variant not utilising cancellation of threads  

4.4.6 Pruning versus non-Pruning 

To search through a relatively large search space in a game, such as GoMoku on an 

empty 11x11 training board, would take a great amount of time due to the number of 

positions available and the amount of levels in the search tree for continuous moves. 

To that end, the parallel variant of the algorithm was executed with pruning on and then 

pruning off on 4 cores. The algorithm prunes subtrees based on the results found in 

subtrees above. The comparative diagrams presented in Figure 45 of the effect that 

pruning had regarding the reduction of the node count on each test game case, thus 

reducing the potential speed-up achievable. The effect of pruning the search was 

successful in reducing the workload by up to 23.9% for all test game contexts.  

The board configuration that experienced the highest reduction in node count through 

pruning was the empty board 6 across all test game cases (the highest reduction of 

23.9% was on an empty TicTacToe board). This is accredited to the notion that on an 

empty board, the algorithm will focus and score positions on the corners and middle of 
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the board higher where there are more potential avenues to build a sequence of 

counters. Therefore, there will be a greater number of redundant branches to prune 

within the search tree. GoMoku experienced the highest percentage node reduction of 

8.8% on this empty board setup. GoMoku was much lower than the TicTacToe variant 

as the GoMoku variant was adapted to consider neighbouring cells to current counters 

already active on the board. 

The board configuration which exhibited the lowest reduction in node count through 

pruning was the board that was most heavily populated initially, which was board 3 that 

contained at least 16 separate neighbouring cells. This is attributed to the fact that you 

have more meaningful positions to consider with 16 separate neighbour cells, which 

means there are less fruitful branches to prune. Thus, we observe a decline in the 

reduction of node count in this board configuration. 

 

 

 

 

 

 

  

  

 

Figure 45: Node count comparative bar chart between pruning on and pruning off on 4 

cores  
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4.4.7 Board copying overhead 

There was some very minor overhead identified in the performance measurements of 

the algorithm that would not be large enough to cause consequential impact in terms of 

potential gain of absolute speed-up. The parallel algorithm variants generate a clone of 

the board for each individual thread in play to search and work with. This is just one 

clone per thread in total. For example, if there would 64 cores available, 64 threads 

would be required, and the algorithm then would have to clone 64 copies of the current 

state of the board (one to be passed to each individual thread). The overhead in this case 

is very minor. The main overhead will come from other structures required by the 

threads to complete the current computation. 

Figure 46 shows the percentage of the overhead for each test game case on two sample 

boards running on 64 cores. There was a larger percentage utilisation of runtime in 

board copying when there were already active counters on the board. To that end, board 

3 on all games poses a scenario where there are at least sixteen separate cells, and this is 

where we observe the utilisation percentage at its highest (TicTacToe 3.9%, Treblecross 

4.3% and GoMoku 6.7%). This is in comparison to the empty board scenario posed in 

board 6, which produces a slightly lower percentage due to the vacant cells on the 

boards (TicTacToe 2.9%, Treblecross 3.4% and GoMoku 5.4%). GoMoku has the 

highest percentage utilisation in board copying in both board set-ups due to being the 

largest board set-up of the three test game cases. 

Figure 46: Bar chart comparison representing percentage of runtime focused in board 

copying overhead for two test board cases on the three sample games running on 64 

cores 
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4.4.8 Move comparison between sequential and parallel variants 

This subsection does not focus on the performance, but instead looks at the validation 

of the result returned from the parallel variant of the algorithmic implementation. In a 

parallel variant of the search algorithm, the selected move or at the least the score of the 

move should be the same. This is to ensure validity and consistency is equal between 

the founding sequential variant and the subsequent parallel variant implementations. 

This is reflected below in Table 6, where a move comparison is demonstrated between 

the sequential and parallel variants of the algorithm within each of test game cases. As 

observed in Table 6, in all test game cases, the move coordinates are the same between 

the two variants, but the scores are the same. Therefore, the end path for both variants 

are still equally valid and follows the same end path sequence. An end path could be 1) 

a win in the current move or 2) moving to the next move in game as seen in Table 6 

with TicTacToe/Treblecross board 6, and GoMoku boards 3 and 6.  

 

Table 6: Move comparison between sequential and parallel variants for first move 

across the three test game cases 

Board 

Move 

No. 

Co

un

ter  

Seq 

positi

on 

select

ed 

Seq 

sco

re 

Seq 

run 

time 

(secon

ds) 

TPL 

(on 1 

core) 

positi

on 

select

ed 

TPL 

(on 

1 

cor

e) 

sco

re 

TPL 

(on 1 

core) 

run 

time 

(secon

ds) 

Win 

in 

one 

mov

e? 

 

 TICTACTOE 

3 1 O  (6,4) 
100

0 
27.2 (6.4) 

100

0 
28.2 ✓ 

6 1 O  (5,6) -61 122 (5,6) -61 127 ✗ 

 TREBLECROSS 

3 1 O  (24,1) 
100

0 
189873 (27,1) 

100

0 
218375 ✓ 

6 1 O  (1,1) 61 218375 (4,1) 61 233355 ✗ 

 GOMOKU 

3 1 O  (5,4) 
-

132 
270327 (6.4) 

-

132 
288407 ✗ 

6 1 O  (2,8) -61 555787 (4,1) -61 523782 ✗ 
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4.5 Generality and Modularity 

In section 1.4, it was declared that a secondary contribution of the work presented in the 

thesis was that the search implementation is generic and modular to grid and/or board-

based structured game contexts. 

Clarification of our definition of generality and modularity: 

Our definition of generality - the search implementation is generic in the sense that it 

can be applied to any game scenario that adopts a cell-based gameplay grid or board. 

 This definition does not include: the concept of independence from 

programmatic restrictions. The sequential algorithm is written in C# and makes use of 

TPL to create the parallelism within the parallel algorithm variant. The algorithm is 

general to cell-based games; however, the game must be written in C# for the algorithm 

to be applied and operational. 

Our definition of modularity - the search algorithm implementation can be embedded 

into wider game implementations with little or no modification to the algorithm 

required.  

 This definition does not include: the notion of independence from 

programmatic restrictions. The search implementation is modular in the sense it can be 

embedded within cell-based board games with little or no modification required. 

However, these games must be written in C#, like the search implementation, to allow 

the algorithm to be operative. To that end, the search implementation is not modular in 

the sense that it can be embedded with games that are implemented in alternate 

programming languages such as C. 

 

How the concepts of generality and modularity will be evaluated: 

Generality: To prove/disprove a degree of generality within the search implementation, 

the following evaluative metric was performed.  

A speed-up consistency comparison was run for a fixed set of core numbers across the 

three test game cases. The enhancement values will be presented, analysed and 

compared for core numbers fixations 1, 2, 4, 8, 16, 32, 48 and 64 for each test case. 

Two of the six sample boards used in the measurements will be sampled to perform the 

consistency comparison of the speed-up enhancement. 

 

The percentage difference in speed-up enhancement values on the core configuration 

selection will be classified for the degree of severity and concern as per the evaluative 

criteria presented in Tables 2 and 3 in subsection 1.6. Failing a valid explanation, a 

large disparity in speed-up enhancement between two test game cases on the same core 

configuration harms the argument of generality of the search implementation. An 

implementation that is general to specific contexts should gain consistent speed-up 

results across all cases. 
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Table 2 presents the concern levels defined to evaluate the severity of the disparity in 

the speed-up enhancement between two test game cases (which range from no concern 

to significant concern). Table 2 also earmarks the percentage boundaries for each 

concern level. A percentage difference of 47% or below is identified as being of no 

concern. 

The table presented in subsection 4.5.1 presents the results of the consistency 

comparison of the speed-up enhancement, as performed per the evaluative metrics 

defined above. 

Modularity: To prove/disprove the degree of modularity (as per the definition 

specified in subsection 1.4) within the search implementation, a critical analysis and 

discussion, namely of the specific game functions within the algorithm that will need to 

be modified in order to be embedded in an alternative board game scenario, will need to 

be performed.  

Each game function that is needed to be modified in order to fit into alternative game 

scenarios will be graded and evaluated against the grading system presented in Table 3 

in subsection 1.4. The grading system declares the level of code effort that is required to 

modify the algorithm in order for it to operate in alternative board game scenarios. 

The grading system is used to classify how significant a degree of code change is 

required and the level of code effort in implementing them. Significant reconstruction 

of programmatic constructs seriously harms the argument for modularity of the 

search implementation.  

The critical analysis of the degree of code effort required to embed the search 

implementation in alternative board game scenarios is presented in subsection 4.5.2. 

4.5.1 Generality 

This subsection presents the results of the experimental measurements performed to 

gauge a sense of generality (as per the definition in subsection 1.4) in the search 

implementation towards board-based game structured contexts. Table 7 presents a 

summary of the recorded speed-up enhancement values between each test game case, 

along with a subsequent declaration of the concern level relating to the generality of the 

search implementation. Table 2 in subsection 1.6 presents the defined concern levels 

(with percentage boundaries) to evaluate the severity of the disparity in speed-up 

enhancement between two test game cases (which range from no concern to significant 

concern). Board 3 represents an initial partially filled board while board 6 presents an 

initial empty board scenario. 

A disparity between the speed-up enhancements of slightly less than double (47% or 

below) between two game cases (as defined in the evaluative criteria) is identified as 

being of no concern to the argument of generality of the search implementation. A 

generic search implementation should achieve roughly the same speed-up enhancement 
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across similar test game cases. Therefore, only an enhancement percentage of 47% or 

above is considered a cause for concern towards the proposed general search 

implementation approach. 

Table 8 presents the categorisation of each speed-up enhancement comparison between 

the three test game cases, according to which concern level they reside in. 93.75% of 

comparison case measurements fall under slight concern or below with 37.5% being of 

no concern at all. Six of the sixteen case measurements came up as a slight concern. 

The cases flagged as a slight concern on lower core numbers are not relevant as the 

runtime is already so short sequentially in all test game cases. Hence, a matter of 

seconds of difference in runtime between two test game cases will ultimately result in at 

least double the speed-up enhancement disparity.  

Yet, there are slight disparities in speed-up enhancement values on higher core fixations 

between test game cases. Board 3 witnessed slight inconsistencies in speed-up 

enhancement values between test game cases on 8 and 32 cores. On 8 cores, GoMoku 

experienced the lowest speed-up enhancement as more runtime was consumed in 

looking ‘x’ moves ahead when making a first move. On 32 cores, Treblecross 

experienced a speed-up enhancement value of 6, however, TicTacToe only reached a 

speed-up enhancement value of 4, and 3 was reached for GoMoku. This can be 

attributed to the fact that Treblecross’s combination rules allow a winning move to be 

found in the first move, whereas TicTacToe and GoMoku at best can only reach a 

winning move in a second move. This results in more look ahead work for a series of 

moves for a player leading to extended runtime. 

Board 6 experienced slight discrepancies in speed-up enhancements between the test 

game cases on 8 and 64 cores. In both cases, the affected test game cases choose a move 

with the same score as the adjacent move in the alternative test game case. Yet, this 

results in further look ahead for a series of moves due to the current state of play on the 

game board. On 64 cores, TicTacToe achieves just over double the speed-up achieved 

on the other two test game cases. The reason for this is that TicTacToe has the smallest 

search space (49 initial positions on an empty board) which on 64 cores allows for at 

least one or more threads to be utilised for processing each individual position. More 

parallel threads running simultaneously theoretically equates to shorter runtime. A 

significant concern is raised in Table 7 on 16 cores on Board 6, as the algorithm 

achieves an enhancement value of 8 in TicTacTo  eas compared to 3 in Treblecross. 

However, this can be easily explained as the TicTacToe board used in these 

measurements is significantly smaller than the Treblecross board. Therefore, utilising 

more cores on a smaller board will result in a suggestively higher speed-up 

enhancement than its counterpart test game case. 

The evidence in the above discussion and in Table 7 suggests that there is a significant 

amount of generality observed in the search implementation to board-based game 

contexts. Subject to the concern level criteria defined in subsection 1.6, only one of the 

sixteen speed-up enhancement comparative measurements performed (presented in 
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Table 7) had a percentage divergence between the test game cases of between 61 to 

74% (marked as within the substantial concern level). No case measurements fell within 

the significant concern level.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 7: Concern Level categorisation for differences between speed-up values for each 

test game case on the same core configuration 
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Level 

Grade 

No. Grade Level 

Number of 

measurements 

1 No concern 9/16 (56.25%) 

2 Slight concern 6/16 (37.5%) 

3 Substantial concern 1/16 (6.25%) 

4 Significant concern 0/16 (0%) 

Table 8: Number of measurements cases by concern level 

4.5.2 Modularity 

This subsection presents a critical analysis and discussion of the specific game 

functions within the algorithm that need to modification in order to be embedded in an 

alternative board game scenario. A declaration of the degree of code effort that is 

required to modify the algorithm to operate in alternative board scenarios will also be 

presented at the end of the critical analysis discussion.  

Table 9 below shows the list of functions/variables in the algorithm that must be 

modified in order to allow the algorithm to be embedded in alternative board game 

scenarios. The only elements of the algorithm that must be modified in order to be 

embedded operationally in these alternative board game contexts are as follows. 

The first item presented in Table 9 is the struct that initialises and defines the board cell 

structure of the game board. The struct presents a fixed board size where each cell must 

be initialised. This causes great code effort to restructure the algorithm for alternative 

game scenarios. If the board size of the alternative game scenario is a different size, the 

struct must be extensively modified where each cell must be initialised with its 

coordinate position. If the cell is selected in a move during an iteration of the gameplay, 

the cell must be modified with the appropriate playing counter in the current stage of 

computation.   

The second element presented in Table 9 is the ‘public T this [int x, int y]’ method that 

defines get and set constructs for each cell to either extract or define the cell’s 

coordinate position. In the fixed board struct that is presented, each cell must be 

uniquely defined with its own coordinate position. This can cause a significant degree 

of code effort if there are a considerable number of changes required due to the board 

size in order for it to be embedded by the algorithm in an alternative game context 

scenario. The best solution would have been to make the board struct a variable size, 

where each cell does not require to be uniquely defined. 
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The ‘PlayGame’ method is the third and final element portrayed in Table 9 where the 

method executes a case statement. Each case holds a different fixed starting board. 

Slight code effort is needed to adapt these sample boards to the appropriate size for the 

new test game case. 

In conclusion to the analytical discussion above, there is evidence to support some 

degree of modularity (as per the definition in subsection 1.4) in the search 

implementation towards board-based game contexts. There are no major changes 

required to embed the algorithm in alternative game contexts. Yet, there are multiple 

smaller modifications required in the algorithm to initialise and declare a new board 

size in an alternative game scenario that uses a different sized game board, as 

exemplified in Table 9. Taking these modifications in combination, this leans towards a 

more substantial degree of code effort required than was expected.  

To improve the degree of modularity in the future, it would be recommended to shift 

the game board programmatic structure from a fixed board size to a variable board size. 

This will avoid the exhaustive task of initialising each cell on the board. In a variable 

board size, each cell will be created automatically, subject to a user-defined x(width) 

and y(height) board matrix.  
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Table 9: List of functions/variables in the algorithm that are required to be modified to 

be embedded in alternative board game scenario 

No. Class Function/Variable(s) 

Line 

No.’s Description 

Changes required 

to embed the 

algorithm in 

alternative board 

game scenario 

1 GameBoard_TPL.cs 
struct 

GameBoard_TPL<T>  

17-

46 

This struct 

defines board 

cell structure 

of the game 

board. Each 

cell is an 

integer 

variable 

which is 

provisionally 

‘filler’ value. 

The board struct 

needs to be 

modified to suit the 

dimensions of the 

game board in the 

new test game 

scenario. 

2 GameBoard_TPL.cs 
public T this [int x, int 

y] 

239-

453 

The method 

defines get 

and set 

methods for 

each cell to 

gather its 

coordinate 

position. 

Each cell needs to 

be defined with a 

coordinate position 

on the newly 

defined board 

dimension for the 

alternative test 

game case. 

3 Game_TPL.cs 

public void 

PlayGame(Player_TPL 

currentPlayer, 

Player_TPL 

otherPlayer, ref int 

cntr) 

72-

540 

The method 

defined an 

iteration of 

case 

statement 

holding a 

range of 

initial sample 

boards. 

The new test boards 

need defined to fit 

the new board 

dimension of the 

alternative game 

case. 
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4.6 Explanation for trends in performance measurement results: 

A series of explanations for why the parallel implementation only ever achieved modest 

but noticeable performance enhancement results are as follows: 

 

Major trends within the performance measurements: 

1) A high percentage of runtime focusing on garbage collection across the entire 

core usage is a primary reason that the parallel implementation does not achieve 

anything above a modest but noticeable speed-up enhancement (see Figure 39). 

1.1) The volume of heap items collected in the execution is the 

primary overhead, resulting in a poor speed-up beyond 16 cores. 

More heap items are collected across a higher concentration of core 

utilisation. 

2) The memory consumption causes great overhead when using a greater number 

of cores (see Figure 38). This is a major reason why speed-up is generally not 

significantly increased past 16 cores. 

Minor trends within the performance measurements: 

3) The idle time across all core numbers made up around 10-15% of the total run 

time (see Figure 43). This will put a significant constraint on the potential 

maximum speed-up available. 

4) The thread distribution was evenly distributed apart from in TicTacToe where 

1/5 of the thread distribution is executed sequentially on average (see Figure 42). 

As this is executed sequentially, this caused significant overhead in terms of 

speed-up improvement beyond 16 threads. 

5) There is a small but noticeable overhead in copying the current board for 

independent work within each individual thread in use within the Parallel.Invoke 

call. For instance, if there were 32 threads in use then there would need to be 32 

copies of the current state of the board created (one for each thread) and stored 

in memory. This may be a coinciding accounting because we see a decline in 

speed-up climb beyond 16 cores.    

6) There is a slight board copying overhead to give each individual processing 

thread a fresh clone of the board to work on (see Figure 46). This can contribute 

to the multi-factored decline in the speed-up beyond 16 cores. 

4.7 Conclusion: 

In conclusion, a realistic move is found by the algorithm and a consistently modest but 

noticeable increase in speed-up is generally observed across the expanding core usage. 

The thread distribution across all games was evenly distributed across all threads. The 

speed-up is very similar among all games. A significant volume of evidence was 

presented to support some degree of generality and modularity (as per the definition(s) 
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in subsection 1.4) of the search implementation. GoMoku was the highest performing 

game case in terms of consistent speed-up after the change to only consider 

neighbouring cells as shown in Figure 3. 

 

Despite this, there were some inconsistencies and trends that were identified in the 

algorithm across the core usage, explaining why a linear speed-up was never achieved. 

These inconsistencies and trends are listed below: 

The speed-up achieved is exceedingly below the linear speed-up threshold in all test 

board cases. The main causes for this that has been identified are as follows: 

Major factors: 

 The vast amount of computation overhead in overall runtime when 

collecting and consuming heap items. 

The evidence for this is: 

o The large percentage of run-time for the first move consumed 

by garbage collection on both test board cases ranged from 

84% to 99% in TicTacToe, 55% to 74% in GoMoku and 66% 

to 88% in Treblecross as seen in Figure 39.  

o  The vast amount of heap items consumed for the first move 

ranged from 5,000,000 to 25,169,432 on an empty board 

across core usage in three test game contexts in Figure 40.   

 This increased runtime and decreased the speed-up 

of the algorithm in conducting search jobs in the 

game space – thus, reducing its overall 

performance. 

 Increased memory consumption and overhead for the first move across 

core usage on all three test game contexts on an empty board was 

measured up to 3.5-4.5 GB on 64 cores in Figure 38. 

 This slows the response time of the algorithm in 

conducting search jobs on a higher number of core 

utilisations due to the higher amount of memory 

consumption, thus reducing its overall 

performance. 

Other minor factors contributing to low speed-ups are:  

 The high total thread idle time for the first move on an empty board 

across core usage fluctuated from 9.2% to 21.6% of total run-time across 

the test board configurations as seen in Figure 43. Idle time drops with a 

higher concentration of processor usage, so this factor is a less of a 

performance overhead. 

 A minor board copying overhead was observed on an empty board across 

the three test game cases, consuming up to 6.7% of the total runtime as 

viewed in Figure 46. 
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 Treblecross (60 cells on an empty board) was the poorest performing of 

the three test game cases as the algorithmic variant had to search the 

entire search space, in comparison to GoMoku where the variant was 

adapted to consider neighbouring cells to current counters already active 

on the board (121 cells on an empty board). 

• TicTacToe (49 cells on an empty board) performed 

slightly better than Treblecross due to holding a shorter 

search space that produced lower runtimes and less 

computational overhead.  
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5 CONCLUSION 

5.1 Introduction 

Sequential execution is limited by single processor performance. Parallel processing is 

one technical approach to reduce the run-time and enhance the performance through the 

utilisation of multiple processors simultaneously. The model approach selected to 

exhibit parallelism in the algorithmic implementation was a combination of parallel 

invoking and strided iteration. With Invoke, operations run concurrently, and the 

runtime system handles the thread scheduling to the individual core numbers on the 

host. The strided iteration allows an individual thread to visit every ‘nth’ element of the 

available moves list, where n equates to the number of processors available.  

This thesis has investigated the process of developing a parallel implementation of an 

adversarial search algorithm that can be deployed on big server styled architectures that 

adopt a shared memory programming paradigm with the principal intention of making 

algorithmic performance faster. The design decisions to overcome in both sequential 

and parallel variants, alongside their potential solutions, were presented in Chapter 3. 

The algorithm was embedded within three different zero-sum game contextual 

scenarios to verify that the algorithm has a degree of modularity as exhibited in 

Chapters 3-5.   

5.2 Achievements 

The overall achievement of this work is a parallel implementation of an adversarial 

search algorithm and its performance evaluation on server-size multi-core machines. 

There are a collection of achievements to date. 

I. Evidence of modularity within Minimax with Alpha-Beta Pruning algorithmic 

implementation 
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• This is demonstrated by the three different games that the algorithm is 

implemented within. 

 The algorithm achieves cohesion with multiple game 

scenarios with ease and shows significant evidence for a 

degree of modularity within the algorithmic implementation.  

▪ Despite this, the fixed board construct in the implementation also limits 

the degree of modularity that the algorithm possesses. 

II. The algorithm gains a significant degree of absolute speed-up across the test 

game contexts 

• The best absolute speed-up gain achieved on each test game case was 8 

for TicTacToe, 11 for Treblecross, and 11 for GoMoku (see Figure 37). 

➢ Despite this, the speed-up is relatively low. This limitation can be 

equated to an increased total memory consumption and garbage 

collection over the entire core usage for the three game test case 

scenarios. The reasoning for this limitation is explained in greater 

detail in Section 1.3. 

III. The effect of the use of Alpha-Beta Pruning in reducing the workload  

• Pruning the search tree of non-fruitful branches was successful in 

reducing the workload of the search. Up to 23.9% fewer nodes were 

visited as a result of pruning for all test game contexts and board 

configurations across the entire core usage (see Figure 45).  

➢ To that end, Alpha-Beta Pruning was also responsible for 

trimming the runtime of the algorithm across the three test game 

scenarios by up to 15.5%.  

IV. The search implementation was observed to have an significant degree of 

generality and some degree of modularity in board game contexts 

• In 93.5% of case measurements, the search implementation achieved a 

generality concern level (as defined in Table 8 in subsection 1.6) of 

slight concern or below, with 56.25% of cases being identified as no 

concern at all. 

• The analytical discussion of code effort required to embed the algorithm 

in alternative game contexts found there was some minor restructuring 

changes to the game board composition required. There is evidence to 

suggest that despite these minor changes, there is a degree of modularity 

in the search implementation toward board game contexts in relation to 

the limited man hours required to embed the algorithm operationally in 

an alternative board game context. 

 Please refer to the definition of generality and modularity 

presented in subsection 1.4 used to evaluate the search 

implementation. 
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V. The success of the utilisation of thread cancellation using an 

‘CancellationTokenSource’ object in C# reduced parallel run-time and increased 

absolute speed-up 

• The utilisation of thread cancellation removed needless computational 

overhead when no other improvement could be made on the search 

result, 

➢ Thread cancellation of all threads was only applied if the best 

possible result was returned in an already completed thread. 

 This was successful in reducing the parallel run-time and 

increasing absolute speed-up by up to 36.5% across all test 

board cases and core usage as seen in Figure 44. 

VI. The utilisation of TPL allows for the construction of parallelism without the 

need to directly work with individual threads, and thus avoids the great overhead 

in coordinating multiple threads. 

• TPL offers parallel development which is simplified to allow to create 

efficient scalable parallel code without requiring direct communication 

with individual threads.  

➢ Coordinating communication between individual threads can 

cause great overhead in heterogeneous platforms such as 

OpenCL. 

 TPL offers efficient speed-up through parallelism without 

the need to intricately construct communication between 

threads that can be time-intensive and costly. 

5.3 Limitations 

The speed-up achieved is exceedingly below the linear speed-up threshold in all test 

board cases across the entire core usage. To that end, the work has the following 

limitations. 

I. The methodology has been investigated using one algorithmic implementation 

• Minimax and Alpha-Beta Pruning are simple adversarial search 

techniques. The benefit of combining Minimax with Alpha-Beta Pruning 

is less fruitful branches of the search tree can be eliminated where they 

would otherwise be considered, thus delaying a computational response. 

A computational increase in speed-up is gained through parallelism 

embedded in these adversarial search techniques.  

➢ To expand our study of the methodology, the intention 

would be to develop a more advanced adversarial search 

algorithm (i.e. Monte Carlo Tree Search) into a more 

complex game context scenario (i.e. Go). These changes 

would allow for a significant search through a larger 

workspace.  
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 This would provide an opportunity to significantly 

reduce runtime through parallelism due the larger 

search space and runtime to work upon.  

II. The algorithm is constrained in achieving potential absolute speed-up due to 

effect of elevated total memory consumption and garbage collection across 

increased core usage 

• The total memory consumption reached up to 4.5GB on 64 cores on an 

empty board setting for all three test game cases. 

• The percentage of run-time focused in garbage collection across core 

usage ranged from 84% to 99% in TicTacToe, 55% to 74 % in GoMoku 

and 66% to 88% in Treblecross. 

 This slows the response time of the algorithm in 

conducting search jobs in the game space, thus 

reducing its overall performance. 

III. The algorithm is constrained to Task Parallel Library (TPL), .NET framework 

and C# programming language 

• The algorithm is implemented in C# and relies on .NET’s C# library 

extension Task Parallel Library (TPL) to construct parallelism within the 

parallel variant. 

➢ The algorithm utilises the ‘Parallel.Invoke’ method 

embodied within the TPL library as the means of 

constructing parallelism of tasks simultaneously through 

parallel invoking threads equal to the number of 

processors cores available. TPL also operates on shared-

memory parallelism only. 

 This restricts the parallel architecture that the 

algorithm can be deployed on. TPL also struggles to 

support workloads that are primarily fire-and-forget 

asynchronous work that embodies a minor part of 

the task parallelism in the implementation. 

IV. The methodology is limited to the shared memory parallel programming 

paradigm and architecture to utilise parallelism 

• The algorithm is limited to shared memory parallel programming. Task 

Parallel Library (TPL) performs shared-memory parallelism that limits 

the avenues for deployment to a specific niche of architecture of CPUs. 

➢ Future implementations of adversarial search algorithms 

would be coded with OpenCL which allows for 

programming on heterogeneous platforms such as GPUs, 

DSPs, and accelerators. 

 The utilisation of OpenCL will allow for greater 

avenues to performance test and measure the 

algorithmic implementations on a wider range of 
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processing architecture that should produce more 

interesting results for discussion.  

V. The methodology is limited to constructing parallelism on the top-level of a 

search tree 

▪ The algorithm constructs parallelism on the top-level of the search tree 

only. 

➢ This equates to no parallelism being constructed on lower 

levels of the  search tree where those processes would be 

executed sequentially. 

 This creates significant computational overhead, as 

any nodes that are visited beneath the top level will 

execute sequentially. This will extend run-time and 

limit any potential speed-up. 

VI. The search accumulates a higher degree of garbage collection 

• The percentage of runtime consumed in garbage collection is relatively 

high in the current implementation. 

➢ This equates to the high amount of memory allocation and 

deallocation when there are many active threads writing 

and reading from memory.  

 This increases the garbage collection 

overhead quite significantly. There is also 

significant evidence that individual threads 

are holding on to the heap during the 

parallel execution. This would increase the 

level of garbage collection.  

VII. The search is restricted to working within board-based games scenarios 

• The search implementation only works on searching problem spaces that 

are embodied within a game board-based structure.  

 The fixed board construct also limits the 

degree of modularity that the algorithm 

possesses in order to to be placed within 

alternative game scenario contexts. 

VIII. The search implementation was only found to possess some modularity towards 

board game contexts  

• The analytical discussion of code effort required to embed the algorithm 

in alternative game contexts found there was some minor restructuring 

changes to the game board composition required. Despite this, there is 
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evidence to suggest that despite these minor changes, there is a degree of 

modularity in the search implementation toward board game contexts in 

relation to the limited man hours required to embed the algorithm 

operationally in an alternative board game context. 

 Please refer to the definition of generality and modularity 

presented in subsection 1.4 used to evaluate the search 

implementation. 

5.4 Future directions 
There are significant avenues to investigate in order to extend the current state of this 

research work and increase the research output from the work. 

5.4.1 Improving performance of existing algorithm 

The algorithm exhibited significant overhead in total memory consumption and total 

garbage collection across the entire core usage. There are several approaches to explore 

and consider for improving the current parallel variant that would include, but not be 

limited to, the following: 

In subsection 4.3, it was explained that there is computational overhead present in 

continual memory allocation and deallocation. Further iterations of this work would 

look to build a solution to replace the use of List constructs with IEnumerable 

constructs (Kennedy, 2006). IEnumerable constructs reduces memory usage as all the 

processing and filtering of the data can materialise without ever needing to collect all 

the data at once as a singular unit. Thus, this would significantly reduce the workload of 

the algorithm and a noticeable decrease in runtime should be observed, subsequently 

improving the potential maximum absolute speed-up gain at the same time. 

Reusing memory is more performance efficient than the allocation of new memory 

partitions. Allocation of arrays and the inevitable de-allocation can be costly to potential 

maximum speed-up gains. Performing these allocations in high frequency will increase 

garbage collection pressure and hurt the system’s performance. Thus, a method to 

reduce the allocation of new memory in the form of arrays and objects generated by 

Lists is the use of an ‘ArrayPool’ for short-lived arrays (Kokosa, 2018). In an 

‘ArrayPool’, an elegant solution consists of using the ‘System.Buffers.Array’ 

constructs, which is notably similar to a ‘ThreadPool’. However, in an ‘ArrayPool’, a 

shared buffer for arrays is allocated, which you can reuse without allocating and de-

allocating memory.  

5.4.2 Develop parallel implementations of more complex adversarial search 

algorithms 

Beyond Minimax, the intention would have been to develop a parallel implementation 

of a more complex adversarial search algorithm such as the Monte Carlo Tree Search 

(MCTS). The parallelism would be realised by the ‘Parallel.Invoke’ method as utilised 
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in the Minimax implementation. Design decisions on an MCTS implementation would 

be influenced by the experiences and challenges observed in the Minimax 

implementation. As aforementioned in subsection 4.3, the major change in this 

implementation would be the rectification of the memory management issues that 

caused significant computational overhead and reduced potential speed-up in the 

Minimax. Thus, attention would be focused on making the proposed changes put 

forward in subsection 4.4.1 in the MCTS implementation to rectify these memory 

management issues that were previously encountered. 

As aforementioned in subsection 2.1.2.1, the MCTS algorithm follows four iterative 

phases:  

1. The selection of good performing child nodes which represent states that lead to 

a better outcome for the player (i.e. a win). 

2. If no winning result is found, one or more child nodes are selected for 

consideration. 

3. The execution of a simulated playout from each child node up until a winning 

result is found. 

4. The current move sequence is updated with the simulation result. 

The intention would have been to move on from simple sample games used as context 

scenarios for Minimax, to embed, performance test and measure the MCTS 

implementation on more complex gameplay scenarios. This would gather evidence in 

order to argue the claim of modularity for these parallel implementations of adversarial 

search algorithms. The aim would have been to embed the algorithm within card-based 

and board-based game scenarios that hold imperfect information such as Go (Gelly and 

Sliver, 2017), Poker (Rubin and Watson, 2011), Rummy (Eswaran, 2020) and Sudoku 

(Finlay, 2016). These games would have large extended boards of roughly 1000x1000 

cells for board-based games, or extended deck of cards for card-based games, to allow 

the algorithm to have a sizable workspace to search through that then could be finitely 

tested and measured for degree of system performance. 
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7 APPENDICES 

A. TicTacToe boards utilised for measurements 
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B. Treblecross boards utilised for measurements 

 

C. GoMoku boards utilised for measurements 
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D. Amdahl’s Law calculation 

 

 

  

 

 

 

 

 

 


