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Abstract

Solving linear inverse problems (LIPs) is an integral process within many scientific

fields. These problems typically involve attempting to reconstruct a model or signal

from a set of observations or e↵ects. In practise, LIPs can take many di↵erent forms.

These encompass anything from a magnetic resonance imaging (MRI) scan, where

a detailed internal body image is constructed from radio and magnetic waves, to

calculating Earth’s density from measurements of the gravitational field.

Traditional methods to solve LIPs typically involve optimization algorithms, which

have been rigorously studied for decades. However, modern deep learning (DL)

networks have now almost completely taken over, producing results which are far

superior to previous algorithms. Despite this, deep networks have one critical draw-

back: they cannot ensure measurement consistency in their outputs. This means

that information present in observed measurements is lost after being fed into a deep

network. The aforementioned optimization algorithms do not su↵er from this issue,

which is why they continue to see limited use in applications where measurement

consistency is essential (e.g., reconstruction of medical images).

The central theme of this thesis is to design algorithms that exploit the advantages

of both optimization and DL networks for image reconstruction tasks. First, we

proposed a framework that post-processes the output from a deep network via an

optimization problem. As the proposed method includes an optimization algorithm,

it ensures measurement consistency. Simultaneously, it exploits the exceptional qual-

ity of DL networks by encoding their output in the optimization problem. We also

developed an algorithm for solving the proposed optimization problem and showed

how measurement consistency is closely connected with generalization errors. Our

framework was applied to three applications: natural image resolution enhancement,

fusion-based hyperspectral image resolution improvement and MRI reconstruction.

Experiments show that our algorithm achieves the new state-of-the-art in all of the

applications considered, both in image quality and measurement consistency. Our

hybrid framework could be the key to the introduction of the superior performance

of DL networks in applications where measurement consistency is paramount.
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Chapter 1

Introduction

1.1 Overview

Many applications in science and engineering require solving inverse problems. These

typically involve estimating a signal based on a number of measurements of the sig-

nal. Solving an inverse problem yields information that we otherwise cannot directly

observe from the measurements. For example, in geophysics [1], the inverse problem

can be solved to examine hydraulic soil properties by utilizing measurements ac-

quired by temperature and soil moisture sensors. In medical imaging, it is solved to

reconstruct images of the internal structure of the human body based on measure-

ments such as X-rays [2] or magnetic fields and radio waves [3, 4] passing through

the body. Other broader applications include image processing [5, 6] and astronomy

[7]. Although inverse problems can be encountered in various domains, pinpointing

a specific solution to a problem is generally challenging. To restrict the number

of possible solutions, prior information such as the distribution of the signal is in-

corporated. Figure 1.1 illustrates the acquisition model describing the relationship

between signal measurements and prior information encoded via a prior model.

Numerous techniques to solve inverse problems have been proposed in the literature

each of which can be categorized as either model-based or data-driven. Traditionally,

model-based methods are the technique of choice for dealing with inverse problems.

These involve the formulation of an optimization problem solved via theoretically

backed algorithms. Thanks to the deep learning (DL) revolution, state-of-the-art

(SOTA) performance in various imaging tasks such as reconstruction, resolution en-
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Figure 1.1: Inverse problems. The signal is recovered from any available measure-
ments and prior information.

hancement and denoising are now all achieved using data-driven methods. However,

DL methods have a significant drawback: they cannot ensure that the recovered

signal matches the original measurements, which limits their reliability. While this

phenomenon is not very well understood, we will elaborate on this claim in more

detail in Section 1.1.4 and also in Chapter 4.

The main objective of this thesis is to design algorithms to solve linear inverse

problems (LIPs) for image reconstruction that achieve the new SOTA in terms of

quality and reliability. The rest of this introduction will formally describe LIPs and

how current model-based and data-driven methods solve these problems, while high-

lighting the limitations of each. We conclude our introduction by a formal definition

of our research objective, where we will show that by combining the strengths of

both model-based and data-driven methods we can achieve SOTA results in many

di↵erent LIPs.

1.1.1 Linear inverse problems

In most applications, the relationship between the measurement vector b 2 Rm and

the signal of interest x 2 Rn is given by:

A(x) = b, (1.1)

where A : Rn ! Rm is an operator that, when applied to x 2 Rn, gives the

measurement vector b 2 Rm. If the measurements are noisy, additive noise ✏ is

included and (1.1) becomes b = A(x)+ ✏. However, in our work we assume noiseless

inputs (refer to Appendix E for examples with noisy data). Hadamard et al. [8]
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Figure 1.2: Requirements and properties of model-based and data-driven methods.

outline three conditions which make recovering x from A and b in (1.1) a well-posed

problem: a solution must exist, and be both unique and stable. If any of these

conditions are not satisfied, the problem is ill-posed.

In LIPs, the operator A in (1.1) is linear and can be represented by a matrix A 2

Rm⇥n. When m = n and the matrix A has full rank, the solution is unique. When

m > n, the problem is over-determined, while when m < n, the problem becomes

under-determined. Most applications in science and engineering require solving

problems where the available measurements are much smaller than the number of

parameters to be estimated and multiple solutions are possible. For example, in

super-resolution a high-resolution (HR) image needs to be reconstructed from a

low-resolution (LR) image which has much less pixels than the HR image. Since the

measurementsm are smaller than the n elements that need to be inferred, these LIPs

are under-determined or ill-posed. Prior knowledge such as image texture, which

can be viewed as a form of regularization, is incorporated to solve such ill-posed

problems.

The approaches to solving LIPs can be broadly split in two: traditional optimiza-

tion methods and DL methods. As illustrated in Figure 1.2, model-based methods
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involve formulating an optimization problem which requires the acquisition and

prior models shown in Figure 1.1 to be explicitly defined. This explicit encoding

makes optimization methods highly adaptable and flexible, but naturally limits the

complexity of assumptions about the signal to that of the chosen prior. On the

other hand, data-driven methods or more specifically DL networks use large train-

ing datasets to learn the acquisition model directly, without the need of an explicitly

defined system. A notable di↵erence between optimization and DL approaches is

that the former can enforce constraints to guarantee measurement consistency while

DL methods cannot. This notion of measurement consistency in DL methods will

be explained in Section 1.1.4.

1.1.2 Classical algorithms for linear inverse problems

Traditional model-based algorithms find an estimate of x, denoted as x̂, by solving

a minimization problem that contains a prior knowledge encoding term and a task-

specific data fidelity term. More specifically, the problem has the following general

form:

minimize
x

J(x)

subject to Ax = b,
(1.2)

where J : Rn ! R encodes prior information about x to regularize the problem.

Often, this is expressed as sparsity on a given domain. A vector is said to be sparse

if most of its entries are zeros. For example, images have a high dimensionality but

in various applications, images that belong to the same class exhibit a degenerate

structure [9]. When a collection of representative samples is found for the distribu-

tion, similar samples have a sparse representation in that particular domain. Apart

from serving as a form of regularization, sparsity allows the most discriminative

data elements to be easily identified and its compact representation reduces mem-

ory strain. To take advantage of sparse representations, a correct basis or domain

has to be chosen to represent the data depending on the application.

When x̂ is restricted to be sparse or represented as a sparse vector in a domain such

as total variation (TV), wavelet transform or discrete cosine transform (DCT), J(x)
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in problem (1.2) becomes equal to k�xkp, resulting in the following problem:

minimize
x

k�xkp

subject to Ax = b,
(1.3)

where � is the sparsity operator and p represents the order of the norm which is

usually between zero and one. Note that complex-valued vectors are also possible,

i.e., b 2 Cm and x 2 Cn.

A number of di↵erent algorithms have been proposed which attempt to solve (1.3).

Three of these major classes are:

• Greedy algorithms: These identify the components that improve the quality

most over time by iteratively refining a sparse solution such as orthogonal

matching pursuit [10].

• Convex optimization: Numerical algorithms guaranteed to find a global opti-

mum such as the alternating direction method of multipliers (ADMM) [11].

• Brute force: Investigate all possible solutions to achieve the best solution to

(1.3) [12].

When p < 1, the problem is nonconvex and getting stuck in local minima is highly

likely. Thus, greedy and brute force algorithms are used to examine the possible

solutions before selecting an optimal one. When p = 1, the problem is convex and

thus convex optimization algorithms such as Newton’s and Karmarkar’s [13] method

are used. All these algorithms are backed by theoretical guarantees. For example,

existing theories on convex problems show that an exact recovery is possible if a

particular number of measurements are available [14]. Moreover, in the cases where

Ax = b is included in the constraints of the optimization problem, measurement

consistency is ensured. A limitation of optimization methods is that the explicit

encoding of the prior knowledge limits the complexity of assumptions that can be

made to that of the hand-crafted prior.

1.1.3 Deep learning and linear inverse problems

DL has made exceptional advances over the past decade. Access to large training

datasets and the availability of cutting-edge computational resources have resulted in
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the remarkable success of DL in many applications such as computer vision. One of

the biggest breakthroughs occurred when He et al. [15] used AlexNet [16] to classify

the ImageNet [17] database and surpassed human-level performance. Although this

success led to many other works [18, 19] where DL has continued to achieve SOTA

performance, the application of DL to solve LIPs is still relatively new.

The seminal work by Gregor and LeCun [20] studied the use of DL to solve tra-

ditional iterative optimization algorithms; an indispensable tool for solving LIPs.

In particular they showed how to improve the e�ciency of the iterative shrinkage-

thresholding algorithm (ISTA) [21] by representing each iteration of the algorithm

by a linear and a non-linear operation and trained a network dubbed as learned itera-

tive shrinkage-thresholding algorithm (LISTA). This achievement prompted various

other works to use DL networks for solving various inverse problems such as signal

denoising [22], deconvolution [23] and signal recovery [24]. In contrast to conven-

tional optimization methods, deep networks (DNs) use generic models to learn the

inverse operation from the available data. As the inverse operation is learned from

the data, deep networks are able to capture complex structures, most of which are

abstract to humans and thus are di�cult to capture with model-based methods that

require an explicit prior.

There are two basic DL approaches: supervised and unsupervised learning. The

primary di↵erence between the two is that the former uses labeled data while the

latter does not. In this thesis, we focus our attention primarily on supervised learn-

ing approaches. Supervised DL networks consist of two stages: a training and a

testing stage. In the training stage, a measurement image is fed to the network and

an estimate of the ground truth (GT) image is generated. Here, an input measure-

ment image b is inserted into a DN randomly initialized with the vector of weights

✓ 2 Rk. Features from the input image are then extracted along the layers and used

to generate an estimate of x denoted by w 2 Rn in the final layer. This procedure

is known as the forward pass. After each forward pass, the network weights are up-

dated to optimize the network’s output through a process called backpropagation.

In backpropagation (sometimes termed as the backward pass), the error between the

reference vectorized GT image x and the estimated output w is minimized through
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Figure 1.3: High-level architecture of DL networks.

a loss function:

minimize
✓

1

T

TX

t=1

`
⇣
x(t), f✓(Ax

(t))
⌘
, (1.4)

where w = f✓(Ax(t)), t represents the tth sample of the total T samples, ` : Rn ⇥

Rn ! R is a loss function and f✓(.) : Rm ! Rn is a DN parametrized by ✓ (i.e.,

weights and biases). The weight updates are computed via an iterative optimization

algorithm such as the stochastic gradient descent (SGD) method [25]. Once the error

is minimized to a su�cient level, the training procedure is halted and the optimal

weights ✓? are extracted. Since a single network is used to map the input directly

to an output, this approach is termed as end-to-end learning.

The trained network is then tested by passing unseen images through the network

and analyzing the inferred images. A high-level representation of how supervised

DNs for image processing tasks work is shown in Figure 1.3. More details about the

training and testing stages are given in Section 1.1.4.

Numerous studies have demonstrated the e↵ectiveness of DL for solving inverse

problems [26, 27, 4]. Apart from achieving SOTA performance, DNs do not need

a hand-crafted prior before reconstructing the images. Instead, the map between

the input and the output is learned from large datasets. This data-driven approach

gives DNs the flexibility to learn complex models, which is one of the reasons why

they outperform optimization methods with simpler priors.

Despite these advantages, it is hard to interpret the results from a DN due to the

large number of parameters the model has and the selected features are generally

not human-readable [28]. Moreover, since the network does not explicitly specify

the information extracted from the data, it is di�cult for DNs to adapt to new

situations as this makes it hard to determine where the change is required in the

network. For example, if the function used to generate the measurement images
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for training the network changes, the network almost always needs to be retrained

to avoid performance degradation. However, the most striking limitation of DNs is

that they fail to ensure measurement consistency during testing, which we illustrate

shortly.

1.1.4 Measurement inconsistency in deep learning networks

As previously mentioned, model-based methods generate measurement consistent

outputs because they can enforce constraints while solving the resulting optimization

problem. However, this is not the case for DNs. During the testing stage, given a

vector of measurements b 2 Rm from a sample x 2 Rn, the DN estimates w 2 Rn

by simply applying a forward pass on b:

w := f✓?(b) . (1.5)

We say that the trained network f✓?(Ax(t)) is measurement inconsistent when Aw 6=

b. If the network has good generalization, we expect w to be a very close estimate

of x:

x ' w. (1.6)

In this case, multiplying both sides of (1.6) by A yields:

Ax ' Aw. (1.7)

However, when the network fails to generalize, i.e., x is significantly di↵erent from

w, Aw will also be significantly di↵erent from the measurements b = Ax. One of

the reasons behind this inconsistency is the fact that for every di↵erent b, ✓? is fixed

in the testing stage. Figure 1.4 illustrates this phenomenon on a DN trained for

magnetic resonance imaging (MRI) reconstruction. The left image of Figure 1.4

represents a GT MRI image X 2 CM⇥N with M rows and N columns. The GT

image is accessible during training, but not during testing. Let X be represented by

its column-major vectorization x = vec(X) 2 Cn, where n = M ·N . The GT image

x is sampled by an operator A 2 Cm⇥n that samples the discrete Fourier transform

(DFT) matrix to obtain a measurement image b := Ax 2 Cm. In this particular

example, n = 59, 392, m = 3, 712 and A is an undersampled DFT matrix. The
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Figure 1.4: The output image w di↵ers significantly from b when it is sampled using
A.

goal is to reconstruct x from b. The figure shows that DNs, particularly MoDL [4],

reconstructs an image w, which after the application of the sampling operator A,

fails to satisfy Aw = b, despite knowing that Ax = b. More precisely, the network

[4] outputs an image w = vec(W ) close to x (40.32 dBs) but that fails to satisfy

Aw = b with enough precision: ||b � Aw||2 ' 0.61 (both b and w are normalized).

Note that MoDL [4] was chosen as an example and more systematic experiments

are presented in Chapters 4 and 5.

Measurement inconsistency is more problematic in critical areas such as medical

imaging because it implies that important information in the measurements is ig-

nored. This problem has been widely acknowledged in medical imaging literature

which state that enforcing measurement consistency leads to more reliable and

better-quality outputs [29, 30, 31]. In Antun et al. [32], one of the experiments

involved adding a small structural change to the input image (not present during

the training stage) such as text and analysing how di↵erent DL methods perform.

The first two methods considered, DAGAN [33] and MRI-VN [34], were conventional

deep networks and failed to reconstruct an image that reflects this change in input.

However, the third method, Deep MRI [35], enforced measurement consistency by

blending optimization methods with neural networks and successfully included the

structural change in the reconstruction. Nonetheless, as we will see in later chap-

ters, all considered applications benefit from performance gains when measurement

consistency is enforced.

1.1.5 Hybrid methods

Hybrid methods such as plug-and-play (PnP) methods and unrolled networks find

a middle ground between optimization and DL methods. PnP methods leverage
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the fact that iterative methods for solving optimization problems split the data

consistency and regularization terms. The latter generally boils down to a sim-

ple soft-thresholding [36, 37] operation that can be viewed as a denoising step. In

contrast to model-based methods that use customized priors according to the ap-

plication, PnP methods are flexible in the sense that they do not need a specific

regularizer. Consequently, any demonstrably successful denoising algorithm can be

implemented without having to redesign a reconstruction algorithm.

Venkatakrishnan et al. [38] showed how di↵erent denoisers can be utilized and

how only small changes are required. Later work demonstrated how the denoising

step can be replaced with a more complex operation such as a convolutional neural

network (CNN). These have been applied to various image restoration methods [39,

40, 4]. Unfortunately, however, although these methods provide better measurement

consistency than pure DL-based methods, their results generally fall short of the

SOTA.

Unrolled networks involve explicitly writing the iterations of the optimization algo-

rithm and then mapping each step in a network layer. The network is then trained

in an end-to-end manner. The first unrolled algorithm was LISTA [20] and was

followed by other methods tackling various applications [41, 4, 31]. A more in-depth

description of PnP methods and unrolled networks is given in Chapter 2.

In summary, optimization methods, being model-based, can be constrained to ensure

measurement consistency, while also being flexible and adaptable to the task at hand.

In contrast, DNs, being data-driven, require large training datasets, but make up

for this by systematically outperforming optimization methods in both accuracy

and runtime speed. However, it is di�cult to ensure measurement consistency in

DL methods. To leverage the advantages of both DL and optimization methods,

hybrid methods combine aspects of both techniques but are currently unable to

achieve the level of performance possible with the current leading DL methods.

1.1.6 Problem statement

The properties of optimization and DNs outlined in previous sections motivate the

problem we are tackling in this thesis:

Is it possible to develop algorithms that learn from a large amount of data and are
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Figure 1.5: The output image w di↵ers significantly from b when it is sampled using
A. Our method combines w and b, and eliminates this issue.

easily adaptable to new scenarios while, at the same time, ensuring measurement

consistency during testing? In other words, can we design algorithms that combine

the benefits of both data-driven and model-based methods?

To solve this problem, we propose a framework that can be seen as an additional

processing step to Figure 1.4. As shown in Figure 1.5, this step involves solving

an optimization problem, which we call TV-TV minimization, that uses both the

output from a deep network w 2 Rn, and the measurement image b 2 Rm, to

reconstruct an HR image x̂ 2 Rn close to w, but in contrast to it, guarantees Ax̂ =

b. With this setup, we have observed that the reconstructed image systematically

proved to be more accurate than w in terms of di↵erent quality metrics such as the

peak signal-to-noise ratio (PSNR) and structural similarity index measure (SSIM)

[42]. Our method is also robust to di↵erences in the A operator used to generate

the training and testing images. For instance, in a single image super-resolution

(SISR) problem, if a network was trained on LR images obtained by bicubically

downsampling HR images, a robust network should still perform well even when

provided with a bilinearly downsampled image.

We also propose a scalable ADMM-based algorithm to solve the TV-TV minimiza-

tion problem. The full details of this algorithm will be explained in Chapter 4.
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1.1.7 Overview of applications

To investigate the performance of our method, we consider three applications: SISR,

MRI reconstruction and fusion-based hyperspectral image super-resolution (HSISR).

Each of these applications involves solving a di↵erent LIP built to accommodate the

intricacies of each domain.

SISR. The resolution of natural images captured by sensing devices is often limited

by hardware constraints. SISR is a technique which can help to increase image

resolution computationally. Thus, super-resolution (SR) involves inferring missing

pixels to create an HR image.

The earliest methods for SR inferred missing pixels by using interpolation functions

which were originally used for filtering [43]. However, these methods produced

images with unwanted artefacts such as ringing and jagged edges apart from being

very ine�cient. Later works [44, 45] focused on optimization algorithms, which

generated images with sharper details but were still time-intensive. To address

both drawbacks, Dong et al. [27] proposed SRCNN; the first DL network for SR

which obtained SOTA results by training a three layer CNN. This work has inspired

the development of many other DL networks for SR [46, 47, 48, 49] with the SOTA

consistently being improved every year. These advancements enabled the widespread

use of SISR in consumer devices such as mobile phones [50] and high-definition

television (HDTV) [51]. More details about methods used for SR are provided in

Chapter 3.

MRI reconstruction. MRI is an indispensable diagnostic tool that produces to-

mographic images of the patient’s anatomy using magnetic fields and radio waves.

Early MRI machines required a high number of sequentially sampled k-space mea-

surements (2D DFT of the measured magnetic resonance image) in order to recon-

struct representative images [52]. Since the hardware and physics of the machine

limit the speed at which the k-space can be traversed, the reconstruction was very

slow and the patients had to stand still in a noisy machine for a very long time

which made the experience very distressful.

Compressed sensing (CS) allows the reconstruction of a signal from very few sam-

ples. A few years after CS was proposed [53], the food and drug administration

(FDA) approved the first CS MRI machine [54]. CS in MRI allows images to be
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reconstructed from a few random measurements from the k-space and thus allows

faster scans. However, they generally require manual parameter adjustments due to

the strong assumptions they impose on the underlying data. Moreover, since the

assumptions are generally simple, the resulting images look blocky and unnatural

[55]. Even though CS needs less measurements and the acquisition is improved,

patients are still required to remain within an MRI machine for prolonged periods

of time.

As with SR, DL methods are now the main focus for MRI reconstruction [56, 30, 31,

57], with their main advantages being accelerated reconstruction and their ability

to extract hidden features from data.

Fusion-based HSISR. Hyperspectral (HS) images contain multiple bands acquired

from sampling a broad range of the electromagnetic spectrum. The combination

of these bands creates an image that contains an abundance of information. In

contrast, conventional RGB images contain just the red, green and blue channels,

limiting information to what is visible to the naked eye. For instance, only HS

images can profile materials because a wide spectral range is needed to analyse the

penetration of di↵erent wavelengths in the material [58].

The origins of HS imaging date back to the mid 1980’s when NASA launched the air-

borne visible/infrared imaging spectrometer (AVIRIS) to observe the Earth. Since

then its use has been extended to various applications such as mineral identification

[59], food quality inspection [60] and medical diagnosis [61].

The quality of HS images are also dependent on hardware limitations. To im-

prove resolution, conventional single image HSISR techniques can produce a high-

resolution hyperspectral (HRHS) image by super-resolving a low-resolution hyper-

spectral (LRHS) image. However, HS images have a high spectral resolution and a

low spatial resolution while RGB images have a high spatial and low spectral reso-

lution. To leverage the advantages of both types of images, a technique known as

fusion-based HSISR is employed. This technique involves fusing an RGB with a HS

image to obtain a HRHS image that has both a high spatial and spectral resolution.

Figure 1.6 shows sample images of the di↵erent imaging modalities we consider in

this thesis. Details on how we tackle each of these applications are given in Chapters

4 and 5.
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(a) Natural image (b) MRI scan (c) HS image

Figure 1.6: Sample images from di↵erent modalities considered in this thesis.

1.2 Objectives

Next, we summarize the thesis goals and then detail each requirement.

The main aim of this thesis is to develop algorithms for LIPs that not only improves

over the SOTA performance achieved by data-driven methods, but also guarantee

measurement consistency during testing. The algorithms should be:

Measurement consistent - the reconstructed image complies with its own

measurements.

Capable of improving image quality - obtain an improved version of the

outputs generated by conventional DL networks.

Application independent - applicable in multiple domains without major

changes required.

Measurement consistent. Measurements are not discarded after processing them.

For an output to be measurement consistent, it needs to guarantee Ax̂ = b. As

mentioned earlier, optimization methods can naturally guarantee measurement con-

sistency through constraints while DL methods generally can not.

Capable of improving image quality. The proposed method should improve the

quality of images obtained by current leading data-driven methods. Commonly used

quality metrics include PSNR and SSIM. Other metrics specific to HSISR are the

relative dimensionless global error (ERGAS) [62], root mean squared error (RMSE)

and spectral angle mapper (SAM) [63].

Application independent. The proposed method should be flexible and easily

adaptable to di↵erent LIPs. It should also be able to perform well independent of
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the application domain.

1.3 Contributions

The main contributions of this thesis are:

• We propose a novel framework that has the advantages of both model-based

and data-driven methods. As the proposed method incorporates a model-

based technique, it is dynamic, flexible, and enforces measurement consistency.

On the other hand, our framework exhibits SOTA performance thanks to its

DL core. Although other works have attempted to tackle measurement incon-

sistency, our method is the first to enforce consistency as a post-processing

step in which the di↵erence Ax̂ � b is negligible, while maintaining SOTA

performance in terms of quality metrics such as PSNR and SSIM.

• We integrate DL and optimization-based methods via a TV-TV minimization

problem. Implementing the algorithm is very simple, as there are just a few

parameters to tune for each application.

• We propose an ADMM-based algorithm to solve the TV-TV minimization

problem. Matrix-vector properties are used to ensure that it is as e�cient as

possible. Moreover, the algorithm can be easily adapted to di↵erent acquisition

models.

• We apply the framework to various image processing tasks to highlight the

advantages of measurement consistency in a variety of tasks. To the best of

our knowledge, our published work [64] on fusion-based HSISR fusion was the

first in the field to explore the notion of measurement inconsistency from the

output of a DL network.

• To evaluate the performance of our framework, we provide extensive exper-

iments to compare with SOTA methods that serve as a benchmark. This

required generating outputs from a variety of networks and implementing dif-

ferent forward operators. We also provide code on GitHub1 to replicate all the

experiments in our works.

1All repositories can be found on - https://github.com/marijavella
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1.4 Organization

The thesis is structured as follows:

• Chapter 2 provides a review of the core elements required to understand our

framework. We first provide details of convex optimization algorithms such as

ADMM. This is followed by an explanation of how DL networks evolved and

how they solve LIPs.

• Chapter 3 provides a review of numerous methods used in the applications we

consider in this thesis.

• In Chapter 4, we present our framework together with the assumptions we

make. An introduction to the notation and algorithm details of the proposed

method follows. The chapter is concluded by the presentation of the experi-

mental results for SISR.

• In Chapter 5, we extend our framework for MRI reconstruction and fusion-

based HSISR. We give details about the acquisition model, changes required

in the optimization problem formulation and present experimental results.

• In Chapter 6, we conclude this thesis by summarizing our major contributions,

discuss identified limitations in our framework and provide avenues for future

development of our techniques.
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Background: Linear Inverse

Problems

This chapter provides background information on di↵erent techniques used to solve

linear inverse problems (LIPs). Section 2.1 contains details about convex optimiza-

tion and the alternating direction method of multipliers (ADMM). In Section 2.2 we

introduce deep learning (DL) concepts and present di↵erent network architectures

such as convolutional neural networks (CNNs). Lastly, in Section 2.3, we review

methods that blend optimization and DL methods while in Section 2.4 we provide

a short comparison between optimization, DL and hybrid methods.

2.1 Optimization algorithms

In simple terms, the goal of optimization algorithms is to select the best possible

solution from a set of feasible options. These algorithms are at the core of any

problem involving decision making. Such problems can be either constrained or

unconstrained. Constrained problems aim to find the best solution while adhering

to some linear or non-linear constraints, while unconstrained problems find the best

solution from all possible solutions.

The first well-known optimization algorithm is gradient descent (GD), proposed by

A.L. Cauchy in 1847. Since then, several other methods have been proposed to solve

di↵erent types of optimization problems, such as the simplex method, ADMM [65],

Karmarkar’s algorithm [13]. Nowadays, optimization is still a very active field of
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Figure 2.1: Graph of a convex function. The chord of any two points lies above the
graph of the function.

research with specialized applications ranging from filter design [66] to finance [67].

In this thesis, we are particularly interested in convex optimization. This section

contains two subsections: one dedicated to the structure of convex optimization

problems and another to Lagrangian methods particularly the ADMM as we use it

in our proposed algorithm.

2.1.1 Convex optimization

A convex problem has the following form [68]:

minimize
x

f0(x)

subject to fi(x)  0, i = 1, . . . ,m,
(2.1)

where f0 is a convex objective function, f1 · · · fm the convex constraint functions

and x is the optimization variable. A function f : Rn ! R is convex if the domain

of f i.e., dom f is a convex set and it satisfies the condition [68]:

f(✓x+ (1� ✓)y)  ✓f(x) + (1� ✓)f(y), (2.2)

for all x, y 2 dom f and 0  ✓  1. If the function is strictly convex, (2.2) holds

strictly. Graphically, (2.2) means that the chord between the points (x, f(x)) and

(y, f(y)) lies above the graph of f as shown in Figure 2.1.

Encoding sparsity. As stated in Section 1.1.2, an optimization problem for LIPs

generally contains two terms, one that encodes assumptions about the signal to be

reconstructed and another to ensure measurement consistency. Sparsity of signals is

generally sought as it regularizes the problem, enables easy identification of the most
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discriminative signal elements and also reduces memory strain. Images (signals of

interest in our work) are known to have a sparse representation in a particular do-

main. Many literature for di↵erent imaging applications assume sparsity in di↵erent

domains [69, 70, 44, 45]. For example, assumes that a few DCT coe�cients are able

to compress medical images [71] while [45] uses the same assumption for face SR.

The novelty of our work does not lie in the choice of prior and thus we opted for

a simple yet e↵ective prior that also has good properties as outlined shortly. More

specifically, in this thesis we assume that images have a small proportion of edges

compared to the total number of pixels which can be quantified via the discrete

total variation (TV). In other words the objective function of (2.1) takes as input a

vectorized image x and computes its TV. As TV is heavily used in our algorithm,

here we provide its definition and properties.

Let x 2 Rn be the column-major vectorization of a 2D image X 2 RM⇥N where

n = M ·N , then the anisotropic TV is defined as in [72]:

kxkTV =
MX

i=1

NX

j=1

���v>ijx
���+

���h>
ij
x
���

=

����

2

64
Dv

Dh

3

75 x

����
1

(2.3)

= kDxk1 ,

where vij 2 Rn and hij 2 Rn represent the vertical and horizontal di↵erences at pixel

(i, j), respectively. The concatenation vij as the rows of Dv 2 Rn⇥n and hij 2 Rn⇥n

as the rows of Dh gives the representation in (2.3), where k.k1 is the `1-norm (sum

of absolute values). We then concatenate Dv and Dh in the matrix D 2 R2n⇥n.

Assuming periodic boundaries, Dv and Dh are both circulant matrices i.e., a square

matrix where all rows contain the same elements and each row vector is shifted by a

single element to the right with respect to the preceding row vector. More precisely,

Dh is defined as:

Dh = circ

 
�1 0 · · · 0 1 0 · · ·

�>!
:= circ (ch) , (2.4)

and is generated by its first column ch 2 Rn (with -1 in the first entry, and 1 in
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entry n�M + 1). The matrix Dv is also circulant i.e.,

Dv = circ

 
�1 0 · · · 0 0 1 · · ·

�>!
:= circ (cv) , (2.5)

and is generated by its first column cv 2 Rn (with -1 in the first entry, and 1 in

entry n). Being circulant, Dh and Dv are diagonalized by the DFT matrix with

appropriate dimensions and are equivalent to:

Dh = F�1
n

diag (Fnch)Fn (2.6)

Dv = F�1
n

diag (Fncv)Fn, (2.7)

where Fn 2 Cn⇥n is the n⇥n DFT matrix and diag(Fncv) (respectively diag(Fnch))

is a diagonal matrix whose diagonal entries are equal to the vector Fncv (respectively

Fnch). Note that F�1
n

= 1
n
FH represents the inverse DFT matrix of Fn where FH

is the complex conjugate transpose of Fn. The multiplication of a vector x 2 Rn by

Dh and DT

h
can then be computed as:

Dhx =
�
F�1
n

diag (Fnch)Fn

�
x = F�1

n

�
(Fnch)� (Fnx)

�
= i↵tn

�
↵tn (ch)� ↵tn(x)

�

(2.8)

D>
h
x =

�
Fn diag (Fnch)F

�1
n

�
x = Fn

⇣
(Fnch)�

�
F�1
n

x
�⌘

= ↵tn
�
↵tn (ch)� i↵tn(x)

�
,

(2.9)

where ↵tn(.) is a function that computes the DFT using the fast Fourier transform

(FFT) algorithm and � denotes the Hadamard product. Similarly, Dv and DT

v
can

be computed as:

Dvx =
�
F�1
n

diag (Fncv)Fn

�
x = F�1

n

�
(Fncv)� (Fnx)

�
= i↵tn

�
↵tn (cv)� ↵t(x)

�

(2.10)

D>
v
x =

�
Fn diag (Fncv)F

�1
n

�
x = Fn

⇣
(Fncv)�

�
F�1
n

x
�⌘

= ↵tn
�
↵tn (cv)� i↵tn(x)

�
.

(2.11)
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Therefore, multiplying x 2 Rn by D and DT is equivalent to:

Dx =

2

64
Dvx

Dhx

3

75 (2.12)

D>x = D>
v
x+D>

h
x. (2.13)

Note that matrix D is sparse with 4n (2 non-zero elements per row) non-zero ele-

ments. Assuming a vectorized 3⇥ 3 image, D is:
2

66666666666666666666666666666664

�1 1 0 0 0 0 0 0 0
0 �1 1 0 0 0 0 0 0
0 0 �1 1 0 0 0 0 0
0 0 0 �1 1 0 0 0 0
0 0 0 0 �1 1 0 0 0
0 0 0 0 0 �1 1 0 0
0 0 0 0 0 0 �1 1 0
0 0 0 0 0 0 0 �1 1
1 0 0 0 0 0 0 0 �1
�1 0 0 1 0 0 0 0 0
0 �1 0 0 1 0 0 0 0
0 0 �1 0 0 1 0 0 0
0 0 0 �1 0 0 1 0 0
0 0 0 0 �1 0 0 1 0
0 0 0 0 0 �1 0 0 1
1 0 0 0 0 0 �1 0 0
0 1 0 0 0 0 0 �1 0
0 0 1 0 0 0 0 0 �1

3

77777777777777777777777777777775

2 R2n⇥n = R18⇥9. (2.14)

As discrete TV is a convex function, encoding it results in a convex optimization

problem.

Algorithms for convex optimization. The choice of algorithm depends on the

di↵erentiability of f0(x). If the function is di↵erentiable, gradient-based methods

such as Newton’s method and gradient descent can be used. Otherwise, proximal-

based methods [73] are used such as ADMM [11], the proximal-gradient method and

the method of multipliers [68]. Since the TV-norm is an `1-based norm which is not

continuously di↵erentiable, we need to use a proximal-based method. In particular,

we use ADMM which we describe shortly.

2.1.2 Augmented Lagrangian methods

Augmented Lagrangian methods solve constrained optimization problems by a series

of unconstrained problems. In general, Lagrangian methods form the Lagrangian
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which essentially involves adding the objective function together with the multiplica-

tion of the dual variables and the constraints as well as the augmented Lagrangian

term. The idea is then to solve an unconstrained problem for each of the opti-

mization and dual variables for a fixed augmented Lagrangian term as we illustrate

shortly.

Method of multipliers. First proposed by Hestenas [74] and Powell [75], the

method of multipliers is an augmented Lagrangian method. It solves problems in

the form of:

minimize
x

f(x)

subject to Ax = b,
(2.15)

where the function f : Rn ! R [ {+1} is convex, x 2 Rn, b 2 Rm and Ax = b is

feasible. The augmented Lagrangian of (2.15) is:

L⇢(x;�) = f(x) + �T (Ax� b) + ⇢

2kAx� bk22, (2.16)

where � 2 Rm denotes the dual variable and ⇢ > 0 is the augmented Lagrangian

parameter. Note that the augmented Lagrangian adds the augmented term ⇢

2kAx�

bk22 to the ordinary Lagrangian
�
L⇢(x;�) = f(x) + �T (Ax� b)

�
. The method of

multipliers solves (2.15) by minimizing the augmented Lagrangian with respect to

x, while keeping the dual variable set to �k, and then updating � in a gradient-based

way. In other words, it iterates:

xk+1 = minimize
x

L⇢(x;�
k) (2.17)

�k+1 = �k + ⇢(Axk+1 � b). (2.18)

The method of multipliers has good convergence properties [76, 77] however, it is

not decomposable because of the augmented term ⇢

2kAx� bk22. Next, we present an

alternative that maintains good convergence conditions whilst also being decompos-

able.

ADMM. The ADMM algorithm was originally proposed by Glowinski et al. [78]

and Gabay et al. [65]. To solve (2.15), ADMM splits it into smaller sub-problems

that are easier to solve and assumes that f(x) is the sum of two functions.

More specifically, it solves a particular instance of the problem solved by the method

22



Chapter 2: Background: Linear Inverse Problems

of multipliers. The objective of (2.15) is replaced by f1(x1) + f2(x2) while the

constraint Ax = b is replaced by A1x1+A2x2 = c resulting in the following problem:

minimize
x1 x2

f1(x1) + f2(x2)

subject to A1x+ A2x2 = c,
(2.19)

where f1 : Rn ! R [ {+1} and f2 : Ro ! R [ {+1} are convex, A1 2 Rm⇥n and

A2 2 Rm⇥o. The notable di↵erence from the conventional constrained minimiza-

tion problem (2.15) is that the objective function is split into two parts with the

optimization variable also split in two. The augmented Lagrangian of (2.19) is:

L⇢(x;�) = f1(x1) + f2(x2) + �T (A1x2 + A2x2 � c) + ⇢

2kA1x1 + A2x2 � ck22,
(2.20)

while the iterates are:

xk+1
1 = argmin

x1

L⇢

⇣
x1, x

k

2;�
k

⌘
(2.21)

xk+1
2 = argmin

x2

L⇢

⇣
xk+1
1 , x2;�

k

⌘
(2.22)

�k+1 = �k + ⇢(A1x
k+1
1 + A2x

k+1
2 � c), (2.23)

where ⇢ > 0 is the augmented Lagrangian parameter and � is the dual variable.

Minimization is first performed with respect to x1 while keeping x2 fixed, followed

by the minimization of x2 with x1 fixed. The dual variable is then updated according

to (2.23).

ADMM can be viewed as a single pass of Gauss-Seidel over x1 and x2. Remarkably,

it solves (2.19) as accurately as the method of multipliers by a few extra iterations.

Gabay [79] shows that ADMM is a special instance of the Douglas-Rachford [80,

81] method for monotone operators, which is a special instance of the proximal

point algorithm. The ADMM can be shown to converge when f1 and f2 are closed,

proper and convex, strong duality holds and (2.19) is solvable. Alternative proofs

of convergence that do not use the monotone operators can be found in [82, §3.4.4].

The ADMM can be very slow to converge but a usable accuracy can be reached

within a few tens of iterations. Convergence proofs assume that ⇢ > 0 is fixed

however, since the performance of ADMM is highly dependent on ⇢, it is a common
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practice to use heuristics [83] to modify it with every iteration.

Convergence rates under mild conditions such as non-emptiness of the solution have

been studied in earlier literature for the original ADMM and its variants [84, 78,

81]. For example, Goldstein et al. [85] assumed strong convexity and proposed a

modification to ADMM that converges at a rate O(1/k2). More recently, [86, 87]

showed that the original and linearized ADMM have a sublinear convergence rate of

O(1/k) measured by the iteration number in ergodic and nonergodic senses. Other

works analyzed the linear convergence of ADMM under stronger assumptions such

as smoothing and strong convexity [88, 89, 90, 91, 92]. Variations of the ADMM

such as the accelerated ADMM [93] have also been considered in [94] and were shown

to converge at a rate of O(1/k).

Di↵erent versions of the classic ADMM algorithm have been documented in the

literature. These include adding a relaxation parameter � that replaces A1xk+1

by �kA1x
k+1
1 �

�
1� �k

� �
A2xk

2 � c
�
to improve convergence [95, 96] while another

modification involves updating x1 and x2 in di↵erent orders or multiple times [82]

instead of just once.

ADMM is a good choice for solving our TV-TV minimization problem because it

splits the problem into sub-problems that are cheap to compute and the proximal

operators f1(x1) and f2(x2) can be computed e�ciently in closed-form. Moreover,

as described above, it has good convergence properties. Details about the TV-TV

minimization problem will be introduced in Section 4.

In recent years, research on ADMM has gained notable attention due to its vast

range of applications, including image processing [97], sparse signal recovery [98],

statistical and machine learning [11] as well as quadratic and linear programming

[99]. Moreover, it is able to handle large-scale problems as it is parallelizable.

2.2 Deep Learning

2.2.1 Artificial neural networks

Artificial neural networks (ANNs) were first conceived as an attempt to replicate

an actual biological nervous system. Neurons are fundamental units of the nervous

system. A biological neuron (refer to Figure 2.2) is made up of dendrites, a soma,
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Figure 2.2: Biological neuron made up of dendrites, soma, axon and synapses [100].

an axon and synapses. Signals received at the dendrites cause electrical changes in

a neuron which the soma interprets. If the signal is strong enough, it is sent to the

axon and can in turn activate some of the synapses that are connected to the next

neuron.

The first mathematical model of the neuron, proposed by McCulloch and Pitts [101],

was able to process two binary inputs and produce a single binary output. It also

had the ability to perform logical operations. Binary numbers were used because

biological neurons work in a similar fashion (they either fire (1) or are not active

(0)).

Figure 2.3: Perceptron model.

A few years later, Rosenblatt [102] proposed the perceptron algorithm whose model

is shown in Figure 2.3. The idea was to allow the neuron/unit to learn the function

that maps the input bi, i = 1, 2, 3...m to the target output x. Each input is multiplied

with its associated weight ✓i and summed with the bias p resulting in the weighted

sum:

z =
mX

i

✓ibi + p, (2.24)
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Figure 2.4: Adaline model.

which is then passed through a step function that produces the binary output w.

The step threshold function is defined as:

f(z) =

8
><

>:

0 if 0 > z

1 if z � 0,
(2.25)

which outputs a one when a set threshold is exceeded and a zero otherwise. If the

output is incorrect, each weight is updated via:

✓i(t+ 1) = ✓i(t)� ⌘(w � x)bi, (2.26)

where ⌘ is the learning rate, t represents the time instance, x and w represent the

target and estimated binary outputs respectively, bi is the ith input and ✓i is the

weight associated with ith input. Once w and x are equal, no further weight updates

are done. The perceptron is able to produce correct predictions when the operations

are linearly separable such as the AND or OR operations but is inadequate for

linearly inseparable functions such as XOR.

In a later extension, the Adaline [103] illustrated in Figure 2.4, replaced the step

activation function with the linear function f(z) = z followed by a step-function

quantizer. This way, the error could be calculated on a continuous function rather

than a binary output and allows us to gauge how wrong or right the network is. To

optimize the weight values, a cost or loss function needs to be defined and minimized

such as the sum of squared error (SSE) loss:

L(✓) = (x� �(z))2, (2.27)

with �(.) representing the linear activation function. As (2.27) is di↵erentiable, the
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optimal weights can be computed via a gradient-based method such as the stochastic

gradient descent (SGD) algorithm or a variation of it. The weights ✓ are updated

as:

✓i(t+ 1) = ✓i(t)� ⌘r✓L(✓i), (2.28)

where r✓ represents the gradient with respect to ✓. In the case where f(z) is linear

and the SSE loss is used, the weight update can be computed as:

✓i(t+ 1) = ✓i(t)� 2⌘(�(z)� x)bi, (2.29)

A variation of the SGD known as mini-batch SGD is generally used to accelerate

the weight updates.

2.2.2 Multi-layer perceptron

Unfortunately, since the Perceptron and the Adaline are composed of a single layer,

the operations they can perform are very limited. Multi-layered networks were

proposed in an attempt to increase the capabilities of the individual units.

As the name suggests, a multi-layer perceptron (MLP) is a network formed by

stacking multiple perceptrons. MLPs contain an input and an output layer along

with a series of hidden layers as illustrated in Figure 2.5. Note that in Figure 2.5

we omit activation functions and biases for brevity.

Each unit a at hidden layer l contains m input and n output nodes. The relationship

between neuron a(l)
j

and a(l+1)
i

in the lth layer is given by:

a(l+1)
i

= �

0

@
nX

j=1

⇥(l+1)
i,j

aj
(l) + p(l+1)

i

1

A , (2.30)

where i = 1, .. . . . ,m, j = 1, .. . . . , n and ⇥l 2 Rm⇥n is a matrix containing the

weights connected to each unit. Since the neurons are connected to all the activa-

tions in the previous layer, these layers are known as fully-connected (FC) layers.

The activation function can be any non-linear di↵erentiable function, depending on

the task. For example, in binary classification and multi-label tasks, the sigmoid

function S(x) = 1/(1 + e�x) is generally used. On the other hand, the softmax ac-

tivation function is a popular choice for multi-class classification since it transforms

27



Chapter 2: Background: Linear Inverse Problems

Figure 2.5: Multi-layer perceptron where all units are fully-connected.

numbers into probabilities.

The matrix ⇥l contains the weights of layer l in the format:

2

66666664

✓(l)
i,j

✓(l)
i+1,j . . . ✓(l)

m,j

✓(l)
i,j+1 ✓(l)

i+1,j . . . ✓(l)
m,j+1

✓(l)
i,j+2 ✓(l)

i+1,j . . . ✓(l)
m,j+2

✓(l)
i,n

✓(l)
i+1,j . . . ✓1

m,n

3

77777775

,

where i represents the index of the neuron in layer l being connected to the jth

neuron in layer l + 1. Using this notation, the forward pass of the MLP in Figure

2.5 can be expressed as:

w = �(3)(⇥(3)(�(2)(⇥(2)(�(1)(⇥(1)a(0) + p(1)) + p(2)) + p(3)). (2.31)

Since the forward pass is made up of composite functions, updating the weights via

the SGD requires using the chain rule to compute the gradient of the cost function

with respect to the parameters (weights). This process is known as backpropagation.

To avoid unnecessary repetition in the explanation of how the chain rule is applied,

we assume that the network only has a single hidden layer thus the forward pass is

represented by:

w = �(2)(⇥(2)(�(1)(⇥(1)a(0) + p(1)) + p(2)). (2.32)

Considering all the operations, (2.32) is equivalent to:

z(1) = ⇥(1)a(0) + p(1)

a(1) = �(1)(z(1))
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z(2) = ⇥(2)a(1) + p(2)

w = a(2) = �(2)(z(2)),

where w represents the output vector. Now applying the chain rule for backpropa-

gation and assuming that the mean squared error (MSE) loss is used, the derivatives

involved are:

@L

@a(2)
= 2(a(2) � x)

@L

@⇥(2)
i,j

=
@L

@a(2)
⇥ @a(2)

@⇥(2)
i,j

@L

@z(2)
=

@L

@a(2)
⇥ @a(2)

@z(2)

@L

@a(1)
=

@L

@z(2)
⇥ @z(2)

@a(1)

@L

@⇥(1)
i,j

=
@L

@z(1)
⇥ @z(1)

@⇥(1)
i,j

@L

@z(1)
=

@L

@a(1)
⇥ @a(1)

@z(1)

@L

@a(0)
=

@L

@z(1)
⇥ @z(1)

@a(0)
,

which result in the following weight updates:

⇥(1)
i,j

= ⇥(1)
i,j

� ⌘
@L

@⇥(1)
i,j

(2.33)

⇥(2)
i,j

= ⇥(2)
i,j

� ⌘
@L

@⇥(2)
i,j

. (2.34)

As the datasets is generally very large, the explained procedure is performed on

batches of data and repeated multiple times to allow the network to properly train.

Once the value of the loss function stops decreasing, the optimal parameters are

extracted and the network is deployed.

2.2.3 Convolutional neural networks

A CNN is a type of neural network that has proven to be very useful in various

computer vision tasks. In contrast to conventional deep neural networks (DNNs)

in which a neuron is connected to all the neurons in the previous layer, CNNs only

connect each neuron to a small part of the previous layer via a filter or kernel. The
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Figure 2.6: The filter is convolved with the first 3⇥ 3 pixels in the image to obtain
the first value of the convolved feature map.

building blocks of CNNs are convolutional layers, activation functions and possibly

pooling layers.

Convolutional layer. The convolutional layer performs a convolution operation

that involves applying a small filter to the image pixels in order to extract features

and patterns from an image such as edges, textures and shapes. Figure 2.6 shows

a 3 ⇥ 3 filter being convolved with the leftmost 3 ⇥ 3 block of pixels in the 5 ⇥ 5

image. Computing the sum of the element-wise multiplication results in the value

of 4. The filter is then moved by k pixels to the right with k being the stride value.

Assuming a stride of one, the filter moves by one pixel in the horizontal direction

and repeats the process until the filter reaches the rightmost pixel. After repeating

the procedure in the vertical direction, the convolved feature map has a height and

width of image size � filter width
stride + 1 +1 pixels. In this example, the image size is 5, the filter

width is 3, the stride is 1, and no padding is used, resulting in the 3⇥ 3 convolved

feature map shown in Figure 2.7.

In practice, multiple convolutions are performed and convolutional layers are stacked

along the depth dimension. Since the same filter is repeatedly applied, the convolved

feature maps share the same weights for each position, significantly reducing the

parameters in comparison with FC networks. This parameter sharing makes the

network translation invariant i.e., features are detected irrespective of its position

in the image.

Activation function. As with FC layers, functions are used to introduce non-

linearity into each layer. A typical choice for CNNs is the rectified linear unit

30



Chapter 2: Background: Linear Inverse Problems

Figure 2.7: The filter is applied to all the pixels in the image to obtain the convolved
feature map.

(ReLU) [104]:

ReLU(z) =

8
>><

>>:

z if z � 0

0 otherwise .
(2.35)

ReLUs enable the use of very deep networks because it is less prone to the vanishing

gradient problem than other activations such as sigmoid and tanh [105]. Variations

of ReLU for example LeakyReLU [106] are also commonly used to account for the

negative values instead of making it equal to zero like the ReLU.

Pooling layer. A pooling operation involves sliding a 2D filter over the feature

map and summarizing the features lying in the area covered by the filter. Common

types of pooling operations are the average and maximum pooling operations. With

reference to Figure 2.8, maximum pooling extracts the maximum-valued pixel cov-

ered by a filter while average pooling computes the average of the pixels covered by

the filter. In this example we assumed a 2⇥ 2 filter with a stride of 2 thus the max-

imum and average is computed from four pixels. Although pooling operations are

mostly used in classification problems, they are also utilized in image reconstruction

networks that incorporate attention mechanisms, which we describe shortly.

Skip connections. Skip connections transfer features between layers. In residual

networks (ResNets), skip-connections are used to reduce the performance degra-

dation in the deeper layers or to avoid the vanishing gradient problem [107]. In

densely connected convolutional networks (DenseNets), the features learned are

shared among di↵erent layers so they can be reused. This allows the network learning

to be done using fewer parameters than a conventional CNN. Figure 2.9 illustrates

how the features are shared in ResNets and DenseNets.
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Figure 2.8: Maximum and average pooling.

(a) ResNet architecture.

(b) DenseNet architecture.

Figure 2.9: Di↵erent architecture using skip-connections to pass features along the
layers: (a) ResNets add up features (b) DenseNets concatenate features.

Applications of CNNs. The first modern work based on CNNs was proposed by

LeCun et al. [108] to classify handwritten digits on the MNIST dataset. A few years

later, Krihevsy et al. [16] proposed the AlexNet which was trained to classify images

from ImageNet [17] with better accuracy than humans [15]. In this thesis, we are

particularly interested in using CNNs and other DL methods for solving LIPs, which

have only been proposed relatively recently [27, 46, 4]. More details and examples

of their application to specific LIPs are presented in Chapter 3.

2.2.4 Recurrent Neural Networks

A recurrent neural network (RNN) [109] such as the one shown in Figure 2.10

is a type of neural network commonly used for sequential data. In contrast to

CNNs, they maintain an internal “memory” state which allows them to obtain

information from previous inputs to improve its predictions. Given a sequence of
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Figure 2.10: Architecture of a RNN. Each arrow denotes a multiplication with the
parameters (weights) and is followed by a non-linear layer which we omit for brevity.
Parameters in RNNs are shared over the unfolding.

data a(t) = (a(1), a(2), ..., a(T )) with the time stamp index t ranging between 1 and

T , the predicted output of the RNN at each time step t has the form:

h(0) = 0

h(t) = �(h)
⇣
⇥(a)a(t) +⇥(h)h(t�1) + p(h)

⌘

o(t) = �(o)
⇣
⇥(o)h(t) + p(o)

⌘
,

(2.36)

where h(t) is the hidden state and o(t) is the output at time t. By using the previous

hidden state h(t�1), these are able to improve predictions based on previous informa-

tion in the sequence. Although mainly used for natural language processing, RNNs

are also useful when working with temporal information such as videos [110, 111]

and functional MRI [31, 112]. RNNs are prone to the vanishing gradient problem

which makes them unable to store long sequence information and thus the RNN

becomes short-term memory. To tackle this problem di↵erent gating mechanisms

namely long short-term memory (LSTMs) [113] and gated recurrent units (GRUs)

[114] were introduced to decide which information to keep and which to discard and

thus solves the vanishing gradient problem.

2.3 Hybrid Methods

Hybrid methods such as PnP priors and algorithm unrolling were proposed in an

e↵ort to benefit from the advantages of both model and data-driven methods. An-

other hybrid method that is specific for super-resolution is iterative back-projection

(IBP) [115]. As stated earlier, model-based methods make explicit assumptions

about the images to be reconstructed, which naturally limits the complexity of prior
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information that can be encoded. In contrast, DNs use vast amounts of data to

learn information about the image to be reconstructed. Since DNs are able to ex-

tract information hidden in data, they can learn very complex maps between the

measurement and the target images and this allows them to perform better than

model-based methods. However, the results from DL networks are hard to interpret

due to their complexity and abstract representation. The goal of hybrid methods

is thus to improve the interpretability of DL methods, while improving the perfor-

mance of model-based methods.

2.3.1 Plug-and-play methods

Model-based methods solve a variety of LIPs by formulating an optimization prob-

lem that encodes prior information and enforces measurement consistency con-

straints. A vast amount of work has been focused on finding complex priors that

best describe the relationship between the measurements and the target output.

For example, the BM3D algorithm [116] was designed for denoising and had to be

adapted for deblurring [117]. Therefore, such approaches tend to be highly specific

to their target domain and are not directly applicable to a general inverse problem.

To address this problem, Venkatakrishnan et al. [38] proposed PnP priors.

PnP methods are based on the observation that iterative optimization methods

such as ADMM separate the regularization/priors and the measurement consistency

terms. The former generally consists of a simple operation such as shrinkage/soft

thresholding [36, 37] step which encodes assumptions about the class of images to be

reconstructed. Venkatakrishnan et al. [38] argue that this operation can be seen as

a denoising step. This remarkable work exhibited empirical success and motivated

various works to study other denoiser variations and their potential applications

[118, 119].

Conventional denoisers have now been replaced with deep denoisers as DL networks

can learn more complex functions and thus improve performance. Deep PnP meth-

ods therefore o↵er a compromise between DL and model-based methods and are

also versatile as the measurement operator can be easily modified and o↵ers better

measurement consistency than end-to-end networks.

Deep PnP priors have been applied on a variety of LIPs in domains such as SISR,
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Figure 2.11: Unrolled algorithms [121]: Each iteration (as a function of h) of an
optimization algorithm (a) is represented as a network layer (b) with parameters ✓.

denoising and MRI reconstruction [40, 39, 120].

2.3.2 Algorithm unrolling

Algorithm unrolling addresses two of the major drawbacks of DNs: the lack of

interpretability and the need for large training datasets [121].

The process of unrolling involves formulating an optimization problem and defining

the steps of an iterative optimization algorithm. Each step of the algorithm is then

represented as a network layer and each layer is equivalent to one iteration of the

algorithm. Equivalently a sequence of layers is the same as running an iterative

algorithm a finite number of times as shown in Figure 2.11.

The seminal work by Gregor and Le Cun [20] investigated how a neural network

can be used to perform sparse coding. Since then a surge of works have adapted

unrolled algorithms to various signal and image processing problems. These include

deblurring [122], MRI reconstruction [4, 31] and multi-spectral image fusion [41].

In sparse coding a signal is modelled by a few columns (atoms) of a dictionary

D 2 Rm⇥k. When a signal has this sparse decomposition (sparse code), we say that

a signal has a sparse approximation over a dictionary. A dictionary can either have

a pre-defined basis such as DCT, Fourier transform or discrete wavelet transform

or else learned via training data. The process of learning a dictionary is termed as

dictionary learning.

Similar to iterative optimization algorithms, this approach requires much less pa-

rameters than popular DNNs. Moreover, unrolled algorithms need smaller datasets

as they are able to inherit prior information about the images rather than just re-

lying on large training datasets. As a result, they are generally able to generalize

better than conventional networks. For an extensive review of unrolled networks we
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Figure 2.12: Iterative back-projection: the estimated HR image is downsampled and
the di↵erence between the observed and input LR images is upsampled and added
to the estimated HR image. This procedure is repeated until the observed and input
LR images are equal and the HR image estimate is fixed.

refer the readers to [121].

2.3.3 Post-processing methods

Iterative back-projection. Iterative back-projection [115] is based on the notion

that the closer the downsampled estimated HR image (Ax) is to the measurement

image (b), the better the estimated output. As depicted in Figure 2.12, the first

step of IBP involves degrading an estimated HR image to obtain the observed LR

image. The di↵erence between the input and observed LR image is then computed

and a di↵erence LR image is obtained. This di↵erence image is upsampled to obtain

the HR di↵erence image which is then added to the HR image obtained from the

previous iteration. This process is repeated until the di↵erence between the input

and observed LR images is minimal.

Boosting algorithms. Most commonly used in denoising applications, these algo-

rithms boost the restored image quality. One of the earliest boosting algorithms is

known as twicing and was proposed by Tukey et al. [123]. There it was observed that

the residuals contain some of the required signal as otherwise the perfect denoised

image is restored. To extract this signal, they proposed denoising the residuals and

adding them to the estimated image. Later algorithms include [124, 125].
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More recently, an algorithm named Strengthen-Operate-Subtract (SOS) was pro-

posed in [126]. To strengthen the quality of the estimated image, they combined

the denoised image with the ground truth and iteratively increased the PSNR. Ex-

tensions of these works include replacing iterative algorithms with deep learning

networks [127, 128] and generalizations to other applications such as deblurring

[129].

Proposed. The proposed TV-TV minimization framework combines aspects of

PnP methods and IBP. Similar to PnP methods we combine the output from a

DN with a classic iterative optimization algorithm. However, instead of training a

deep denoiser to replace prior information, we explicitly encode this in the objective

function. On the other hand, we use the idea of projecting an output back to

the input to improve the image quality similar to IBP. However, we do this in a

di↵erent way that has never been done before. More precisely, no prior methods

enforce consistency as a post-processing step by solving an optimization problem.

2.4 Comparison

Table 2.1 compares the characteristics of optimization algorithms, conventional DL

networks, PnP priors and unrolled networks which have been discussed in Sections

2.1 to 2.3 while the last row represents our proposed method. We describe the

methods in terms of the parameters they require, the quality they achieve and how

easy it is to interpret their results. It can be noted that none of the methods have all

the desirable features. For example, optimization methods trade quality for a lower

number of parameters and interpretability. In contrast, DNs prioritize achieving

SOTA outputs with a large number of parameters and as a result they are di�cult

to interpret and may not generalize well. A middle ground between optimization

and DNs are deep priors and unrolled networks. However, it is highly desirable to

have a method that produces SOTA results and can be easily interpreted.

To achieve the SOTA, the proposed method requires post-processing either an out-

put from a DN or from an unrolled network, depending on the leading methods in

the particular application. Therefore, even though our algorithm only contains only

a few parameters, we need to account for the parameters required to obtain the

output before post-processing. Thus, the parameters required are either classified
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as medium or high. Then interpretation of the proposed method is high since it is

an optimization algorithm.

Table 2.1: Comparison between optimization algorithms, deep networks, PnP meth-
ods and unrolled networks in terms of the quality of their outputs, parameter di-
mensionality and the ease of interpretation of results.

Method Quality Parameters Interpretation

Optimization Low Low High

Deep networks SOTA High Low

Deep PnP priors Middle Middle High

Unrolled networks High Middle High

Proposed SOTA Middle/High High
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Related Work

This chapter presents a description of state-of-the-art (SOTA) methods used to solve

each of the applications outlined in Figure 3.1. For each linear inverse problem (LIP)

considered, the current available solutions using either traditional optimization, deep

learning or hybrid methods are presented and discussed.

Figure 3.1: Applications considered in this thesis: single-image super-resolution,
fusion-based hyperspectral image super-resolution and magnetic resonance image
reconstruction.
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Figure 3.2: Typical results from a super-resolution algorithm.

3.1 Single-image super-resolution

Image sensing technologies frequently have resolutions that fall far short of what

is required generally due to physical and cost constraints such as in biological mi-

croscopy and consumer electronics. Single image super-resolution (SISR) can par-

tially address this issue by improving the resolution of a low-resolution (LR) image

computationally such as the one shown in Figure 3.2, without requiring any changes

in hardware. SISR is in fact a linear inverse problem (LIP) where A represents a

downscaling operation, b an LR image and x is the target high-resolution (HR) im-

age. Solving this problem requires predicting the unobserved image pixels in the HR

image by using prior information defined by the expectations of other typical HR

images. A variety of di↵erent SISR algorithms exist, ranging from the traditional

model-based methods (interpolation or optimization algorithm) to the more recent

DL-based methods.

3.1.1 Interpolation methods

Classical interpolation methods assume that an accurate estimate of missing pixels

can be obtained by applying interpolation functions such as the nearest neighbor,

bicubic [130] or bilinear [131] functions. None of these assumptions are very accurate

and interpolated SR images are typically very blurry or very low in quality. However,

their simplicity allows them to compute results very rapidly, which makes them

useful for situations where e�ciency is the primary concern (e.g., consumer software

allowing for quick image resizing). For this review, we focus on algorithms which

provide much better SR results and consider interpolation as a baseline level of

quality.
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3.1.2 Model-based methods

Model-based schemes find an estimate of an HR image by solving an optimization

problem. Recall from (2.15) that these typically contain two terms: a data consis-

tency term that ensures that the downsampled SR image matches the LR image,

generally represented by Ax = b, and another one encoding assumptions about the

image to be super-resolved.

Numerous works encode assumptions based on the empirical observation that nat-

ural images can be sparsely represented in a domain. For example, [44] takes ad-

vantage of image sparsity in the wavelet domain while [45] uses the fact that image

patches are sparse in the DCT domain. Such problems are formulated as in (1.3).

Another method is multi-scale recurrence [132] which exploits the fact that patches

recur in di↵erent parts of the image, within the same scale and across di↵erent scales.

Finding the same patch in a scaled-down version of the input image creates HR/LR

patch pairs which gives a good estimate of an unknown HR patch.

A simple yet very e↵ective prior of choice assumes image sparsity in the gradient

domain [72]. The concept of gradients in images refers to the changes in the pixel

intensity values across the image i.e., where edges are present. These changes can

be captured by computing the total variation (TV) semi-norm. For example, nat-

ural images are known to only have a small number of edges when compared to

the total number of pixels [133] and optimization problems are formulated in an

attempt to minimize the TV semi-norm to capture this tendency. Works based

on TV regularization include [134, 72, 135, 136, 137] which propose di↵erent algo-

rithms for solving TV e�ciently. For example [136] poses TV regularization as an

unconstrained problem.

A strong point of model-based methods is that they have been extensively studied

and are theoretically backed. However, as they find a solution iteratively, they are

time-consuming. Apart from this, hand-crafted priors are necessary to obtain a

desirable solution.

3.1.3 Deep learning methods

Most modern SISR research has now shifted towards DL methods thanks to their

superior performance across all standard metrics. DL methods exploit the fact
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Figure 3.3: SRCNN architecture consisting of three layers. The first layer extracts
patches, the second layer performs non-linear mapping while the final layer recon-
structs an HR image. Image based on [27].

that image features can be learned by extracting this information from large image

databases. Most DL networks require a lengthy training process where the network

learns to generate HR images from LR images by comparing against a set of pre-made

ground truth (GT) HR/LR pairs. A variety of di↵erent loss functions can be used

to monitor and score the outputs of the DL network versus the GT. Once trained,

networks are tested by evaluating their performance on unseen LR images. Using

unseen data allows the generalization performance of the network to be measured,

and prevent over-fitting.

CNNs o↵er the current SOTA performance in SISR. Dong et al. [27] introduced

the first CNN for SR; the super-resolution convolutional neural network (SRCNN).

This network was only composed of three layers (Figure 3.3) but could already out-

perform all other model-based methods for SR. More specifically, patch extraction

was performed in the first layer, followed by non-linear mapping in the second layer

and reconstruction in the final layer. Note that SRCNN was only trained on the

luminance channel of the YCbCr color space.

Despite achieving SOTA performance (at the time of its release), SRCNN had some

major shortcomings:

1. Before feeding the LR image to the network, the input LR image is upsampled

to match the size of the desired super-resolved image. Upsampling is generally

performed via interpolation functions such as bicubic interpolation. However,

interpolation is known to introduce unwanted artefacts that might a↵ect the

network’s performance.
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Figure 3.4: Deconvolution operation used in FSRCNN.

2. It has a very simple architecture which limits the complexity of functions that

can be learned.

3. Requires the network to be re-trained for each downscaling operation. This is

also the case for other standard SR networks such as [46, 138, 48, 49].

4. Similar to other DL networks, SRCNN cannot enforce measurement consis-

tency.

We will now discuss each of these points and highlight the progress that has been

made on each of these points in the literature.

LR image upsampling. Upsampling LR inputs is very time consuming and can

also result in the loss of image structure which introduces errors in the estimated

output. To address this problem, a deconvolution or transposed convolution [139]

layer can be used to upscale the final LR feature maps and obtain the HR im-

age. The first network to apply deconvolution for SR was the fast super-resolution

convolutional neural network (FSRCNN) [46].

The deconvolution operation in FSRCNN outlined in Figure 3.4 involved upscaling

the LR features via the nearest neighbor interpolation function followed by a convo-

lution with a stride of one. Including this layer at the end of the network reduces the

computational cost since it operates on the smaller LR image throughout the whole

pipeline prior to upsampling. However, using nearest neighbor interpolation leads to

repeated pixels in the HR image. To tackle this problem, a sub-pixel convolutional

layer has been proposed in [140]. The idea behind sub-pixel convolution is to split

the kernel into multiple equivalent kernels as shown in Figure 3.5. The process con-

tinues with a deconvolution operation of the kernels with the LR features to obtain
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Figure 3.5: The 9 ⇥ 9 kernel on the left is equivalent to splitting it into nine 3 ⇥ 3
kernels on the right.

Figure 3.6: Sub-pixel convolution consists of performing a deconvolution operation
followed by the re-arrangement of pixels. Image adapted from [140].

the HR feature maps shown in Figure 3.6 followed by pixels re-arrangement. This

configuration uses the same computational complexity but has more parameters

which results in better modelling.

A di↵erent approach was introduced by Kim et al. [141] where they proposed the

deeply-recursive convolutional network (DRCN). This network consisted of three

sub-networks: an embedding, inference and reconstruction sub-networks. The em-

bedding network was responsible for transforming LR inputs into feature maps. The

main component was the inference network which repeatedly applies a recursive

convolutional layer to each feature map. Each recursion was followed by a rectified

linear unit (ReLU) and once processed the HR image was reconstructed. Another

work [143] proposed the Laplacian pyramid super-resolution network (LapSRN).
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Figure 3.7: In LapSRN, at each level of the feature extraction branch there is a resid-
ual image (di↵erence between the upsampled and GT image) forming a pyramid. In
contrast to Gaussian pyramids, Laplacian pyramids work on residual images. Image
obtained from [142].

The model takes an LR image and progressively learns to predict the HR residual

images at each level s of the Laplacian pyramid (refer to Figure 3.7). For a scaling

factor of 4, the network has two sub-networks for super-resolving the LR image and

three sub-networks for a scaling factor of 8. LapSRN contains two parts: feature

extraction and image reconstruction. Feature extraction consists of convolutional

layers to upsample the image by 2. This output is linked to a convolutional layer to

reconstruct a residual image and another convolutional layer for feature extraction

at level s + 1. The image reconstruction branch first upsamples the input image

by a factor of 2 and is then combined with the predicted residual from the feature

extraction sub-network to reconstruct an HR image. The architecture of LapSRN

is illustrated in Figure 3.8.
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Figure 3.8: LapSRN architecture [143] where the blue arrows represent transposed
convolutions and red arrows represent convolutional layers.

Figure 3.9: Residual learning as in [47].

Figure 3.10: Channel attention mechanism [48]. The element-wise product is de-
noted by ⌦.

Simple architecture. As pointed out earlier, using a three-layer network limits

the solution space of the DN. The work in [144] shows that using wider and deeper
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networks can provide better solutions. The very deep super-resolution (VDSR) [47]

network, which is made up of a 20 layer VGG-net [145] was the first very deep

network proposed for SISR. In contrast to SRCNN, VDSR trains on LR images

of di↵erent scaling factors, enabling a single network to be trained for multiple

scaling factors. Another key feature of VDSR is the introduction of residual learning

(as illustrated in Figure 3.9), which can learn the residual between the upscaled

LR image and the HR image. Significant improvements over VDSR have been

obtained by today’s networks which are much larger in size and use a number of

tricks (di↵erent activation functions, residual formats, batch normalization) to allow

the network to train properly [146, 138, 147, 148]. Other specialized architectures

for domain-specific SR exist such as face SR [149, 150].

Unfortunately, achieving SOTA performance comes at a cost - the training process

can be very slow (days to weeks or months), especially with very large networks. To

reduce this burden, various networks employ channel attention [48] which allows the

network to focus on those feature maps with the most relevant information. Assum-

ing C feature maps of dimensions H ⇥W as shown in Figure 3.10, the first step of

residual learning involves performing average pooling on each channel of the feature

maps to create vector d 2 RC . In order to capture the channel-wise dependencies, d

is passed through a two layer fully-connected (FC) network separated with a ReLU

activation function. This output is then passed through a sigmoid activation func-

tion to obtain an output in the range of [0, 1]. These operations can be described

by:

y = �
�
W2(ReLU(W1d))

�
, (3.1)

where � is the sigmoid activation function and W1 and W2 are the weights of the

first and second layer of the FC network respectively.

Other general techniques for faster convergence include using learning rate schedulers

(e.g., cosine annealing [151]) and optimizers (e.g., Adam [152]).

Other types of networks such as generative adversarial networks (GANs) [153] have

attracted a lot of interest in SR [146, 154, 155]. In contrast to CNNs, GANs focus

on producing photo-realistic outputs. More specifically, they can provide outputs of

better perceptual quality but score lower on distortion metrics [156] such as PSNR

and SSIM. Since the main aim of our work is to obtain the closest image to the
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GT and an output that is measurement consistent, we will not be considering GAN

mechanisms for the rest of this thesis.

Adaptability of data-driven methods. To avoid performance degradation, most

supervised networks require retraining when a di↵erent downsampling operation is

used. Retraining for every new type of input data is impractical. In an attempt

to address this issue, SRMD [157] uses dimensionality stretching which allows a DL

network to accept other metadata inputs other than an LR image such as the blur

kernel and noise level used to degrade an image. As a result, SRMD was shown

to be able to work with a range of downscaling operations. Further improvements

have been made on SRMD’s initial premise. Gu et al. [158] proposed SFTMD,

which introduces the SFT [159] mechanism for inserting metadata into every layer

of a network, with improved performance. Blind SR methods [160] also address this

issue and their main aim is to be degradation independent.

It is important to mention that deep PnP priors and unrolled networks are also

adaptable to di↵erent degradations since they inherit some properties of model-

based methods.

Measurement consistency. A more prominent shortcoming of DNs is that they

fail to guarantee measurement consistency (i.e., Aw 6= b) between the LR and HR

image during testing as detailed in Section 1.1.4. One way to improve measurement

consistency is to use deep PnP priors. For example, Chang et al. [40] uses the fact

that signal priors in optimization algorithms generally appear as proximal operators

(such as shrinkage operators). Instead of learning the prior they propose to learn

the proximal operator directly via a CNN called One-Net which essentially acts

as the proximal operator in ADMM. However, although SR was considered in the

experiments in [40], it did not outperform current leading CNN-based methods for

SR. Similarly, IRCNN [39] replaces the proximal in the half quadratic splitting

method [161] with a CNN denoiser. This idea is taken further in [162] which proposed

a completely unsupervised method. There, the estimate of the HR image is obtained

by a CNN that takes a random vector of weights and acts as a prior.

Algorithm unrolling improves consistency by incorporating domain expertise in DL

methods by representing steps of iterative algorithms by network layers (as shown

in Figure 2.11). For instance, Wang et al. [163] used LISTA to encode domain
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knowledge from sparse coding. Another work unfolded maximum a posteriori (MAP)

inference via the half quadratic splitting method [164]. There, the proposed deep

unfolding super-resolution network (USRNet) improved the performance of IRCNN

[39] by around 1dB in the PSNR and obtained similar performance to RCAN [48].

However, in contrast to RCAN whose performance is dependent on the degradations

used to generate its training set, USRNet can easily handle other degradations.

Nevertheless, purely DL-based methods [147, 148] still outperform USRNet. Similar

to model-based methods, unrolled algorithms can e↵ectively handle classic linear

inverse problems (LIPs)(Ax = b) with di↵erent degradation models and scale factors.

On the other hand, unrolled algorithms still possess the benefits of DL networks,

including being e�ciently end-to-end trainable.

A simpler approach was proposed by Haris et al. [165] which included a measurement

consistency layer in the network implemented through the iterative back-projection

(IBP) algorithm. This involved using consecutive up and down sampling blocks to

create the HR feature map.

3.2 Magnetic resonance image reconstruction

(a) Components of an MRI machine. (b) Configuration of three gradient coils.

Figure 3.11: How MRI works [166]: (a) During an MRI scan, a patient lies in a
cylindrical magnet which generates a magnetic field. RF coils then detect changes
in magnetisation. (b) Gradient coils are designed to alter the magnetic field locally
which enables selecting the area of interest.

Magnetic resonance imaging (MRI) machines provide detailed images of the body

tissues and serves as a vital tool for the detection of various anomalies. The human
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body is made up of various atoms but MRI is focused on just the hydrogen atom.

Normally, these atoms are spinning but when placed in an MRI machine, around

half of these atoms are lined up in the direction of the magnetic field and the other

half the other way (unmatched). Then a radio frequency (RF) pulse specifically

timed (considering the target tissue and that hydrogen atoms are used) is applied.

The unmatched protons absorb the energy and flip on their axis.

Meanwhile, three gradient magnets (Figure 3.11 (b)) begin to work. These magnets

are designed to alter the local magnetic field when turned on and o↵ quickly. This

configuration allows the selection of the area of interest that is referred to as the

slice. After the RF pulse is turned o↵, the protons go back to their original alignment

within the magnetic field and release the energy they carried during the RF pulse.

Figure 3.12: The 2D inverse Fourier transform is applied to the k-space measure-
ments to reconstruct a representative image of the body tissues.

During this process, the receiver coils pick up a signal which is sent to a computer

system where all the information is integrated to create 2D or 3D images. The

signal received by the computer is in k-space i.e., in the Fourier transform domain

as shown in Figure 3.12. Thus the scan is recovered by applying the inverse Fourier

transform to the measurements. In this thesis, we perform experiments on 2D MRI

scans; therefore, we focus on the acquisition details associated with it.

Recall that the acquisition model for LIPs is given by Ax = b. In single channel coil

MRI machines, b 2 Cm is a complex-valued measurement image and A 2 Cm⇥n is

the product of a sampling matrix/mask S 2 Rm⇥n with the DFT matrix F 2 Cn⇥n

i.e., A = SF with m < n. In contrast to SR, b consists of k-space measurements.

However typically, MRI reconstruction networks process the measurements in the
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image domain and AHb is input instead [4, 31]. Figure 3.14 shows an example of a

mask and an undersampled MRI image (AHb) that is input into one of the reference

networks MoDL [4].

Due to the slow acquisition process patients experience prolonged discomfort. Apart

from this, patients are likely to make small movements which leads to scans with

motion artefacts. For these reasons, accelerated MRI reconstruction is highly desir-

able. The concept of accelerated reconstruction was motivated by the observation

that images obtained from multiple coils can result in data redundancy [167]. This

led to parallel MRI where phased array coils are placed at di↵erent positions on

the scanner. Phased arrays [168] contain multiple independent receiver channels.

For example, Figure 3.13 shows the output of each of the four coils and how this

is combined to create a single image. This coil configuration requires an additional

operation to reconstruct the image. Specifically, A = SFC with C 2 Cn⇥n⇥Ncoils

representing the coil sensitivity map that allows the images obtained from N coils

to be combined to form a single image.

Figure 3.13: Images reconstructed from each coil in a phased receiver array is com-
bined into a single image using the coil sensitivity map. Image courtesy [169].

3.2.1 Model-based algorithms

A complementary technique to parallel imaging is compressed sensing (CS) [53].

Using CS, magnetic resonance images can be reconstructed from sub-Nyquist sam-
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(a) Mask. (b) Undersampled image.

Figure 3.14: (a) A sample mask and its respective (b) undersampled image (AHb)
inserted into a deep network that works in the image domain e.g., MoDL.

pling assuming that the acquired images are compressible, i.e., they have a sparse

representation in some transform domain [53]. In contrast to parallel MRI which

relies on redundancies in the images, CS relies on implicit redundancy in the data.

In this case, the main challenge is to find an algorithm that can compensate for

missing data, taking into account the undersampling of the image and using prior

knowledge about the image to be reconstructed. This results in forming a sparse

LIP as in (1.3) or a relaxed version of it in the case of noisy images, where the

equality constraint is transformed into an inequality constraint. Similar to other

imaging tasks, sparse representations such as the wavelet [170, 171], DCT [69, 70],

and TV [172, 173, 174] have been successfully applied to MRI.

3.2.2 Deep learning methods

Due to their impressive performance in a variety of tasks, DNs can potentially help

to significantly reduce the MRI scan time by producing high quality images from a

few measurements. Having a trained network capable of producing detailed images is

much faster than an iterative optimization algorithm. Similar to SR, there are three

main types of DL-based and hybrid methods that are used for MRI reconstruction:

end-to-end training, PnP priors and unrolled algorithms. However, in contrast to

SR, data consistency is much more crucial in MRI reconstruction, and all methods

attempt to address this explicitly.

In end-to-end training, reconstruction is achieved using conventional networks [175,

176, 177, 178] to learn the mapping between the input and target result. For deep

PnP priors [40, 39], a DN denoiser is taught to replace the proximal operator in an
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optimization algorithm [179, 180]. The third approach is to unroll algorithms. For

example, Aggarwal et al. proposed a network for parallel MRI dubbed as MoDL that

blends optimization and DL methods. The network consists of two main blocks: a

denoising and a measurement consistency block. The denoiser is trained via a CNN

which acts as a prior. Its output is then fed to a measurement consistency layer

that is equivalent to solving the CG method. Pairs of these blocks are stacked K

times to obtain an unrolled network with K iterations. The weights learned by

the deep denoisers are then shared across all the iterations. All these processes are

performed in the image domain and the real and imaginary components of the image

are processed separately.

In [30], a cascade of CNNs is first used to estimate the reconstruction of cardiac

scans by unrolling a dictionary learning based scheme which is followed by an ad-

ditional measurement consistency layer. Later work by Qin et al. [31] proposed

unrolling an ADMM-based algorithm in a network called CRNN. As explained ear-

lier, optimization methods involve encoding a prior and a measurement consistency

term. A novelty about the proposed network is that it uses RNNs which are ideal

to processing multiple sequential scans of dynamic data (such as cardiac muscles).

RNNs are able to retain important information from previous iterations e�ciently.

The measurement consistency block is unrolled in the same way as in MoDL.

Unfortunately, DNs are still not reliable enough [32] to be deployed in a clinical

setting. Extensive experiments [32] on recent DNs for MRI reconstruction show

that any perturbations in the measurement image lead to artefacts, which resulted

in important results (such as the presence of a tumor) not being reconstructed

properly.

3.3 Fusion-based hyperspectral image

super-resolution

HS images contain information collected from several contiguous bands across the

electromagnetic spectrum. Since di↵erent wavelengths can penetrate further into

a material, hyperspectral (HS) images are able to identify materials by their com-

position rather than just their appearance, as in RGB images. The properties of

HS images have proven useful in a variety of applications including remote sensing
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[181], food quality assessment [60] and medical diagnostics [61]. However, although

HS images have a high spectral resolution, they su↵er from a low spatial resolution.

This trade-o↵ between spatial and spectral resolution has remained a challenging

issue to this day. To address this problem, fusion-based hyperspectral image super-

resolution (HSISR) can be used to fuse a high-resolution multispectral (HRMS)

image with a LRHS image. The former has a high spatial resolution and a low

spectral resolution while the latter has a high spectral resolution and a low spatial

resolution, therefore by using both, a HRHS image with a high spatial and spectral

resolution can be obtained. In this thesis, similar to most works [182, 183], the

HRMS image is a conventional RGB image.

The acquisition model in this case di↵ers slightly from (1.1) because we have data

cubes (refer to Figure 1.6 (c)) rather than 2D images. Moreover, we have access

to two measurement images. Let eX 2 RM0·N0⇥S0 represent the HRHS image that

needs to be reconstructed. Each column represents a vectorized HRHS image of size

M0⇥N0 on a given spectral band, and there are S0 spectral bands. We have access to

a LRHS image acquired by a HS camera, eZ 2 RM ·N⇥S0 , whereM < M0 and N < N0,

and to a HR RGB image captured by a conventional camera, eY 2 RM0·N0⇥S, where

S < S0. The relationship between these quantities is:

eZ = A eX, eY = eXR, (3.2)

where A 2 RM ·N⇥M0·N0 is the downscaling operator and R 2 RS0⇥S is the camera

spectral response (CSR) function of the RGB camera i.e., it converts a HS image

into an RGB image.

Similar to SISR and MRI reconstruction, existing methods for fusion-based HSISR

can be split into model and DL-based methods.

3.3.1 Model-based methods

Matrix-factorization, one of the earliest methods for fusion-based HSISR, assumes

that the HS image can be factorized into two matrices, one representing the spec-

tral response of the material and the other representing the fraction of material

present at each pixel location. For example, Yokoya et al. [184] proposed coupled

non-negative matrix factorization (CNMF), which adapts conventional non-negative
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mixing factorization techniques generally applied on HS images to also include in-

formation from multi-spectral images. A drawback of this method is that it might

fail to find a unique solution. Another work [185] estimates the spectral response

matrix of the material using sparse coding. There, the coe�cients of the matrix

containing information about the fraction of material present at each pixel location

are forced to be sparse which helps to obtain a unique solution. However, in contrast

to [184], it does not enforce both matrices to have non-negative coe�cients. This

was rectified by a later sparse non-negative matrix factorization technique [186] that

encodes prior knowledge and takes into consideration sparsity and non-negativity.

In this work, significant quality gains were observed over the results in [185, 184].

When unfolding the HS cube in a matrix, it becomes di�cult to take full advantage

of the spatial-spectral structures. To address this issue, Dian et al. [187] proposed

non-local sparse tensor factorization. There, HS cubes of similar properties are

grouped together and dictionaries are learned for each mode. The dictionaries of

the height and width modes contain spatial information while the spectral mode

dictionary represent spectral information. Finally, the tensors for each HRHS cube

are estimated by conducting sparse coding on the learned dictionaries. Although

this method produces good results, the LRHS image is only used for learning the

spectral dictionary and not for estimating the core tensor that holds the coe�cients

of the HRHS image over the dictionaries. To incorporate the use of the LRHS image

in the estimation of the core tensor, the work in [188] proposes coupled sparse tensor

factorization (CSTF) which yields significant improvements in the estimated HRHS

image.

3.3.2 Deep learning methods

Due to their unprecedented success in various tasks, DL methods have also been

applied to HSISR. One of the first works in this area proposed 3D-CNN [189], which

takes the stacked LRHS and HRMS images as input and uses 3D convolutions to

obtain the HRHS image. However, this system was not particularly suited for HSISR

due to using a general purpose network which does not exploit any prior information

specific to HS images. Motivated by this, Xie et al. [183] introduced MHF-net,

which integrated the learning of the observation model and that of the image prior

by unfolding an iterative algorithm using the proximal gradient method into a deep
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network. The work in [190] goes a step further and learns the image prior via a deep

network taking advantage of the powerful expression ability of DL methods.

Some unsupervised methods for HSISR have also been explored in the literature. Qu

et al. [182] proposed the unsupervised Sparse Dirichlet-Net (uSDN) that assumed

that data follows a sparse Dirichlet distribution. More precisely, two networks each

with an encoder-decoder structure are used. One network takes the HRMS images

as inputs, and the other network processes the LRHS images. The networks are

coupled through a shared decoder where every ten iterations the weights of the

HS network are shared with the multispectral network. This sharing preserves the

rich spectral resolution of the estimated HRHS images. Fu et al. [191] goes a step

further in the sense that after training a CNN in an unsupervised way, they refine its

performance by adding another layer to optimize the CSR function. Results show

that finding the best CSR function instead of assuming one leads to better RGB

images which translates to significant improvements.

3.4 Summary

In this chapter we described di↵erent optimization, DL and hybrid methods for

SISR, MRI reconstruction, and fusion-based HSISR. Although these applications

involve solving LIPs, each imaging modality has a di↵erent acquisition process and

requires distinct considerations. For example, obtaining the measurement image

in SR involves using an interpolation function, while in MRI reconstruction, an

undersampled DFT matrix is needed. The following chapters will introduce our

own hybrid algorithm, which we show can be applied to SISR, MRI reconstruction

and fusion-based HSISR with minor modifications.
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Single Image Super-Resolution

This chapter describes our hybrid optimization approach for single-image super res-

olution (SISR) and is based on the journal paper [192] and the conference papers

[193, 194]. Section 4.1 contains a brief introduction to existing SISR methods (that

were described in Chapter 3) and the motivation of this chapter while Section 4.2

formally states the problem we are solving. In Sections 4.3 and 4.4 we introduce our

own framework and describe the details of the system. Section 4.5 presents our main

experimental results, which highlight the e↵ectiveness of our method in improving

various deep learning (DL) networks. Finally, Section 4.6 revisits the main findings

and conclusions of our SISR framework.

4.1 Introduction

Images captured with various imaging systems often have a resolution below expec-

tation. Image resolution is highly dependent on the hardware used for image capture.

While modern equipment can achieve excellent results under the right conditions,

practical situations often necessitate sacrifices in image quality due to budgetary,

physical or other constraints. However, computational super-resolution (SR) o↵ers

an alternative means to extract as much information as possible from an image with-

out the need for any costly hardware changes. Today, SR has found widespread use

in applications ranging from simple consumer photo editors to cutting-edge scientific

applications such as biological microscopy.

The SR process involves solving a linear inverse problem (LIP) that essentially in-
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Figure 4.1: Super-resolution: given access to an HR image, a downscaling operator
A is applied to obtain the measurement image b. The inverse problem Ax = b is
then solved via a super-resolution method to obtain an estimate (super-resolved) of
the HR image x̂.

verts an LR image to obtain a high-resolution (HR) one. At the cutting edge of SR

research, state-of-the-art (SOTA) results are currently obtained by either convolu-

tional neural network (CNN) or generative adversarial network (GAN) data-driven

DL methods. These networks learn complex functions from large training datasets

and are able to super-resolve images very e�ciently once trained. Unfortunately,

DL networks alone cannot provide the mathematical consistency previous model-

based systems enforced. More precisely, model-based methods provide theoretical

guarantees and enforce constraints that can ensure measurement consistency.

In the following sections we show how we can capture the benefits of both systems

by post-processing the output from a DN.

4.2 Problem formulation

Let x 2 Rn be the vectorized version of the HR image X 2 RM⇥N where n = M ·N .

Our goal is to reconstruct x from b 2 Rm such that

Ax = b, (4.1)
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where A 2 Rm⇥n represents a downscaling operation. Figure 4.1 pictorially describes

the SISR problem (4.1). It is often assumed that A implements bicubic interpolation

[27, 46, 47, 138, 48] however there are other possible choices for A:

1. Simple subsampling: A contains equally spaced rows of the identity matrix

In 2 Rn⇥n. This is a very simple operation but causes aliasing artefacts.

2. Bicubic: A = S ·B, where S represents a simple subsampling operator and B

is a bicubic filter. This is the most common operator used in CNNs to create

LR images for network training.

3. Nearest neighbour: for a scaling factor s, a block of s⇥ s pixels is replaced

by their average. This means that every row in A contains s2 non-zero elements

equal to 1/s2. This operation is simpler than the bicubic function and it does

not cause aliasing like simple subsampling.

Since m < n, (4.1) is ill-posed. To regularize the problem we make two assumptions.

Assumption 4.1. x has a small TV semi-norm which indicates that the image has

few edges compared to the total number of pixels as explained in Section 2.1.1.

Assumption 4.2. x is also close to the output from a DL network w, where the

di↵erence is also measured via TV.

The main reasons behind Assumption 4.1 is that natural images are sparse in the

gradient domain which is captured by the TV semi-norm [133], the TV semi-norm

is simple to implement and has also proven e↵ective in a variety of applications

[134, 135, 172, 136, 173].

The second assumption encodes prior knowledge which in this case is the access

to another image w similar to the GT image x. For example, in video acquisition

[195, 196] and medical imaging [70, 197] previously reconstructed images are used

to obtain a better estimate of x. Prior knowledge is also used in multi-view camera

systems which capture di↵erent images [198] that are similar to each other and thus

can be used as prior information. In our case we have access to a DN’s output w

which is always of excellent quality and very close to the target x. However, there

are cases where even the results from DL methods for SR are poor (e.g., in low

light conditions). As we will describe shortly, we can tune a trade-o↵ parameter

to reduce the weighting of this assumption. The validity of these assumptions is
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Figure 4.2: Our framework: an LR image b and an output from a DN w is inserted
into the TV-TV minimization problem which produces an HR image x̂ that has
better quality than w and is measurement consistent.

confirmed in the experimental results presented in Section 4.5. The target image is

sparsified by the subtraction of w and made further sparse by applying sparsifying

norms. Similar to [197], we chose the TV-norm for its simplicity (and thus less

computational constraints), sparsifies images and also has good properties (refer to

Chapter 2). As mentioned in Chapter 2, `1-norms are generally used when sparsity

is required as `2-norms generally do not lead to sparse solutions. However, using

the `1 norm worse performance was achieved than using the TV norm. Nonetheless,

choosing the TV norm serves as a benchmark for more complex norms that might

be more suitable for di↵erent applications.

Recall from Section 2.1.1 the definition of discrete anisotropic TV for a vectorization

of X 2 RM⇥N denoted by x 2 Rn [72]:
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= kDxk1 , (4.2)

where vij 2 Rn and hij 2 Rn represent the vertical and horizontal di↵erences at

pixel (i, j), respectively. The concatenation vij as the rows of Dv 2 Rn⇥n and

hij 2 Rn⇥n as the rows of Dh gives the representation in (4.2), where k.k1 is the

`1-norm. We then concatenate Dv and Dh in the matrix D 2 R2n⇥n. Assuming

periodic boundaries, Dv and Dh are both circulant.
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4.3 Proposed framework

Our proposed framework is illustrated in Figure 4.2. It starts by super-resolving the

LR image b with a DL network which generates w 2 Rn.

As outlined in Section 3.1, there are various CNN architectures that can be applied

to super-resolve images. Most commonly, in SR, CNNs are trained end-to-end and

this allows them to directly map an LR to an HR image [27, 47, 138, 49]. However,

as described in Section 1.1.4 these end-to-end networks find it particularly hard to

enforce measurement consistency i.e., Aw 6= b for any other A than that seen during

training. Other works [39, 40] have also used CNNs to train a denoiser which can

be used in a PnP method. Yet, as we will illustrate shortly in Section 4.5, although

PnP methods o↵er better measurement consistency than end-to-end CNNs, their

performance is poorer than purely DL-based networks.

To overcome these issues, we propose an additional block that takes as input b

and w and produces an enhanced version of w denoted by x̂. This block solves an

optimization problem that we call TV-TV minimization which ensures that mea-

surement consistency is guaranteed and that Assumptions 4.1 and 4.2 are satisfied.

We now present our proposed algorithm and highlight its unique advantages.

4.3.1 TV-TV Minimization

Our proposed TV-TV minimization problem is defined as:

minimize
x

kxkTV + �kx� wkTV

subject to Ax = b,
(4.3)

where x is the optimization variable and � � 0 is a trade-o↵ parameter between

Assumptions 4.1 and 4.2. Assumptions 4.1 and 4.2 are encoded by the first and

second terms in the objective function while measurement consistency is guaranteed

by the constraint Ax = b.

The proposed framework o↵ers several advantages:

1. Generalization errors occur in CNNs because they are purely data-driven. As

we will show shortly, these errors are related to measurement inconsistency. By

enforcing Ax = b we ensure measurement consistency, and therefore enhanced
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robustness to generalization errors.

2. Assumptions 4.1 and 4.2 can be easily adapted to capture the class of images

to be super-resolved. The main reason for choosing the TV semi-norm in our

work is because it is simple to implement and a popular choice in a variety of

imaging tasks [134, 135, 136, 137]. Moreover, as the TV operator is convex, the

TV-TV minimization problem is also closed, proper and convex (see properties

in Chapter 2) and we are guaranteed to find the global optimum.

We now show how the problem we solve relates to a simpler problem termed as `1-

`1 minimization [199] and how the theory for it suggests � = 1 is the optimal choice.

Links with `1- `1 minimization. Introducing an auxiliary variable u 2 R2n and

letting w̄ = Dw, we re-write (4.6) as:

minimize
u,x

kuk1 + �ku� w̄k1

subject to Ax = b

Dx = u.

(4.4)

Thus, x̄ := (u, x) 2 R3n is the full optimization variable. Let Ā := [0m⇥2nA;�I2nD]

and b̄ = [b; 02n]
T , where 0a⇥b (respectively 0a) is the zero matrix (respectively vector)

of dimensions a⇥ b (respectively a⇥ 1) and I2n is the identity matrix in R2n. This

allows us to write (4.4) as:

minimize
x̄

kG2nx̄k1 + � kG2nx̄� w̄k1

subject to Āx̄ = b̄,
(4.5)

where G2n 2 R2n⇥3n contains the first 2n rows of the identity matrix I3n. In other

words, the first 2n components of a vector v 2 R3n is represented by G2nv. The

work in [199] analyzes (4.5) when G2n represents the full identity matrix and the

entries of Ā follow a Gaussian distribution. Theoretical proofs are also provided on

how many measurements are needed for perfect reconstruction based on these as-

sumptions. The best reconstruction performance has been shown theoretically and

experimentally to be obtained when � = 1. Unfortunately, the theory in [199] is

di�cult to extend to (4.5) because the matrix Ā is very structured and thus, even

when A is assumed Gaussian, its nullspace is not uniformly distributed. Neverthe-
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less, our experiments indicate that setting � = 1 still leads to the best results in our

setting.

The closest optimization problem to (4.6) presented in [197] was used for a di↵erent

objective and formulated di↵erently. Their aim was to exploit the spatial-temporal

correlations in dynamic computed tomography (CT) to sparsify CT image sequences.

More specifically they propose:

minimize
x

kxkTV + �kx� xpkTV

subject to Ax = b,
(4.6)

where xp is an image reconstructed using the filtered back-projection algorithm that

acts as a prior and the rest of the variables are the same as in (4.6). In the prior

image, the static structures are well reconstructed without undersampling artefacts

but loses the dynamical information. Thus, by subtracting the target image x at

each time frame from xp cancels all the static structures in the target image. At the

same time, this subtraction sparsifies the target image x and is further sparsified

using transforms such as the `1-norm.

In our approach, we replace xp with w was an image reconstructed in the previous it-

eration by solving the same problem and use the TV-norm for the reasons mentioned

in Section 2.1.1. Moreover, our approach is conceptually di↵erent in that we use

TV-TV minimization to improve the super-resolved output from a DL technique.

4.4 ADMM solver for TV-TV minimization

We now present our algorithm for solving the TV-TV minimization problem (4.6).

As mentioned in the previous chapter, our algorithm is based on that the alternating

direction method of multipliers (ADMM) [11]. As explained in Chapter 2, ADMM

solves problems of the form:

minimize
x1,x2

f1(x1) + f2(x2)

subject to A1x1 + A2x2 = c.
(4.7)

To transform (4.6) in the appropriate form, we first recall that kxkTV = kDxk1
where D 2 R2n⇥n. The next step is to decide on how to best formulate the problem
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for e�cient implementation of ADMM. One option is to introduce an auxiliary

variable to decouple the D matrix from the objective function and represent it as a

constraint resulting in the following optimization problem:

minimize
u,x

kuk1 + �ku� w̄k1

subject to Ax = b

Dx� u = 0 .

(4.8)

Defining the variable x̄ = (x, z) 2 R2n and the matrices:

Ā :=

2

64
A 0m⇥2n

D �I2n

3

75 , b̄ :=

2

64
b

02n

3

75 (4.9)

the constraints (4.8) of can be written as Āx̄ = b̄, then (4.8) can be written as:

minimize
x̄,ȳ

f(x̄) + g(ȳ)

subject to x̄ = ȳ
(4.10)

where f1(x̄) := kuk1 + �ku � wk1 and f2(x̄) = i{x̄:b̄=Āx̄}(x̄). With this formulation,

the ADMM iteration to update ȳ is very expensive as it involves finding the inverse

of Ā which does not have a simple structure.

To make the ADMM updates simpler, we thus introduce two auxiliary variables

Dv = u 2 R2n and x = v 2 Rn as suggested in [200], which allows us to write

problem (4.6) as:

minimize
(u,x),v

kuk1 + �ku� w̄k1

subject to Ax = b

Dv = u

v = x ,

(4.11)

where w̄ = Dw 2 R2n. Equivalently, (4.11) can be written as:

minimize
(u,x), v

f1(u, x) + f2(v)

subject to Dv = u

v = x ,

(4.12)
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where f1(u, x) = kuk1 + �ku � w̄k1 + i{x:Ax=b}(x), f2(v) = 0 and iS(p) represents

an indicator function i.e., iS(p) = 0 if p 2 S and iS(p) = +1. Note that indicator

functions can be replaced with constraints. With the problem in the suitable format,

ADMM can be applied directly by viewing (u, x) 2 R2n as a block variable, v 2 Rn

as another variable and dualizing all but the first constraint. With this formulation

we only need to find the inverse of A which significantly reduces the computational

complexity required.

Augmented Lagrangian and ADMM iterations. As explained in Section 2.1.2,

the first step of ADMM is to obtain the augmented Lagrangian followed by the

extraction of the ADMM iterates. The ADMM iterations of (4.12) are defined as:

�
uk+1, xk+1

�
= argmin

u,x

kuk1 + �ku� w̄k1 + i{x:Ax=b}(x) + �Tu+
⇢

2
ku�Dvkk22

+ µTx+
⇢

2
kx� vkk22 (4.13)

vk+1 = argmin
v

� �k
T
Dv � µk

T
v +

⇢

2
kxk+1 � vk22 +

⇢

2
kuk+1 �Dvk22

(4.14)

�k+1 = �k + ⇢(uk+1 �Dvk+1) (4.15)

µk+1 = µk + ⇢(xk+1 � vk+1), (4.16)

where � 2 R2n and µ 2 Rn are the dual variables. In our case, the first optimization

variable is decomposed into two variables: u and x. Thus, we first start by solving

for u and x and then consider the second variable v. The minimization of the

Lagrangian with respect to (u, x) results into two independent problems which can

be computed in parallel. We will now explain how we can compute (4.13) - (4.16)

e�ciently.

Updating u. The u update requires solving:

uk+1 = argmin
u

kuk1 + �ku� wk1 + (�k � ⇢Dvk)Tu+
⇢

2
kuk22. (4.17)

Substituting s := �k � ⇢Dvk, we obtain:

uk+1 = argmin
u

kuk1 + �ku� w̄k1 + sTu+
⇢

2
kuk22,
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whose ith component is given by:

uk+1
i

= argmin
ui

|ui|+ �|ui � w̄i|+ siui +
⇢

2
u2
i
. (4.18)

The closed-form solution of (4.18) requires considering di↵erent possible values of w

and u. More specifically, we need to consider the following cases:

• For w̄i > 0:

- When ui < 0, the optimality condition is:

0 = �1� � + si + ⇢ui () ui =
1

⇢
(� + 1� si),

which holds when si > � + 1.

- For 0 < ui < w̄i, the optimal value is:

0 = 1� � + si + ⇢ui () ui =
1

⇢
(� � 1� si),

which holds when �⇢w̄i + � � 1 < si < � � 1.

- When ui > w̄i, we have:

0 = 1 + � + si + ⇢ui () ui =
1

⇢
(�� � 1� si),

which holds when si < �⇢w̄i � � � 1.

The remaining conditions not covered by the previous conditions i.e., when ���1 �

si  �+1 and �⇢w̄i��+1 � si  �⇢w̄i+�+1 are inherited from the closest condi-

tions. For example, let’s consider the scenario when si > �+1. We know that when

si > � +1, uk+1
i

= 1
⇢
(� +1� si). As a consequence when s  � +1, uk+1

i
= 0. Simi-

larly, we know that when s < ��1, uk+1 = 1
⇢
(��1�si) thus when s � ��1, uk+1 = 0.
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We then have, for w̄i > 0:

uk+1
i

=

8
>>>>>>>>>><

>>>>>>>>>>:

1
⇢
(�� � 1� si) , si < �⇢w̄i � � � 1

w̄i , �⇢w̄i � � � 1  si  �⇢w̄i + � � 1

1
⇢
(� � 1� si) , �⇢w̄i + � � 1 < si < � � 1

0 , � � 1  si  � + 1

1
⇢
(� + 1� si) , si > � + 1.

• Now considering the cases where w̄i < 0:

- When ui < w̄i, the optimality condition is:

0 = �1� � + si + ⇢ui () ui =
1

⇢
(� + 1� si),

which holds when si > �⇢w̄i + � + 1.

- In the case where w̄i < ui < 0:

0 = �1 + � + si + ⇢ui () ui =
1

⇢
(�� + 1� si) ,

which holds when � � + 1 < si < �⇢w̄i � � + 1.

�Finally when ui > 0:

0 = 1 + � + si + ⇢ui () ui =
1

⇢
(�� � 1� si) ,

which holds when si < �� � 1.

We then have for w̄i < 0:

uk+1
i

=

8
>>>>>>>>>><

>>>>>>>>>>:

1
⇢
(�� � 1� si) , si < �� � 1

0 , �� � 1  si  �� + 1

1
⇢
(�� + 1� si) , �� + 1 < si < �⇢w̄i � � + 1

w̄i , �⇢w̄i � � + 1  si  �⇢w̄i + � + 1

1
⇢
(� + 1� si) , si > �⇢w̄i + � + 1.
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Updating x. The x update involves solving:

xk+1 = argmin
x

µk
T
x+

⇢

2
kx� vkk22 + i{x:Ax=b}(x),

which can be re-written as:

minimize
x

kx� 1
⇢
(�µk + ⇢vk)k22

subject to b = Ax.

(4.19)

Defining p := 1
⇢
(�µk + ⇢vk) we obtain:

minimize
x

1
2kx� pk22

subject to Ax = b,

(4.20)

which is equivalent to the constrained least squares problem that involves projecting

a point onto {x : Ax = b}. Its closed-form solution is:

xk+1 = p� AT (AAT )�1(Ap� b). (4.21)

Since A is a very large matrix, we define it implicitly i.e., specify the operations Ax

and ATy. We consider three common choices of A in SR and describe how we solve

(4.21) for each operation.

1) Bicubic interpolation

Most SR networks use bicubic interpolation to obtain LR images. In other words,

Ax represents an LR image obtained from bicubic interpolation equivalent to the

MATLAB function imresize [27, 46, 138, 49]. In this case, the structure of A is not

simple to deduce, therefore we solve (4.21) via the conjugate gradient (CG) method.

We first solve for c:

(AAT )c = Ap� b, (4.22)

to compute (AAT )�1(Ap� b) which allows us to calculate x by computing:

xk+1 = p� AT c. (4.23)

To ensure that the CG provides an accurate solution, the residual tolerance was set
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to 10e�7 and thus the convergence of the solver was not a↵ected. 2) Box averaging

The structure of matrix A is straightforward and allows us to deduce that AAT =

(Im) ⇥ ( 1
s2
) with s representing the scaling factor. Thus, the solution of (4.21)

becomes:

xk+1 = p�
✓

1

s2

◆
AT (Ap� b). (4.24)

Solving x in this scenario is much faster than the bicubic interpolation case since

the CG method is not required.

3) Simple subsampling

In the case of subsampling, A is an identity sub-matrix and similar to the case of

box averaging, AAT = Im. Thus, (4.21) can be simplified to:

xk+1 = p� AT (Ap� b). (4.25)

Computing (4.25) is also faster than the bicubic interpolation case.

Note that A can represent any other relevant operations such as bilinear and Lanczos

filtering.

Updating v. Before solving (4.14) we recall some properties of matrix D given in

Section 2.1.1. Recall that D can be written as:

D =

2

64
Dv

Dh

3

75 , (4.26)

where both Dh and Dv are circulant matrices. Then we can diagonalize both by the

DFT as:

Dh = F�1
n

diag (Fnch)Fn (4.27)

Dv = F�1
n

diag (Fncv)Fn, (4.28)

where F�1
n

= 1
n
FH

n
is the inverse of the n ⇥ n DFT matrix Fn and FH

n
represents

the complex conjugate transpose. This allows us to compute vector multiplications

with D e�ciently as:

Dhx = i↵tn
�
↵tn (ch)� ↵tn(x)

�
(4.29)
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D>
h
x = ↵tn

�
↵tn (ch)� i↵tn(x)

�
(4.30)

Dvx = i↵tn
�
↵tn (cv)� ↵tn(x)

�
(4.31)

D>
v
x = ↵tn

�
↵tn (cv)� i↵tn(x)

�
, (4.32)

where diag(Fncv) (respectively diag(Fnch)) represents a diagonal matrix whose di-

agonal entries are equal to the vector Fncv (respectively Fnch). Now that we have

solved how to e�ciently multiply vectors by D and DT we proceed to solve (4.14).

Using the first-order optimality condition on (4.14) we obtain:

�DT�k � µk + ⇢DT (Dv � uk+1)� ⇢(xk+1 � v) = 0, (4.33)

which can be simplified to:

(DTD + I)v = DT (uk+1 +
1

⇢
�k) +

1

⇢
µk + xk+1. (4.34)

To solve (4.34), we first compute the right hand side followed by the inverse of

(DTD + I). Let g = DT (uk+1 + 1
⇢
�k) + 1

⇢
µk + xk+1, then (4.34) is equal to:

(DTD + I)v = g. (4.35)

Then (DTD + I) is equal to:

DTD + In =


DT

v
DT

h

�
2

64
Dv

Dh

3

75+ In (4.36)

DTD + In = DT

v
Dv +DT

h
Dh + In, (4.37)

and can e�ciently be computed by substituting the definitions of Dv and Dh into

(4.37), which yields:

DTD + In =
�
Fndiag (Fncv)F

�1
n

� �
F�1
n

diag (Fncv)Fn

�
+

�
Fndiag (Fnch)F

�1
n

� �
F�1
n

diag (Fnch)Fn

�
+ In,

(4.38)
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which can be conveniently written as:

DTD + In =
⇣
F�1
n

diag(FH

n
cv)Fn

⌘✓
F�1
n

diag(Fncv)Fn

◆
+

⇣
F�1
n

diag(FH

n
ch)Fn

⌘✓
F�1
n

diag (Fnch)Fn

◆
+ In.

(4.39)

Since Fn is a unitary matrix i.e., FnF�1
n

= In, (4.39) can be simplified to:

DTD + In =
⇣
F�1
n

diag(FH

n
cv)diag(Fncv)Fn

⌘
+

⇣
F�1
n

diag(FH

n
ch)diag (Fnch)Fn

⌘
+ In.

(4.40)

Using (4.40), (DTD + In)�1 is obtained by solving:

(DTD + In)
�1 = F�1

n

⇣
diag(FH

n
cv)diag(Fncv) + diag(FH

n
ch)diag (Fnch) + In

⌘�1

Fn.

(4.41)

Lastly, we define H = diag(FH

n
cv)diag(Fncv)+diag(FH

n
ch)diag (Fnch)+In and com-

pute the update in v:

vk+1 = i↵t(h� ↵t(g)), (4.42)

where h is a vector containing the diagonal entries of H. Notice that (4.42) is a

way to perform convolution via FFT and the result should be real. However, due to

inaccuracies in computations, a small imaginary part appears in the result, which

we discard. Neither h nor g are complex, so neither should vk+1 be.

Primal Residual. The primal residual of (4.12) is:

rk+1 =

2

64
uk+1

xk+1

3

75+

2

64
�Dvk+1

�vk+1

3

75 . (4.43)

Dual residual. The dual residual of (4.12) is:

sk+1 = ⇢

2

64
D(�vk+1 + vk)

�vk+1 + vk

3

75 . (4.44)

After each iteration, the dual variables are also updated:

�k+1 = �k + ⇢(uk+1 �Dvk+1) (4.45)
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µk+1 = µk + ⇢(xk+1 � vk+1). (4.46)

These updates are performed until either the primal or dual residuals are smaller

than 0.001 or the maximum number of iterations have been reached. To improve the

convergence and reduce the dependency on the initial ⇢ value, the penalty parameter

⇢ is adjusted using the following scheme [11]:

⇢k+1 :=

8
>>>>><

>>>>>:

⌧ incr⇢k if
��rk

��
2
> µ

��sk
��
2

⇢k/⌧decr if
��sk

��
2
> µ

��rk
��
2

⇢k otherwise,

, (4.47)

where µ > 1, ⌧ incr > 1, ⌧decr > 1 are parameters, r is the primal residual and s is

the dual residual. Typical choices are µ = 10, ⌧decr = ⌧ incr = 2.

Algorithm complexity. We now evaluate the algorithm complexity in terms of

floating point operations per second (flops). First, we count the total number of

flops involved in each update of u, x and v by considering all the matrix and vectors

multiplications involved, then we consider the most expensive variable update for

the total algorithm cost.

a) Complexity of the u update: Each comparison requires a single flop, which simply

equates to 2n flops total.

b) Complexity of the x update: Its complexity depends on matrix A. We start by

considering A as a non-sparse matrix and then point out how its structure a↵ects

the complexity.

In simple subsampling and box filtering we have the following sequence of operations:

• Matrix vector multiplication: Ap 2 Rn.

• Matrix vector multiplication: AT (Ap) 2 Rm.

• Matrix vector multiplication: AT b 2 Rn.

• Element-wise subtraction of n elements: AT (Ap)� AT b.

• Element-wise subtraction of n elements: p� AT (Ap� b).

The operation Ap requires n multiplications and n � 1 additions for each of the m
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elements in the output giving an average of (2n� 1)m flops. For brevity, we assume

2mn flops. Similarly, the second operation AT (Ap) involves m multiplications and

m� 1 additions for each of the n entries and thus requires a total of (2m� 1)n flops

which we round to 2mn flops. The next operation AT b requires m multiplications

and m � 1 additions for each of the n entries which gives a total of 2(m � 1)n

flops while the remaining subtraction of AT b from ATAp requires n flops. Similarly

deducting this result from p requires another n flops. In total, to update x we need

6mn+ 2n flops, which can be rounded to 6mn flops.

Now we take advantage of the structure of A. In simple subsampling we have n/s2

non-zeros entries where s represents the scaling factor. Therefore, instead of having

n entries, we have (n/s2). This means that for simple subsampling we need 6(n/s2)

flops.

In box filtering A only has n non-zero entries instead of n⇥m. Thus, only the matrix

vector multiplications Ap, ATAp and AT b are needed. Each of these multiplications

requires 2n flops instead of 2mn and therefore, the cost is now 6n.

In the case of bicubic interpolation, we do not know the structure of A therefore we

can only assume that it is composed of m⇥ n non-zero entries. In addition to this,

we also need to use the CG method to compute (AAT )�1(Ap � b). The following

operations need to be considered in this case:

• The sequence of operations of the CG method to compute (AAT )�1(Ap� b).

• Matrix vector multiplication AT
�
(AAT )�1(Ap� b)

�
.

• Element-wise subtraction of n elements.

The CG steps mainly consist of vector manipulations along with one matrix vector

multiplication. The most expensive operation is pTATAp with 4mn flops. Assuming

we perform k iterations of the CG method, 2m2nk flops are required to compute

(AAT )�1(Ap � b). The remaining matrix vector multiplication needs another 2mn

flops and an additional n flops for the element-wise multiplication. Therefore, we

need a total of 4mnk flops for bicubic interpolation.

c) Complexity of the v update: To update v, the following operations are needed:

• Multiplication of two matrices and two element-wise additions to obtain g.
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Table 4.1: Flops required for each update of the ADMM variables (x, u, v) and
the total cost of the TV-TV minimization solver. As the complexity of x depends
on A, we consider the scenarios where A represents subsampling, box and bicubic
filtering. The variables i and k represent the number of iterations of ADMM and
the CG method, respectively.

Variable Number of flops

x

- Subsampling 6(n/s2)

- Box filter 6n

- Bicubic filter 2m2nk

u 2n

v 2n log n+ 13n

Total i(2m2nk)

• Multiplication of two diagonal matrix multiplications to compute H and an

element-wise addition.

• Hadamard product between g and h.

• One i↵t and ↵t operation for i↵t(h� ↵t(g)).

Each matrix multiplication with D requires 4n flops (D is sparse and has 4n non-

zero elements) and each multiplication requires n flops resulting in 4n + 4n flops.

Followed by two element-wise additions with a total of 2n flops. Multiplying two

diagonal matrices only requires n flops and the element-wise addition of n elements

requires another n flops with a total of 3n flops for H. The Hadamard product

requires n flops and the ↵t and i↵t operations require n log n flops each. Adding

the flops associated with each operation involved in the update of v gives a total of

(2n log n+13n) flops. With i iterations of ADMM and considering the most complex

operation, the total complexity for TV-TV minimization is i(2m2nk) flops.

The number of flops for each ADMM update are summarized in Table 4.1 with the

last row reflecting the total cost of the algorithm by selecting the most expensive

operation which is the x update via bicubic interpolation.

4.4.1 The probability of inconsistency in DNNs

Here we adopt a probabilistic setting to analyze the measurement inconsistency

problem associated with DNNs. We assume that all the functions we deal with are

measurable, including the DNN f✓ : Rm ! Rn, for any ✓. Without loss of generality,
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we also assume the following squared `2-norm loss: `(x, w) := kAx�Awk22. Hence,

the expected loss of f✓ with respect to X is defined as:

`exp(f✓) := E
h��AX � Af✓(AX)

��2
2

i
, (4.48)

where = X 2 Rn represent a vector of n random variables whose ith component is

Xi. This section is just for analysis purposes and no networks were retrained.

The empirical loss of f✓ on the training set T := {x(t)}T
t=1, where x

(t) is a realization

of X, is:

`emp

�
f✓ ; T

�
:=

1

T

X

t2T

��Ax(t) � Af✓(Ax
(t))

��2
2
. (4.49)

These losses are slightly di↵erent to conventional definitions of expected and em-

pirical loss. First, the probability distribution is defined over the output space X

only. Additionally, we assume that the measurements in (4.1) are noiseless and the

input random variable B 2 Rm is completely specified by X: B = AX. Second, the

`2-norm is applied to the output rather than to the input space i.e., in (4.48), we con-

sider kAX�Af✓(AX)k22 rather than kX�f✓(AX)k22. This signifies a training scheme

that aims to minimize inconsistency, and captures the regularization types used in

deep prior or network unrolling models. This is without loss of generality, as the loss

can include additional terms. The loss used by generic DNs is `(x, w) := kx � wk22
and thus this section is just for analysis purposes and no networks were retrained.

The following proposition bounds the probability of the DN producing an incon-

sistent result as a function of the generalization error: c := `exp(f✓) � `emp(f✓ ; T ).

Proposition 4.1. Consider f✓? with a parameter ✓? that achieves an empirical loss

✏ := `emp(f✓? ; T ) > 0. Assume the random variable Y := kAX � Af✓?(AX)k22
is upper bounded by C almost surely. Assume a positive generalization error c :=

`exp(f✓)� ✏ > 0. Then, for any � such that 0 < � < c+ ✏:

P
⇣��AX � Af✓?(AX)

��2
2
� �

⌘
� 1� exp

⇣
� 2

(c+ ✏� �)2

C2

⌘
. (4.50)

Proof. By assumption, 0  Y  C almost surely, which implies that Y is sub-
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Gaussian with parameter � := C/2 [201]. Therefore, for any t > 0:

P(Y < �) = P
�
Y � E[Y ] < � � E[Y ]

�
(4.51)

= P
�
Y � E[Y ] < � � c� ✏

�
(4.52)

 P
�
|Y � E[Y ]| > c+ ✏� �

�
(4.53)

 exp
⇣
� t(c+ ✏� �) +

t2�2

2

⌘
. (4.54)

From (4.51) to (4.52), we use the definition of c = E[Y ]� ✏. From (4.52) to (4.53),

we utilize the fact that � < c + ✏. And from (4.53) to (4.54), we apply a Cherno↵

bound [202, §4.2] taking into account that Y is sub-Gaussian with parameter � [201,

§2.2.1]. Setting t = (c+✏��)/�2, replacing � = C/2, and taking the complementary

event in (4.54) yields (4.50).

The probability of the left-hand side of (4.50) reflects the probability that an incon-

sistent output is generated by a DN and the right-hand side increases as a function

of the empirical loss ✏ and generalization gap c.

4.5 Experimental results

In this section we discuss the results of extensive experiments carried out to assess

the performance of the proposed TV-TV minimization algorithm. Our focus here is

to illustrate how the proposed framework improves on SOTA SR methods such as

CNNs. Performance is measured in terms of the achieved measurement consistency,

the robustness to di↵erent A operators as well as the quality of the super-resolved

images.

4.5.1 Experimental setup

We first list the algorithm parameters, benchmark datasets, comparison methods,

performance metrics used to run our experiments together with the algorithm im-

plementation details.

Algorithm parameters. The trade-o↵ parameter � in (4.6) was set to 1 most of

the time (except for IRCNN BSD100), and A was the bicubic operator via MAT-

LAB’s IMRESIZE [203]. The ADMM iterates were stopped when the primal or dual
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residual were smaller than 0.001 or stopped after 1700 iterations. The penalty term

⇢ was initially set to 0.1 and adjusted according to (4.47).

Datasets. In our experiments we used standard benchmarks SR test sets namely

Set5 [204], Set14 [205], BSD100 [206] and Urban100 [207]. The first three sets

contain 5, 14 and 100 images respectively and are composed of images of people,

animals and landscapes amongst others. The Urban100 datasets contains 100 images

of buildings.

Implementation. We developed our own MATLAB code for the ADMM-based

algorithm presented in Section 4.4. Although o↵-the-shelf solvers such as CVX [208]

can solve problems similar to (4.6), they are slow and thus CVX was only used to

verify the correctness in solving each of the ADMM sub-problems. Two versions

of the code were designed; one optimized for CPUs and another for GPUs. All

experiments reported in this section were run using a machine with two NVIDIA

GeForce RTX 2080 GPUs and a 12 core 2.10GHz Intel Xeon Silver 4110 CPU. All

code used to perform these experiments is available online1.

Methods evaluated. To assess the performance of our framework, we make com-

parisons with the SOTA SR networks shown in Table 4.2 which we refer to as base

methods and comparison methods interchangeably. We also consider TVAL3 [209].

Table 4.2 shows the names of the networks, network type, the scaling factor con-

sidered in each of the original works, the datasets used for training and the number

of images in each training dataset. Most of the comparison networks are CNNs but

their architectures di↵er significantly. For example, SRCNN is just a three layer

network, RCAN is a very deep network that incorporates attention and IRCNN is

a PnP method.

Earlier methods such as SRCNN, FSRCNN and DRCN work on the luminance

channel of the YCbCr color space during training and testing while the remaining

methods in Table 4.2 consider all the RGB channels. In this case, the algorithm is

run for each channel and then concatenated to obtain an RGB image.

During training, the HR images were downsampled to LR images by applying MAT-

LAB’s IMRESIZE, as proposed in [27]. In the testing phase, the inputs are also

assumed to have been generated via bicubic degradation. We generated the out-

1https://github.com/marijavella/sr-via-CNNs-and-tvtv
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Table 4.2: Comparison methods used in our experiments. For each, we specify the
type, the scaling factors considered and, if any, the training dataset used and the
number of training images in each dataset.

Method Type S.F. Training dataset Images

SRCNN [27] CNN 2, 4 ImageNet [17] 396000

FSRCNN [46] CNN 2, 4 T91 [210], General100 [46] 91, 100

DRCN [141] CNN 2, 4 T91 [210] 91

VDSR [47] CNN 2, 3, 4 T91 [210], BSDS200 [211] 91, 200

LapSRN [143] CNN 2, 4, 8 T91 [210], BSDS200 [211] 91, 200

SRMD [157] CNN 2, 4
DIV2K [212], BSDS200 [211] 800, 200

WED [213] 4744

RCAN [49] CNN 2, 4, 8 DIV2K 800

EDSR [138] CNN 2, 4 DIV2K 800

IRCNN [39] Plug-and-play 2, 4
ImageNet [17], WED [213], 396000, 4744

BSDS500 [211] 500

ESRGANpsnr [154] CNN 4
DIV2K [212], Flickr2K [212], 800, 2650

OutdoorSceneTraining [159] 324

TVAL3 [209] Optimization 2, 4

puts from the publicly available source code of each networks considered except for

SRCNN where we retrieved the images from the online repository 2.

Performance metrics. Image quality was evaluated by computing the peak signal-

to-noise ratio (PSNR) (dB) and structural similarity index measure (SSIM) [42] on

the luminance channel of the output. The PSNR is defined as:

PSNR(dB) = 20 log10

✓
MAXfp
MSE

◆
, (4.55)

and the MSE is equal to:

MSE =
1

MN

MX

x=1

NX

y=1

(X(i, j)� X̂(i, j))2, (4.56)

where MAXf represent the maximum signal value in the GT image, X(i, j) is a

pixel at position (i, j) of the GT image and X̂(i, j) is a pixel at position (i, j) of the

2https://github.com/jbhuang0604/SelfExSR
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Table 4.3: Measurement consistency obtained by CNN-based SR methods (kAw �
bk2) and by TV-TV minimization (kAx̂� bk2).

Method Image kAw � bk2 kAx̂ � bk2

SRCNN [27]
Baboon 5.29⇥ 10�1 4.77 ⇥ 10�7

38092 4.32⇥ 10�1 3.54 ⇥ 10�7

img005 14.93⇥ 10�1 8.02 ⇥ 10�7

FSRCNN [46]
Baboon 3.26⇥ 10�1 4.93 ⇥ 10�7

38092 2.91⇥ 10�1 4.07 ⇥ 10�7

img005 10.32⇥ 10�1 4.10 ⇥ 10�7

SRMD [157]
Baboon 4.14⇥ 10�1 6.85 ⇥ 10�7

38092 2.39⇥ 10�1 9.96 ⇥ 10�7

img005 9.53⇥ 10�1 3.95 ⇥ 10�7

IRCNN [39]
Baboon 1.09⇥ 10�1 6.14 ⇥ 10�7

38092 9.15⇥ 10�2 5.12 ⇥ 10�7

img005 5.33⇥ 10�1 7.15 ⇥ 10�7

super-resolved image. The SSIM on the luminance component is computed as:

l(i, j) =
2µiµj + C1

µ2
i
+ µ2

j
+ C1

C1 = (K1L)
2 ,

(4.57)

where µx, µy are the local means of the GT and super-resolved images respectively.

The parameter L defines the range of intensities of an image which is usually 255

(for 8-bit images) and thus considered fixed for most cases. Therefore, L is mainly

dependant on the value of K1 << 1 which is equal to 0.01 by default. Apart from

these quantitative results, we provide sample images for qualitative evaluation.

4.5.2 Measurement inconsistency of CNNs

In this section, we report results obtained from repeating the same experiments in

Section 1.1.4 on three samples images: Baboon from Set14, 38092 from BSD100,

and img005 from Urban100 for the networks in Table 4.3. Each image is downscaled

by a factor of 4 using MATLAB’s IMRESIZE procedure, which matches how the

LR data was generated in each training set.

Results. The results for the three sample images indicated above are given in

Table 4.3. The third column contains the `2-norm of the di↵erence between the

downsampled output of the network i.e., Aw, and the LR input b. We chose the `2-
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Table 4.4: Operator mismatch experiments. PSNR values using bicubic, box fil-
tering, and simple subsampling as the downscaling operators A. The best (higher)
values in each box are highlighted in bold.

Method Image Bic. Ours Box Ours Sub. Ours

SRCNN [27]
Baboon 22.70 22.73 22.49 22.53 17.48 19.16

38092 25.90 25.95 25.69 25.75 20.07 21.84

img005 25.12 25.27 24.99 25.21 17.92 19.70

FSRCNN [46]
Baboon 22.79 22.80 22.49 22.55 17.38 19.28

38092 26.03 26.05 25.64 25.73 20.00 21.94

img005 25.81 25.85 25.12 25.34 17.79 19.72

SRMD [157]
Baboon 22.90 22.91 22.52 22.59 16.95 18.98

38092 26.20 26.21 25.62 25.73 19.39 21.50

img005 26.56 26.61 25.59 25.89 17.36 19.30

IRCNN [39]
Baboon 22.76 22.76 22.51 22.51 17.41 19.45

38092 26.09 26.09 25.77 25.78 20.54 22.40

img005 26.18 26.21 25.86 25.86 18.23 19.64

TVAL3 [209]
Baboon 22.40 22.70 22.27 22.52 20.83 21.25

38092 25.59 25.88 25.00 25.25 21.35 21.75

img005 24.29 24.58 22.54 22.85 17.28 17.96

norm since most DN minimize the MSE but this can also be changed to the `1-norm.

The fourth column displays the same quantity this time using w and b as inputs to

our framework. Post-processing w with our method results in an improvement of 6

orders of magnitude in this metric.

An interesting observation is that even though SRMD can model numerous down-

scaling operations with a single model, it still cannot ensure consistency. Recall that

PnP methods such as IRCNN train a CNN denoiser and then solve an optimization

problem to improve consistency. In fact, IRCNN exhibits improvements in consis-

tency over the other purely CNN-based methods shown in Table 4.3. However, our

method still improves this by five orders of magnitude. These results confirm that

during testing, CNNs and DNs in general cannot enforce measurement consistency.

4.5.3 Robustness to operator mismatch

As previously mentioned, DNs struggle to adapt to changes in the functions used

to generate the LR image. Therefore, if the network is trained with LR images

generated via bicubic interpolation, inserting an image downsampled via nearest

neighbor interpolation results in performance degradation. This fact can limit the
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Table 4.5: Operator error experiments. PSNR values using the outputs from SRCNN
and SRMD with b being equivalent to the bicubically downsampled version of the
GT image and setting A as the box filter operator in our framework. The best
(higher) values in each box are highlighted in bold.

Method Image Network Ours Bic. Ours Box

SRCNN [27]
Baboon 22.700 22.732 22.728
38092 25.897 25.952 25.939
img005 25.125 25.273 25.24

SRMD [157]
Baboon 22.899 22.910 22.903
38092 26.201 26.212 26.209
img005 26.562 26.611 26.570

applicability of DNs in on-demand applications where access to such time and re-

sources needed to retrain a network are not available. Our framework circumvents

this problem and makes the SR process robust. To illustrate the e↵ectiveness of our

method, we used the same images and networks in Table 4.3 to test the network per-

formance using LR images created with the di↵erent A operators detailed in Section

4.2: bicubic, box and simple subsampling. In the first set of experiments, all the

networks were trained assuming a bicubically downsampled image and tested using

di↵erent downsampling operators. The output with our method was then obtained

by setting A to the di↵erent downsampling operations as it requires no training. In

the second set of experiments, we tested the performance of TV-TV minimization

when A has an error and Ax = b does not hold.

Table 4.5 shows the results when A contains some known errors and thus Ax = b

does not hold. The first two columns represent the network and the sample image

as in Table 4.4 while the third and fourth columns represent the network output

with A equivalent to the bicubic operator and Ax = b holds and with our method

respectively. The last column represent the output with an error in A which repre-

sents the box filter instead of the bicubic. Results show that when A is known and

is correct, TV-TV minimization provides better results than if there is an error in

A. Nonetheless, improvements over the network’s outputs are still obtained with an

error in A.

Results. Each shaded box in Table 4.4 represents the results for a di↵erent sam-

pling operation. For each operation we present the PSNR obtained using di↵erent

methods and subsequently by post-processing it with our framework. Since the net-
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works were trained with a bicubically downsampled LR image, all methods have

a similar performance for bicubic interpolation however, significant drops can be

noticed when utilizing box filtering and subsampling. Note that our method consis-

tently improves the performance even with bicubic interpolation, which the networks

were originally trained on. Although the improvement with bicubic interpolation is

marginal, significant gains of around 2dBs have been obtained for simple subsam-

pling. Our method is capable of counteracting the significant drop in performance

obtained when networks process images degraded with operations other than those

they were trained on. Notice that the TVAL3 algorithm surpasses the performance

of CNNs for simple subsampling. Moreover, since it is an optimization-based method

similar to the proposed method, it can easily adapt to di↵erent A operators. These

results highlight the robustness and adaptability of optimization-based methods.

4.5.4 Benchmark datasets with bicubic downsampling

We also performed more systematic experiments on the standard SR benchmark

datasets Set5, Set14, BSD100 and Urban100 with bicubic downsampling and di↵er-

ent scaling factors.

Quantitative results. Table 4.6 displays the average PSNR and SSIM for scaling

factors 2 and 4 for some of the methods described in Table 4.2. The quantitative

results for the rest of the methods are given in Appendix A. The first column shows

the dataset being used, the second column indicates the scaling factor, the third

column shown the results using the TVAL3 [209] algorithm which solves (4.6) with

� = 0, i.e., simple TV-minimization. The fourth and fifth columns show the average

PSNR and SSIM of the base method and our scheme applied to the output of the

base method respectively. Note that the outputs with TVAL3 are the same for

a particular dataset and scaling factor and are only repeatedly specified for easy

comparison.

A notable pattern in Table 4.6 is that our method consistently obtains the best

performance in terms of PSNR and SSIM (except VDSR). The improvements in

PSNR range between 0.0087dB and 0.3566dB. One can also note that TVAL3 has

by far the worst performance with a gap of more than 2dB.

A possible drawback of our method is the relatively lengthy execution time. Recall
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that the bicubic downsampling used in these experiments is the most computation-

ally expensive for our method to address since we need to use the CG method. The

timings presented in Table 4.6 reflect the total execution time of our method divided

by the total number of images. One can note that the execution time changes, for

example in (SRCNN, BSD100, 4 ⇥) it takes on average 5 seconds while in other

cases it took more than 107 seconds (RCAN, Urban100, 2 ⇥). In the latter, since

the dimensions of the Urban100 images are more than 1000 by 1000, the number

of simultaneous threads had to be reduced to avoid the GPUs from running out of

memory. This is one of the reasons why the running time increases for this partic-

ular dataset. If box filtering or simple subsampling is used, the execution time is

reduced approximately by half. For example, (RCAN, BSD100, 4 ⇥) takes around

10 seconds.

Qualitative results. Figures 4.3 and 4.4 show the images generated by all the

methods in Table 4.6 (except DRCN) for the test image baboon from Set14 and

img076 from Urban100, respectively. All the outputs from the CNNs considered

exhibit both loss of information and increased blurriness when compared when com-

pared to the GT image (a). Since we assume that the output from our method should

be close to w, the post-processed image x̂ undoubtedly inherits some artefacts. Al-

though it is visually di�cult to assess any di↵erences due to the small PSNR gains,

the output from our method is ensured to be measurement consistent. Furthermore,

our method allows networks to successfully super-resolve LR images generated with

a variety of degradations, and not necessarily confined to the operator used in their

training set.

4.6 Summary

In this section we focused on SISR and how the outputs derived from DNs can be

made to conform to the LR image. We have shown that with an additional post-

processing step, improvements in terms of PSNR and SSIM can be achieved. This

post-processing step involved solving the TV-TV minimization problem in which we

assumed that the image to be reconstructed has a small TV and is similar to the

output from a DN. Our algorithm also improved the average measurement consis-

tency by six orders of magnitude by enforcing consistency constraints. In the next
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chapter we investigate how TV-TV minimization can be extended to magnetic res-

onance image reconstruction and fusion-based hyperspectral image super-resolution

(HSISR).

Table 4.6: Average PSNR (SSIM) results in dB of our method when applied on the
reference networks and the average execution time of our algorithm in seconds.

Dataset Scale TVAL3 [209] SRCNN [27] Ours Time

Set5
⇥2 34.0315 (0.9354) 36.2772 (0.9509) 36.5126 (0.9535) 18.23

⇥4 29.1708 (0.8349) 30.0765 (0.8525) 30.2460 (0.8583) 13.93

Set14
⇥2 31.0033 (0.8871) 32.1245 (0.9028) 32.2793 (0.9055) 11.57

⇥4 26.6742 (0.7278) 27.1808 (0.7410) 27.2952 (0.7476) 8.21

BSD100
⇥2 30.1373 (0.8671) 31.1087 (0.8835) 31.2148 (0.8864) 6.79

⇥4 26.3402 (0.6900) 26.7027 (0.7018) 26.7793 (0.7082) 5.30

Urban100
⇥2 27.5143 (0.8728) 28.6505 (0.8909) 28.8219 (0.8935) 25.34

⇥4 23.7529 (0.6977) 24.1443 (0.7047) 24.2308 (0.7110) 24.12

Dataset Scale TVAL3 [209] DRCN [141] Ours Time

Set5
⇥2 34.0315 (0.9354) 37.6279 (0.9588) 37.6697 (0.9591) 20.40

⇥4 29.1708 (0.8349) 31.5344 (0.8854) 31.5660 (0.8857) 14.25

Set14
⇥2 31.0033 (0.8871) 33.0585 (0.9121) 33.1033 (0.9129) 8.92

⇥4 26.6742 (0.7278) 28.0269 (0.7673) 28.0551 (0.7679) 8.57

BSD100
⇥2 30.1373 (0.8671) 31.8536 (0.8942) 31.8722 (0.8952) 26.23

⇥4 26.3402 (0.6900) 27.2364 (0.7233) 27.2491 (0.7239) 24.23

Dataset Scale TVAL3 [209] VDSR [47] Ours Time

Set5
⇥2 34.0315 (0.9354) 37.5295 (0.9587) 37.5397 (0.9585) 65.91

⇥4 29.1708 (0.8349) 31.3485 (0.8838) 31.3696 (0.8836) 42.38

Set14
⇥2 31.0033 (0.8871) 33.0527 (0.9127) 33.0906 (0.9128) 20.05

⇥4 26.6742 (0.7278) 28.0152 (0.7678) 28.0375 (0.7679) 19.25

BSD100
⇥2 27.9935 (0.8742) 31.9078 (0.8960) 31.9071 (0.8960) 106.92

⇥4 26.3402 (0.6900) 26.8776 (0.7093) 27.2342 (0.7228) 109.86
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Dataset Scale TVAL3 [209] IRCNN [39] Ours Time

Set5
⇥2 34.0315 (0.9354) 37.3436 (0.9527) 37.3712 (0.9576) 52.40

⇥4 29.1708 (0.8349) 30.9995 (0.8878) 31.0082 (0.8780) 37.20

Set14
⇥2 31.0033 (0.8871) 32.8573 (0.9105) 32.8947 (0.9109) 51.43

⇥4 26.6742 (0.7278) 27.7195 (0.7614) 27.7454 (0.7617) 37.50

BSD100
⇥2 27.9935 (0.8742) 31.6543 (0.8918) 31.6745 (0.8923) 25.04

⇥4 26.3402 (0.6900) 27.0848 (0.7188) 27.0920 (0.7191) 20.79

Dataset Scale TVAL3 [209] EDSR [138] Ours Time

Set5
⇥2 34.0315 (0.9354) 37.9022 (0.9594) 37.9198 (0.9597) 61.84

⇥4 29.1708 (0.8349) 32.0726 (0.8927) 32.0968 (0.8931) 43.10

Set14
⇥2 31.0033 (0.8871) 33.4433 (0.9162) 33.4862 (0.9167) 52.29

⇥4 26.6742 (0.7278) 28.4719 (0.7790) 28.4949 (0.7797) 56.34

BSD100
⇥2 27.9935 (0.8742) 32.1323 (0.8986) 32.1423 (0.8989) 21.34

⇥4 26.3402 (0.6900) 27.5479 (0.7349) 27.5579 (0.7354) 16.02

Urban100
⇥2 27.9935 (0.8742) 32.6128 (0.9152) 32.6248 (0.9153) 105.23

⇥4 26.3402 (0.6900) 26.0311 (0.7841) 26.0434 (0.7842) 102.94

Dataset Scale TVAL3 [209] RCAN [48] Ours Time

Set5
⇥2 34.0315 (0.9354) 38.1819 (0.9604) 38.2121 (0.9608) 58.22

⇥4 29.1708 (0.8349) 32.6003 (0.8991) 32.6137 (0.8992) 38.51

Set14
⇥2 31.0033 (0.8871) 33.9896 (0.9203) 34.0168 (0.9207) 32.15

⇥4 26.6742 (0.7278) 28.7596 (0.7866) 28.7898 (0.7869) 18.64

BSD100
⇥2 27.9935 (0.8742) 32.3825 (0.9019) 32.3912 (0.9022) 21.67

⇥4 26.3402 (0.6900) 27.7547 (0.7428) 27.7766 (0.7429) 19.65

Urban100
⇥2 27.9935 (0.8742) 33.0248 (0.9327) 33.0488 (0.9328) 106.54

⇥4 26.3402 (0.6900) 26.8132 (0.8075) 26.8251 (0.8080) 107.34
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(a) Original (ground truth) (b) TVAL3

(c) SRCNN (d) Ours

(e) EDSR (f) Ours

(g) RCAN (h) Ours

Figure 4.3: Results on the baboon image from Set14 for a scaling factor of 4. Each
shaded area (apart from the top row) represents the output of a CNN and of our
method.
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(a) Original (ground truth) (b) TVAL3

(c) SRCNN (d) Ours

(e) EDSR (f) Ours

(g) RCAN (h) Ours

Figure 4.4: Results on img076 from Urban100 for a scaling factor of 4. Each shaded
area (apart from the top row) represents the output of a CNN and of our method.
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Chapter 5

MRI Reconstruction and

Fusion-based HSI

Super-Resolution

This chapter addresses our approach for magnetic resonance imaging (MRI) re-

construction and fusion-based hyperspectral image super-resolution (HSISR) and is

based on the conference papers [214, 64]. For both applications, we describe how we

extend our framework from the super-resolution (SR) setting described in Chapter

4. We also provide our experimental setup for testing our approach and discuss the

key results obtained.

5.1 MRI reconstruction

MRI is used to diagnose and monitor a range of medical conditions by producing

detailed images of body tissues. The standard procedure for taking an MRI scan

requires patients to stay idle within a cramped enclosure for several minutes while

the scan is running. In an attempt to reduce the scanning time, and thus reduce

patient discomfort and motion errors, various computational techniques have been

proposed. One of the most disruptive breakthroughs in this field occurred in 2017

when compressed sensing (CS) MRI was approved for commercial use by the FDA

[215, 216, 54]. Although using CS significantly reduced the required scan time, MRI

is still lengthy enough to cause significant distress to many patients. A promis-
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ing tool to further reduce the scan time is the introduction of deep learning (DL)

networks into the pipeline. DL methods brought significant speed ups and quality

improvements in various imaging tasks. However, despite huge research e↵orts, DL

methods are still plagued by instabilities and artefacts which hinder their use in a

clinical setting. Our method of ensuring measurement consistency in DL results is

a promising step towards the full integration of DL networks into MRI pipelines.

5.1.1 Problem statement

Let x 2 Cn be the vectorized version of the GT magnetic resonance image X 2

CM⇥N where n = M ·N . Our aim is to reconstruct x from the measurement image

b 2 Cm such that:

Ax = b, (5.1)

where A 2 Cm⇥n represents a sampling operation. In single coil MRI machines,

A = SF where S 2 Rm⇥n is a sampling mask and F 2 Cn⇥n is the discrete Fourier

transform (DFT) matrix. As aforementioned in Chapter 3, parallel MRI requires an

additional function to combine the images from all the coils. In this case, A = SFC

where C 2 Cn⇥n⇥Ncoils represents the coil sensitivity map and Ncoils is the number

of coils used to acquire the images.

To regularize the problem, we use the same assumptions as for SISR i.e., Assump-

tions 4.1 and 4.2. These assumptions are still valid in this case because TV has been

successfully applied for MRI reconstruction in various works [173, 172, 174] and DL

networks for MRI reconstruction generate high quality images.

5.1.2 Algorithm details

The framework introduced in Section 4.3 can be applied directly for MRI reconstruc-

tion. However, since the sampling operation A consists of a sampled DFT complex

matrix, the algorithm for solving TV-TV minimization needs to be modified in order

to process complex values.

Before extending TV-TV minimization and proceeding to the algorithm derivation,

we first lay the theoretical groundwork and define our notation. Similar to other

methods for MRI reconstruction [4, 31], we first convert from the Cn space into

R2n. Thus, given a complex vector x := xr + xi 2 Cn, we represent the vector
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concatenating its real and imaginary parts as:

x :=

2

64
xr

xi

3

75 2 R2n . (5.2)

Vectors that are underlined have complex entries while vectors that are not, only

have real entries. Note that we also use the notation xr = Re{x} and xi = Im{x}

to represent the real and imaginary parts of a scalar/vector/matrix.

Complex matrix-vector multiplication. Complex matrix vector multiplication

is represented as:

M v =
�
Mr + jMi

��
vr + jvi

�
= Mrvr �Mivi + j(Mrvi +Mivr) , (5.3)

where M 2 Cm⇥n is a complex matrix and v 2 Cn is a complex vector. Therefore,

the concatenation of the real and imaginary parts of M v into a vector yields:

2

64
Re{M v}

Im{M v}

3

75 =

2

64
Mrvr �Mivi

Mrvi +Mivr

3

75 =

2

64
Mr �Mi

Mi Mr

3

75

2

64
vr

vi

3

75 = M̆v 2 R2m , (5.4)

where we define:

M̆ :=

2

64
Mr �Mi

Mi Mr

3

75 . (5.5)

Note that when M is real, the o↵-block-diagonals of M̆ are zero, and the real and

imaginary parts of M v can be treated independently.

Inner product and induced norm. For two complex vectors x, y 2 Cn, we define

their inner product as:

hx, yi : = xHy + yHx

= (x>
r
� jx>

i
)(yr + jyi) + (y>

r
� jy>

i
)(xr + jxi)

= 2(x>
r
yr + x>

i
yi)

= 2Re
�
xHy
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= 2


x>
r

x>
i

�
2

64
yr

yi

3

75

= 2x>y . (5.6)

The corresponding induced norm is:

kxk =
p

hx, xi

=
q

2Re
�
xHx

 

=
p

2kxk2 (5.7)

=
p

2kxk2 , (5.8)

where k · k2 in (5.7) denotes the `2-norm for complex vectors [see (5.9) below], and

k · k2 in (5.8) represents the usual `2-norm over the reals. Whenever we deal with

complex vectors, we assume the above inner product and induced norm.

`p-norms. The `p-norm of a complex vector x 2 Cn is [217, §5.2]:

kxkp :=

8
>>>>><

>>>>>:

⇣ nX

i=1

|x
i
|p
⌘1/p

, 1  p < 1

max
i

|x
i
| , p = 1 .

(5.9)

Whereas the `2-norm of x can be written as a function of the `2-norm of the vector

of concatenated real and imaginary parts of x, as in (5.8), the `1-norm of x can be

written in terms of the `1/`2 norm of a linear transformation of x:

��x
��
1
=

nX

q=1

q
(xr)2q + (xi)2q (5.10)

=
nX

q=1

��Bqx
��
2
, (5.11)

and:

Bq =

2

64
e>
q

0>
n

0>
n

e>
q

3

75 2 R2⇥2n , (5.12)

91



Chapter 5: MRI Reconstruction and Fusion-based HSI Super-Resolution

where eq = (0, . . . , 0, 1, 0, . . . , 0) 2 Rn is the qth canonical vector: it contains a one

in the qth entry and zeros elsewhere. The structure of Bq in (5.12) allows us to

write, for any vector � 2 R2n:

k�k22 = �21 + · · ·+ �2
n
+ · · ·+ �22n

=
�
�21 + �2

n+1

�
+
�
�22 + �2

n+2

�
+ · · ·+

�
�2
n
+ �22n

�

=
��B1�

��2
2
+
��B2�

��2
2
+ · · ·+

��Bn�
��2
2

=
nX

q=1

��Bq�
��2
2
. (5.13)

We now explain how the TV-TV minimization problem introduced in Chapter 4 is

extended to handle complex values.

5.1.3 TV-TV minimization

Assuming we have access to w 2 Cn, b 2 Cm, and A 2 Cm⇥n, we seek to find a

complex vector x̂ 2 Cn that solves:

minimize
x

��Dx
��
1
+ �

��Dx� w
��
1

subject to Ax = b .
(5.14)

Similar to when we applied TV-TV minimization to super-resolution (SR), the ob-

jective of (5.14) encodes Assumptions 4.1 and 4.2, while the constraint enforces mea-

surement consistency. The alternating direction method of multipliers (ADMM) is

again used to solve (5.14) and since some of the iterates resemble those in Section

4.4, here we only provide the details of the iterates that are significantly di↵erent.

For the full derivation please refer to Appendix B.

Reformulation for ADMM. To solve (5.14), we first clone x into v, and Dx into

u and z, reformulating (5.14) in the correct format for ADMM as:

minimize
(x,u),(v,z)

kuk1 + �kz � wk1

subject to Ax = b

Dv = u

v = x

z = u .

(5.15)
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Expressing (5.15) in terms of real vectors by applying (5.11) to the terms in the cost

function and (5.4) to the constraints that involve matrices we obtain:

minimize
(x,u),(v,z)

P2n
q=1

h��Bqu
��
2
+ �

��Bq(z � w)
��
2

i

subject to Ăx = b

D̆v = u

v = x

z = u .

(5.16)

We apply ADMM to (5.16) by viewing (x, u) 2 R2n ⇥R4n and (v, z) 2 R2n ⇥R4n as

block variables, and by dualizing all but the first constraint.

ADMM iterations. After developing the augmented Lagrangian, we extract the

following ADMM iterates:

�
xk+1, uk+1

�
= argmin

x, u

i{x:Ăx=b}(x) + µk>x+
⇢

2
kx� vkk22 +

2nX

q=1

��Bqu
��
2

+ (�k + ⌘k)>u+
⇢

2
ku� D̆vkk22 +

⇢

2
ku� zkk22 (5.17)

�
vk+1, zk+1

�
= argmin

v, z

� (D̆>�k + µk)> v +
⇢

2
kuk+1 � D̆vk22 +

⇢

2
kxk+1 � vk22

+ �
2nX

q=1

��Bq(z � w)
��
2
� ⌘k

>
z +

⇢

2
kuk+1 � zk22 (5.18)

�k+1 = �k + ⇢
⇣
uk+1 � D̆vk+1

⌘
(5.19)

µk+1 = µk + ⇢
⇣
xk+1 � vk+1

⌘
(5.20)

⌘k+1 = ⌘k + ⇢
⇣
uk+1 � zk+1

⌘
, (5.21)

where � 2 R4n, µ 2 R2n and ⌘ 2 R4n are the dual variables associated with the

constraints u � D̆v = 0, x � v = 0 and u � z = 0 respectively. Problem (5.17)

decomposes into two independent problems, one in terms of u and another in terms

of x. Similarly, (5.18) consists of a problem in v and the other in z.
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Updating x. Extracting the x terms from (5.17), we obtain:

xk+1 = argmin
x

µk>x+ ⇢

2kx� vkk22

subject to Ăx = b.

(5.22)

Re-arranging (5.22) leads to a constrained least squares problem:

xk+1 = argmin
x

1
2

���x�
�
vk � 1

⇢
µk
����

2

2

subject to Ăx = b,

(5.23)

and letting p := vk � 1
⇢
µk, we obtain the closed-form solution:

xk+1 = p� Ă>�ĂĂ>��1
(Ăp� b) . (5.24)

Updating u. Similar to the problem in x, we need to extract the parts relevant to

u from (5.17) which requires us to solve:

uk+1 = argmin
u

2nX

q=1

��Bqu
��
2
+ (�k + ⌘k)>u+

⇢

2
ku� D̆vkk22 +

⇢

2
ku� zkk22

= argmin
u

2nX

q=1

h��Bqu
��
2
+ ⇢

��Bq(u� a)
��2
2

i
, (5.25)

with a := 1
2

�
zk + D̆vk � �

k+⌘
k

⇢

�
. Problem (5.25) decomposes into 2n independent

problems that can be solved in parallel. The qth problem is:

�
uk+1
q

, uk+1
n+q

�
= argmin

uq ,un+q

��Bqu
��
2
+ ⇢

��Bq(u� a)
��2
2

= argmin
uq

kuqk2 + ⇢kuq � aqk22 , (5.26)

where in the last step we defined uq := Bqu = (uq, un+q) 2 R2 and aq := Bqa =

(aq, an+q) 2 R2. As the subgradient of the `2-norm is [218, Ex. 4.4]:

@kxk2 =

8
>>><

>>>:

n x

kxk2

o
, x 6= 0

B2(0, 1) , x = 0 ,

(5.27)

where B2(0, 1) :=
�
d : kdk2  1

 
represents the `2-norm ball in R2 centered at zero
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with radius 1, the optimality conditions for (5.26) are:

0 2 @kuqk2 + 2⇢
�
uq � aq

�
. (5.28)

There are two cases where (5.28) holds: if uq = 0, then 2⇢aq 2 B2(0, 1), that is,

kaqk2  1/(2⇢). If uq 6= 0, then:

uq = aq �
1

2⇢

uq

kuqk2

()
⇣
1 +

1

2⇢kuqk2

⌘
uq = aq (5.29)

() 2⇢kuqk2 + 1

2⇢

uq

kuqk2
= aq .

Applying the `2-norm on both sides and taking into account that ⇢ � 0, we obtain:

kuqk2 = kaqk2 �
1

2⇢
, (5.30)

which should be positive (otherwise this would be covered by the previous case).

Replacing (5.30) in (5.29) yields:

⇣
1 +

1

2⇢kaqk2 � 1

⌘
uq = aq (5.31)

() 2⇢kaqk2
2⇢kaqk2 � 1

uq = aq (5.32)

() uq =
2⇢kaqk2 � 1

2⇢kaqk2
aq . (5.33)

Therefore, the solution of (5.26) is:

uk+1
q

=

8
>>><

>>>:

0 , kaqk2  1
2⇢

2⇢kaqk2 � 1

2⇢kaqk2
aq , kaqk2 > 1

2⇢ .
(5.34)

Updating v. To update v we need to solve:

vk+1 = argmin
v

� (D̆>�k + µk)> v +
⇢

2
kuk+1 � D̆vk22 +

⇢

2
kxk+1 � vk22.

95



Chapter 5: MRI Reconstruction and Fusion-based HSI Super-Resolution

Equating the first-order derivative to zero yields:

vk+1 =
�
D̆>D̆ + I2n

��1
h
D̆>uk+1 + xk+1 +

1

⇢
(D̆>�k + µk)

i
. (5.35)

Using the fact that D̆ is block diagonal since D is a real matrix and utilizing the

matrix vector multiplication notation in (5.4), (5.35) can be re-written as:

vk+1 =

2

64
(D>D + In)�1 0n⇥n

0n⇥n (D>D + In)�1

3

75

2

64
D>uk+1

1:n + xk+1
1:n + 1

⇢
(D>�k1:n + µk

1:n)

D>uk+1
n+1:2n + xk+1

n+1:2n +
1
⇢
(D>�k

n+1:2n + µk

n+1:2n)

3

75

=

2

6664

(D>D + In)�1

✓
D>uk+1

1:n + xk+1
1:n + 1

⇢
(D>�k1:n + µk

1:n)

◆

(D>D + In)�1

✓
D>uk+1

n+1:2n + xk+1
n+1:2n +

1
⇢
(D>�k

n+1:2n + µk

n+1:2n)

◆

3

7775
.

(5.36)

For a vector x 2 R2n, we used the notation x1:n to represent the vector with the

first n entries (real) of x, and xn+1:2n to represent the vector with the last n entries

(complex) of x. To obtain (5.36) without explicitly building any matrix, we first

compute the inverse of (DTD + I). Defining:

G1 = DTuk+1
1:n + xk+1

1:n +
1

⇢

�
DT�k1:n +

1

⇢
µk

1:n

�
, (5.37)

and:

G2 = DTuk+1
n+1:2n + xk+1

n+1:2n +
1

⇢

�
DT�k

n+1:2n +
1

⇢
µk

n+1:2n

�
, (5.38)

allows us to write (5.36) as:

vk+1 =

2

64
(DTD + I)�1G1

(DTD + I)�1G2

3

75 . (5.39)

Diagonalizing D in (5.39) and following the same steps used to solve (4.14) we end

up with a very similar solution to (4.42) apart from the fact that we have to account

for the real and complex values:

v̄k+1 =

2

64
i↵t(h� ↵t(G1))

i↵t(h� ↵t(G2))

3

75 . (5.40)
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Updating z. The problem in z is:

zk+1 = argmin
z

�
2nX

q=1

��Bq(z � w)
��
2
� ⌘k

>
z +

⇢

2
kz � uk+1k22 (5.41)

= argmin
z

�
2nX

q=1

��Bq(z � w)
��
2
+
⇢

2

���z �
�
uk+1 +

1

⇢
⌘k
����

2

2
. (5.42)

For simplification we set ⇣k+1 := zk+1 � w which translates (5.42) to:

⇣k+1 = argmin
⇣

2nX

q=1

h��Bq⇣
��
2
+

⇢

2�

��Bq(⇣ � a)
��2
2

i
, (5.43)

where a := uk+1+ 1
⇢
⌘k�w . Using the same steps as for (5.25), (5.43) is decomposed

into 2n independent problems where the qth problem is defined as:

⇣k+1
q

= argmin
⇣q

k⇣k2 +
⇢

2�

��⇣ � a
��2
2
, (5.44)

with aq := Bqa = (aq, an+q) 2 R2. Following steps (5.26) to (5.31) and taking into

consideration the previous conversion of z to ⇣, the update of z is equal to:

zk+1
q

= wq +

8
>>><

>>>:

0 , kaqk2  �

⇢

⇢

�
kaqk2 � 1
⇢

�
kaqk2

aq , kaqk2 > �

⇢
,

(5.45)

where a := 1
2

�
zk + D̆vk � �

k+⌘
k

⇢

�
and aq := Bqu = (aq, an+q).

Primal residual. The primal residual for this problem is:

rk+1 =

2

66664

uk+1

xk+1

uk+1

3

77775
+

2

66664

�D̆vk+1

�vk+1

�zk+1

3

77775
. (5.46)

Dual residual. The dual residual is:

sk+1 = ⇢

2

66664

D̆(�vk+1 + vk)

�vk+1 + vk

�zk+1 + zk

3

77775
. (5.47)
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Table 5.1: Comparison between MoDL and CRNN.

Method MoDL[4] CRNN [31]

Data Brain Cardiac

Scan type Static Dynamic

Acquisition Parallel Single

Acceleration factor 6 4

Updating the dual variables. The final step involves updating the dual variables

as:

�k+1 = �k + ⇢(uk+1 � D̆vk+1) (5.48)

µk+1 = µk + ⇢(xk+1 � vk+1) (5.49)

⌘k+1 = ⌘k + ⇢(uk+1 � zk+1). (5.50)

These iterations are repeated until a maximum number of iterations are reached or

either the primal or dual residuals are below a set tolerance. This derivation allows

us to post-process magnetic resonance images via TV-TV minimization.

5.1.4 Experimental results

In this section we provide the experimental details and report quantitative and visual

results obtained when executing the algorithm detailed in Section 5.1.3.

Experimental setup. We applied the proposed framework to two MRI reconstruc-

tion networks namely MoDL [4] and CRNN [31]. To avoid retraining the networks,

we used a pretrained version of both. The provided CRNN network was trained on

just a single subject while MoDL was trained on four subjects.

MoDL [4] reconstructs images obtained with a 12 phase coil array (refer to Figure

3.13) and was trained on the multi-channel brain dataset composed of images from

four di↵erent subjects. Similar to [4], we test on 164 slices of a single subject. Thus,

the test dataset had dimensions 256 ⇥ 232 ⇥ 164 ⇥ 12 (rows ⇥ columns ⇥ slices ⇥

number of coils). CRNN, in contrast, is trained on cardiac MRI scans obtained from

a single coil MRI machine. The testing dataset had a size of 256⇥ 256⇥ 30. Since
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the available1 pretrained version of CRNN was only trained on a single subject, this

led to poor quality results. Both the networks used in MoDL and CRNN process

the real and imaginary parts of the complex MRI data in di↵erent channels i.e.,

convert from the CM⇥N space into the space RM⇥N⇥2. Also, each slice is considered

individually as a 2D image.

The acceleration factor is the ratio between the k-space data required for a fully

sampled image and the amount collected in an accelerated acquisition. For example,

for an acceleration factor of 4, every fourth line from the k-space is collected. For

CRNN we use an acceleration factor of 4 while for MoDL we use a factor of 6. Any

additive noise was removed from the networks since we assume clean images.

Implementation. To execute the algorithm described in Section 5.1.2 e�ciently,

we wrote our own code using Python 3.7. The Joblib package [219] was used to

run the algorithm on di↵erent images in parallel. Two functions were written to

consider the A operations for MoDL and CRNN. As the A matrix is very large, we

never constructed this explicitly. Instead, we only had access to the operations Ax

and ATy. All experiments were run on a machine with two NVIDIA GeForce RTX

2080 GPUs and a 12 core 2.10GHz Intel Xeon Silver 4110 CPU. The code we used

for these experiments is publicly available on Github2.

Algorithm settings. We set � = 1 for MoDL and � = 0.8 for CRNN. As explained

in Section 4.2, � a↵ects the weighting on the output of the DNN. In SR we have seen

that the best � value is 1, assuming that the DN consistently produces high quality

images. However, since the output of the pretrained CRNN is generally poor, we

reduce this to � = 0.8 as we observed that this provided better results.

Measurement consistency. To evaluate measurement consistency, we worked out

the `2-norm of the di↵erence between Ax̂ and b. Table 5.2 displays the results for

the outputs of MoDL and CRNN (2nd column) and for processing each of these in

our framework (3rd column). Recall that both MoDL and CRNN are classified as

unrolled networks and thus tackle measurement consistency explicitly. Neverthe-

less, our framework manages to improve on their results by at least four orders of

magnitude.

1
https://github.com/cq615/Deep-MRI-Reconstruction

2
https://github.com/marijavella/mri-tvtv

99

https://github.com/cq615/Deep-MRI-Reconstruction
https://github.com/marijavella/mri-tvtv


Chapter 5: MRI Reconstruction and Fusion-based HSI Super-Resolution

Table 5.2: Measurement consistency of MoDL, CRNN (2nd column), and corre-
sponding consistency of our method (3rd column). The best values are highlighted
in bold.

Method kAw � bk2 kAx̂ � bk2

MoDL [4] 3.10⇥ 10�1 9.88 ⇥ 10�5

CRNN [31] 2.06⇥ 10�6 7.71 ⇥ 10�15

Quantitative results. Table 5.3 shows the performance of MoDL on the brain

dataset and CRNN on the cardiac dataset. The second and third columns show

the average PSNR and SSIM and their standard deviation, minimum and maximum

values respectively. The first (respectively last) two rows show the results with

MoDL (respectively CRNN) and our proposed method. Since the outputs were

complex, the PSNR and SSIM were computed on the normalized (between 0 and 1)

absolute images.

A PSNR gain of more than 5dB is obtained when post-processing MoDL with our

method. Although MoDL enforces consistency, it only performs 10 iterations, which

as shown in Table 5.2 does not result in a very measurement consistent output. Since

the proposed method enforces Ax = b, it achieves much higher measurement con-

sistency and thus a largely improved output is achieved. This large gain inevitably

resulted in an increase in the standard deviation which although undesirable, is com-

mon when the range between the minimum and maximum values increases. Only

small improvements in the SSIM were possible since the values from MoDL were

already close to the maximum value of one.

PSNR gains of more than 1dB were obtained by post-processing the outputs from

CRNN. These were complemented by significant gains in SSIM. Since the CRNN

and MoDL were trained on di↵erent datasets, it is di�cult to compare their PSNR

values. However, a sharp decrease in the SSIM is a good indicator of performance

degradation since it is bounded between 0 and 1. The low quality outputs from

CRNN leave more room for improvement but the assumption that the reconstructed

output is similar to the output from the network limits the gain. Another likely rea-

son behind the smaller improvements is that CRNN already enforces measurement

consistency to a higher level than MoDL.

Qualitative results. Figures 5.1 and 5.2 show sample results from the test sets
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Table 5.3: PSNR and SSIM in the format average ± std, min/max. The best values
are highlighted in bold.

Method PSNR SSIM

MoDL 39.06 ± 1.58, 33.86/40.91 0.97 ± 0.02, 0.84/0.99

Ours 45.96 ± 3.94, 35.48/53.45 0.98 ± 0.02, 0.85/1.00

CRNN 24.08 ± 0.59, 22.91/25.29 0.71 ± 0.03, 0.64/0.78

Ours 25.45 ± 0.71, 24.17/26.70 0.76 ± 0.02, 0.71/0.80

of MoDL and CRNN respectively. The first column represents the GT image and a

sample patch from it, the second is the output from the network and the last column

shows the network image post-processed with our method.

A common feature that can be observed in the sample patches of Figure 5.1 is that

MoDL over-smooths edges which leads to information loss. On the other hand, our

method preserves edges and any other fine details, obtaining a closer estimate to

the GT. The CRNN outputs in Figure 5.2 demonstrate an undertrained network

that is unable to reconstruct an accurate representative image. Nevertheless, post-

processing the output from CRNN via TV-TV minimization led to the recovery of

many of the missing details.

These results confirm that the proposed algorithm is also capable of improving cur-

rent MRI reconstruction systems. Furthermore, our algorithm allows DL methods

to be used reliably without adding any more scan time since the additional process-

ing can be done o✏ine. In the next part of this chapter we will further extend our

framework to fusion-based HSISR.
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GT MoDL Ours

Figure 5.1: Result on a sample image from MoDL.

5.2 Fusion-based hyperspectral image

super-resolution

HS images contain an abundance of information captured from contiguous bands

across the electromagnetic spectrum. A well-known limitation of HS cameras is

that they capture images with high spectral resolution but low spatial resolution.

To improve the spatial resolution, a HRMS image (generally a conventional RGB

image) is used in conjunction with the LRHS image to generate a combined HRHS

image via a technique known as fusion-based HSISR. The use of DL for fusion-

based HSISR is still in its infancy, and many improvements are still required to

make DL networks practical for HSISR. In this section, we apply our framework to

fusion-based HSISR and highlight how enforcing measurement consistency helps to

improve current HSISR DL systems. To the best of our knowledge, our work [64]

was the first to explore measurement consistency in fusion-based HSISR.
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GT CRNN Ours

Figure 5.2: Result on a sample image from CRNN.

5.2.1 Problem statement

Let a HR hyperspectral cube (bottom right corner of Figure 5.3) X 2 RM0⇥N0⇥S0

be represented by eX 2 RM0·N0⇥S0 where each column represents a vectorized image

of size M0 ⇥ N0 on a given spectral band s. Recall that in previous problems, we

reconstructed 2D images, therefore X represented a single M0 ⇥ N0 image. In this

case, eX contains S0 vectorized images of size M0 ⇥N0 i.e., eX = [x1, x2 . . . xS0 ] thus

we employ this notation for clarity.

Our goal is to obtain a HRHS image eX 2 RM0·N0⇥S0 (bottom right corner of Figure

5.3) from a LRHS image eZ 2 RM ·N⇥S0 (bottom left corner of Figure 5.3) and an

RGB image eY 2 RM0·N0⇥S (bottom left corner of Figure 5.3) where M0 (respectively

M) represents the number of rows, N0 (respectively N) the number of columns and

S0 (respectively S) the number of bands of the HR (respectively LR) image. Note

that M < M0, N < N0 and S < S0. Since eY is an RGB image, S = 3. The
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Figure 5.3: Our framework: a fusion-based HSISR method super-resolves a HRMS
image eY and a LRHS image eZ into fW . We then create a measurement consistent

HRHS image
beX by solving HS TV-TV minimization that takes eZ, eY , and fW as

inputs.

relationship between these quantities can be described as:

eZ = A eX, eY = eXR, (5.51)

where A 2 RM ·N⇥M0·N0 is a downscaling operator and R 2 RS0⇥S is a camera spectral

response (CSR) function, which transforms a HS image into an RGB image.

5.2.2 Proposed framework

The framework introduced in Section 4.3 is now slightly modified as we have two

input images instead of one, as shown in Figure 5.3. Considering the acquisition

model (5.51), the HS TV-TV minimization problem is defined as:

minimize
eX

k eXkTV + �k eX �fWkTV

subject to A eX = eZ
eXR = eY ,

(5.52)

where eX 2 RM0.N0⇥S0 is the optimization variable, fW 2 RM0.N0⇥S0 is the output

from a fusion-based HSISR method, eY 2 RM0.N0⇥S is the RGB image and � � 0 is

a trade-o↵ parameter. The TV norm kXkTV for 3D tensors is defined as the sum

of the 2D TV semi-norm of each spectral band i.e., kXkTV =
P

S0

s=1 kX(:, :, s)kTV

where X(:, :, s) 2 RM0⇥N0 represents band s of X. Then the 2D TV norm of a

vectorized image xs = vec
�
X(:, :, s)

�
2 RM0.N0 on a spectral band is defined as in
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(2.3) i.e., kxskTV :=
P

M

i=1

P
N

j=1 |vTi,jxs|+ |hT

i,j
xs| =

����

2

64
Dv

Dh

3

75 xs

����
1

= kDxsk1.

5.2.3 Algorithm details

To solve (5.52) we use a similar process to Section 4.4, with a few required changes

to account for the additional constraint eXR = eY . Apart from this, since we now

have a data cube i.e., an image with multiple bands, multiple 2D images need to be

processed. In this section, we outline the salient points of the algorithm and provide

the full derivation in Appendix C.

Reformulation for ADMM. Replacing the TV semi-norm by its definition and

reformulating (5.52) in the correct format to apply ADMM, we obtain:

minimize
(u,x),v

f1(u, x) + f2(v)

subject to
P

S0

s=1 Dvs =
P

S0

s=1 us

P
S0

s=1 vs =
P

S0

s=1 xs ,

(5.53)

where f1(u, x) =
P

S0

s=1

�
kusk1 + �kus � wsk1 + i{xs:Axs=zs}(xs)

�
+ i{ eX:XR=eY }(

eX) and

f2(v) = 0, where w = Dw 2 R2n and i(S) is an indicator function. We use the

notation from (5.53) for the rest of this algorithm. To solve (5.53), we view (u, x)

as a block variable.

Augmented Lagrangian and ADMM iterates. After developing the augmented

Lagrangian of (5.53), we obtained the ADMM iterates:

� eXk+1, eUk+1
�
= argmin

eX,u1...uS0

S0X

s=1

⇣
kusk1 + �kus � wsk1 + (�k

s
� ⇢Dvk

s
)Tus +

⇢s
2
kusk22

⌘

+ µk
T eX +

⇢

2
k eX � eV kk22 + i{ eX:A eX= eZ}(

eX) + i{ eX: eXR=eY }(
eX)

(5.54)

eV k+1 = argmin
v1...vS0

S0X

s=1

✓
��kT

s
Dvs � µk

T
s vs +

⇢

2
kxk+1

s
� vsk22 +

⇢

2
kuk+1

s
�Dvsk22

◆

(5.55)

�k+1 =
S0X

s=1

�k
s
+ ⇢(uk+1

s
�Dvk+1

s
) (5.56)
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µk+1 =
S0X

s=1

µk

s
+ ⇢(xk+1

s
� vk+1

s
), (5.57)

where � 2 R2n and µ 2 Rn are the dual variables and n = M · N . Recall that the

subscript s represents the sth band of each HS image. Then the corresponding HS

cube is given by the concatenation of each band.

Updating U . Extracting the relevant parts of (E.2) that contain us terms yields:

eUk+1 = argmin
u1...uS0

S0X

s=1

⇣
kusk1 + �kus � wsk1 + (�k

s
� ⇢Dvk

s
)Tus +

⇢s
2
kusk22

⌘
. (5.58)

Equating the element-wise derivative with respect to us to zero and then considering

the possible values of wi and ui, we obtain:

wsi > 0:

uk+1
si

=

8
>>>>>>>>>><

>>>>>>>>>>:

1
⇢

�
�� � 1� tsi

�
, tsi < �⇢wsi � � � 1

wsi ,�⇢wsi � � � 1  tsi  �⇢wsi + � � 1

1
⇢

�
� � 1� tsi

�
,�⇢wsi + � � 1 < tsi < � � 1

0 , � � 1  tsi  � + 1

1
⇢

�
� + 1� tsi

�
, tsi > � + 1,

and for wsi < 0:

uk+1
si

=

8
>>>>>>>>>><

>>>>>>>>>>:

1
⇢

�
�� � 1� tsi

�
, tsi < �� � 1

0 ,�� � 1  tsi  �� + 1

1
⇢

�
�� + 1� tsi

�
,�� + 1 < si < �⇢wsi � � + 1

wsi ,�⇢wsi � � + 1  tsi  �⇢wsi + � + 1

1
⇢
(� + 1� si) , tsi > �⇢wsi + � + 1,

which is similar to the solution of (4.18). This update is performed on each band

individually which gives uk+1
s

. Each band is then concatenated to obtain the HS

cube eUk+1. Since the bands are processed individually, they are updated in parallel

and concatenated once they have all been processed.

Updating fX. In this case, eX needs to be updated on all the bands simultaneously,

thus we work with matrices rather than vectors. Extracting the eX terms from (E.2),
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we obtain:

minimize
eX

⇢

2k eXk22 � ⇢eV k
T eX + µk

T eX

subject to eZ = A eX
eXR = eY ,

(5.59)

which can equivalently be written as:

minimize
eX

k eX � 1
⇢
(�µk + ⇢eV k)k22

subject to eZ = A eX
eXR = eY .

(5.60)

Defining eP = 1
⇢
(�µk + ⇢eV k) allows us to write (5.60) as:

minimize
eX

1
2k eX � ePk22

subject to eZ = A eX
eXR = eY .

(5.61)

This is analogous to projecting a point onto the intersection of { eX : A eX = eZ} and

{ eX : eXR = eY }. To find the closed-form solution we first develop the Lagrangian:

L( eX; ,�) =
1

2
k eX � ePk22 +  >(A eX � eZ) + �>(eY � eXR), (5.62)

where  2 R3n and � 2 R2n are the dual variables. We then compute the derivative

with respect to eX and the dual variables  and �:

@L

@ eX
= eX � eP + A> � �RT = 0 (5.63)

@L

@ 
= A eX � eZ = 0 (5.64)

@L

@�
= eXR� eY = 0. (5.65)

Setting eX as the subject of the formula in (5.63) gives eX = eP �A> + �R> which

we substitute in (5.65) to find an expression for �:

� = ( ePR� A> R� eY )(R>R)�1. (5.66)

107



Chapter 5: MRI Reconstruction and Fusion-based HSI Super-Resolution

Replacing � in (5.63) with (5.66) yields:

eX = eP � A> � ( ePR� A> R� eY )(R>R)�1R>. (5.67)

Using (5.64) and re-arranging (5.67) to make  subject of the formula gives:

 = (AA>)�1
h
Z � A eP � (A ePR� AeY )(R>R)�1R>

i ⇣
I3 +R(R>R)�1R>

⌘�1

.

(5.68)

Now that we have the definitions of � and  , we insert them in (5.63) to compute

eXk+1. Similar to previous instances, A is defined in implicit form and since A

represents a box filter, AAT = (AAT )�1 = I.

Updating eV . To update eV , (E.3) is solved by equating the first order derivative

(with respect to vs) to zero, working out (DTD + I) and following the same steps

as in (4.18) yielding:

eV k+1 =
S0X

s=1

i↵t(hs � ↵t(gs)).

Similar to the update in eU , we process each band individually which gives vk+1
s

and

then concatenate the outputs to obtain the HS cube eV k+1 2 RM ·N⇥S0 .

Primal residual. The primal residual is:

Ck+1 =
S0X

s=1

ck+1
s

=

2

64
uk+1
s

xk+1
s

3

75+

2

64
�Dvk+1

s

�vk+1
s

3

75 . (5.69)

Dual residual. The dual residual is:

Qk+1 =
S0X

s=1

qk+1
s

=

2

64
D(�vk+1

s
+ vk

s
)

�vk+1
s

+ vk
s

3

75 . (5.70)

Update of the dual variables. The dual variables specified in (5.56) and (5.57)

are finally updated.

These iterations are performed until either the maximum number of iterations are

reached or either the primal and dual residual are lower than a set tolerance.
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5.2.4 Experimental results

We now detail our experiments, report our results and draw conclusions from our

findings.

Comparison methods. The framework in Figure 5.3 was applied to four state-

of-the-art fusion-based HSISR methods: namely CNMF [184], NLSTF [187], uSDN

[182] and MHF-net [183]. The first two methods use matrix and tensor factorization

respectively, while the third and fourth use supervised and unsupervised DL net-

works, respectively. We kept the author-defined settings for each of the comparison

methods and assumed noiseless images. In the case that any of the comparison

methods considered additive noise, we removed it.

Table 5.4: Average metric scores on 12 test HS images used by MHF-net from the
CAVE dataset.

Metric CNMF Ours NLSTF Ours uSDN Ours MHF-net Ours

PSNR 37.149 37.881 40.859 40.942 36.365 39.712 37.507 38.151

SSIM 0.982 0.984 0.991 0.991 0.979 0.987 0.977 0.982

SAM 7.482 7.263 4.723 4.719 6.823 6.051 8.221 7.946

ERGAS 0.629 0.568 0.384 0.379 0.716 0.533 0.590 0.541

RMSE 3.805 3.487 2.598 2.568 4.235 2.877 3.845 3.565

Datasets. We tested our framework on two benchmark HS imaging datasets namely

CAVE [220] and Harvard [221]. The CAVE dataset contains 32 HRHS images,

each with dimensions 512 ⇥ 512 and 31 spectral bands. The spectral images are

captured along wavelengths in the range of 400 and 700nm with a step size of 10nm.

The Harvard dataset is larger and consists of 50 HRHS images with dimensions

1392⇥1040 captured at wavelengths ranging between 420 ⇠ 720nm with an interval

of 10nm. In this dataset, the top left 1024⇥ 1024 pixels were considered.

Experimental settings. We first normalized the images between 0 and 1. For the

CAVE dataset, we utilized the same 12 HS images/cubes used for testing MHF-net

since the rest were used to train it. For the Harvard dataset, all the 50 images

were used. The image eZ was generated according to (5.51) where A denotes a

downscaling operation by averaging over non-overlapping blocks having size 32⇥32.

More specifically, this means applying a box filter to downscale the image with a
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factor of 32. Similarly, the HRMS image eY was also generated by (5.51), where R

represents the CSR function of Nikon D700 [184, 182] or an estimate as in [187].

For MHF-net we used the provided matrix in the online repository3 as no other

information was given. Note that since the comparison methods utilize di↵erent

CSR functions, we cannot directly compare their results. This is not an issue as our

goal is to analyze how the proposed framework improves each of their outputs.

Implementation. Similar to the cases of SR and MRI reconstruction, we developed

our own solver to run the algorithm detailed in Section 5.2.3. Apart from exploiting

the matrix structures, we parallelized the processing of image bands whenever pos-

sible via the Joblib package [219]. Moreover, the downscaling matrix A was never

defined explicitly but rather a function that implicitly performs the operations Ax

and ATy were defined. All experiments were run on Python 3.7 with a machine with

two NVIDIA GeForce RTX 2080 GPUs and a 12 core 2.10GHz Intel Xeon Silver

4110 CPU. The code to replicate these experiments is also available on Github4.

Table 5.5: Average metric scores on all HS images from the Harvard dataset.

Metric CNMF Ours uSDN Ours

PSNR 41.381 41.574 38.564 41.120

SSIM 0.985 0.986 0.990 0.993

SAM 3.951 3.831 4.503 3.441

ERGAS 0.314 0.311 0.563 0.431

RMSE 2.456 2.407 2.753 1.817

Algorithm settings. We set � = 1 in (5.52) and initialize the augmented La-

grangian parameter to ⇢ = 0.2 for all base/comparison methods. The ADMM

iterates were updated until either the primal or dual residuals were smaller than

0.001 or the number of iterations exceeded 120.

Quantitative results. We assessed the performance of [184, 187, 182, 183] along

with our method by computing the average PSNR, SSIM, spectral angle mapper

(SAM) [63], relative dimensionless global error (ERGAS) [62] and RMSE results on

both the Harvard and CAVE datasets as illustrated in Tables 5.4 and 5.5. ERGAS
3
https://github.com/XieQi2015/MHF-net/tree/master/CMHF-net

4
https://github.com/marijavella/hs-sr-tvtv
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[62] determines the spatial and spectral quality and is computed as:

ERGAS =
100

scaling factor
⇥

vuuut

0

@ 1

S

SX

i=1

RMSE(x� x̂)

M2

1

A, (5.71)

where x is the vectorized image of a particular band, the scaling factor is equal to

32, S is the number of bands in the image and M is the mean pixel intensity of x.

SAM is useful for measuring the spectral quality and is defined as:

↵ =
⇡

180
⇥ cos�1

0

B@
P

S

i=1 yiŷiqP
S

i=1 y
2
i

qP
S

i=1 ŷ
2
i

1

CA , (5.72)

where ↵ is the angle di↵erence in degrees, S is the number of spectral bands in the

image, yi 2 RS0 and ŷi 2 RS0 represents a vector containing the pixel i of all the the

bands of the reconstructed and GT images respectively. This is repeated for each

pixel in the image and then averaged by the total number of pixels. Each metric

was computed as an average over all the bands of the image. Note that for PSNR

and SSIM, the higher the value the better, while for SAM, ERGAS and RMSE the

lower the value the better the result. The results in Tables 5.4 and 5.5 clearly show

that our framework consistently achieves better metric scores on all the methods

and datasets considered. For example, for the CAVE dataset, the SAM gains range

between 0.004 and 0.772, while ERGAS improvements range between 0.005 and

0.183. An interesting result is that our method provides the largest gains when

applied to DL-based methods rather than to model-based methods such as CNMF

and NLSTF. Since outputs from model-based methods have higher measurement

consistency, only small improvements can be obtained with further enforcement. On

the other hand, higher quality outputs that are measurement inconsistent benefit

more from the proposed method.

Qualitative results. Figures 5.4 and 5.5 show band 15 of a sample image from the

CAVE and Harvard datasets respectively. The images were generated using the jet

colormap for easier comparisons. Subfigure a) of each figure contains the GT image

and a patch extracted from it, while the second subfigure b) presents the RGB and

LR images, respectively. Note that the RGB image corresponds to that of MHF-

net. Due to a di↵erent CSR function, other networks have a slightly di↵erent RGB
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(a) Ground truth (b) RGB/LR (c) MHF-net (d) MHF-net+Ours

(e) uSDN (f) uSDN+Ours (g) NLSTF (h) NLSTF+Ours

Figure 5.4: Results on band 15 of a sample image from the CAVE dataset visualized
using the jet colormap.

image. The rest of the subfigures contain the output from a comparison method

followed by the output from our method.

In Figure 5.4 e), we can observe a large di↵erence in the intensity of the GT image

and the output from uSDN. In contrast, our method corrects this di↵erence as shown

in subfigure f). We point another observation in Figure 5.5 c) where uSDN manifests

artefacts/hallucinations that are realistic but are not real as these do not appear in

the GT image. Post-processing this output with our algorithm removes any artefacts

and we obtain a closer estimate of the GT.
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(a) Ground truth (b) RGB/LR (c) uSDN (d) uSDN+Ours

Figure 5.5: Results on band 15 of a sample image from the Harvard dataset visual-
ized using the jet colormap and comparing with CNMF and uSDN.

5.3 Summary

In this chapter, we applied the proposed framework to MRI reconstruction which

involved generalizing TV-TV minimization to work with complex values. Results

showed that DNs tend to lose information when processing images. In contrast, our

algorithm was able to preserve fine details by enforcing measurement consistency.

This resulted in significant gains in PSNR and SSIM.

In the second part of this chapter we applied our framework to fusion-based HSISR.

This required the enforcement of an additional constraint and the processing of the

multiple bands of the hypercube. One of the observations from our experiments

was that DNs introduced hallucinations that blended well with the image however,

were not part of the target GT image. Enforcing consistency with our algorithm

eliminated such hallucinations and resulted in more reliable images complemented

by gains in all metrics considered.

The extensive set of experiments performed confirm that enforcing measurement

consistency via TV-TV minimization is beneficial irrespective of the application.

Furthermore, the experiments show that in comparison with DNs which require

re-training a whole network, only small adjustments are required to apply TV-TV

minimization to a di↵erent application.

113



Chapter 6

Conclusions and Future Work

Linear inverse problems (LIPs) appear in a wide range of applications in science and

engineering. The last decade has witnessed a booming interest in the use of data-

driven methods (in particular, deep learning (DL) networks) to solve these problems.

The main driver for this shift is the fact that data-driven methods have the ability to

produce exceptional results by learning complex hidden patterns from vast amounts

of data. Apart from this, once trained, these methods are very e�cient at runtime,

beating older optimization algorithms by a wide margin. However, deep networks

(DNs) are characterized by some major drawbacks. Firstly, being purely data-driven,

they cannot easily adapt to data that di↵ers from what the networks was trained on

and thus their performance su↵ers in such scenarios as a result. Secondly, the results

produced by DNs are hard to interpret and generally measurement inconsistent. All

of these limitations are specific to data-driven methods, and have never been an

issue for previous model-based techniques. This motivated the main research goal

for this thesis (restated from Chapter 1):

Is it possible to develop algorithms that learn from a large amount of data and are

easily adaptable to new scenarios while, at the same time, ensuring measurement

consistency during testing? In other words, can we design algorithms that combine

the benefits of both data-driven and model-based methods?

We further recall the goals of this thesis presented in Chapter 1:
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The main aim of this thesis is to develop algorithms for LIPs that not only improves

over the state-of-the-art (SOTA) performance achieved by data-driven methods, but

also guarantee measurement consistency during testing. The algorithms should be:

Measurement consistent - the reconstructed image complies with its own

measurements.

Capable of improving image quality - obtain an improved version of the

outputs generated by conventional DL networks.

Application independent - applicable in multiple domains without major

changes required.

In this final chapter we will highlight our main contributions towards achieving these

goals, discuss current limitations and outline promising future research directions.

6.1 Main achievements

We split our achievements in four groups and highlight how they each contribute

towards the overarching goal of this thesis.

Framework

In this thesis we introduced a framework which combines the benefits of both op-

timization and DL methods while also achieving SOTA performance and enforc-

ing measurement consistency. Although existing techniques such as plug-and-play

(PnP) methods and unrolled networks also leverage the advantages of both model

and DL based methods, they score lower on image quality metrics than the cor-

responding SOTA. Instead, our framework consistently produces SOTA results by

post-processing the output from a DL-based method and solving an optimization

problem which we termed TV-TV minimization.

ADMM-based algorithm for solving TV-TV Minimization

To solve the TV-TV minimization problem which forms part of the proposed frame-

work, we developed an optimization algorithm based on the alternating direction

method of multipliers (ADMM) [11]. The TV-TV minimization problem consists of
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an objective function that minimizes the sum of two terms. The first term encodes

the assumption that the image to be reconstructed has a small total variation (TV)

while the second term encodes the assumption that the image to be reconstructed

and the output from a base method are substantially similar, also in terms of TV.

We also included constraints to ensure that the reconstructed image complies with

the acquisition model in question. Note that although we used the TV prior, our

framework can easily accommodate other types of priors e.g., sparsity in the discrete

cosine transform (DCT) or wavelet domain.

Applications

We developed and tested our framework on a number of applications. For our first

application, the proposed method was applied to SISR where we successfully ob-

tained SOTA results. Afterwards, we further extended our ADMM-based algorithm

to magnetic resonance imaging (MRI) reconstruction and fusion-based hyperspectral

image super-resolution (HSISR). To apply TV-TV minimization for MRI reconstruc-

tion we adjusted the algorithm to handle complex-valued MRI data and modified the

acquisition model accordingly. In the case of fusion-based HSISR, we proposed HS

TV-TV minimization which in contrast to the previous algorithm involved working

with data cubes rather than 2D images. Additionally, since two images are com-

bined in fusion-based HSISR, an additional constraint was enforced to comply with

the respective acquisition model.

Extensive experiments

For each of the applications we carried out exhaustive experiments to show the

e↵ectiveness of our method. We first developed our own solver that took into con-

sideration the possible parallel operations and also matrix-vector properties. We

then tested our proposed algorithms for their robustness to operator mismatch and

their ability to produce measurement consistent images with SOTA quality. These

experiments verified that our algorithms satisfied the criteria we had set out: they

improve image quality independent of the application while ensuring that the re-

sulting images are measurement consistent.
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6.2 Current limitations

Despite our algorithms consistently improving on the SOTA, they still exhibit some

limitations:

Computationally expensive

The proposed TV-TV minimization algorithm and its variants are based on ADMM.

Being an iterative optimization method, ADMM is naturally more computationally

expensive than passing the input through a DL network. To improve e�ciency,

we exploited the structure of matrices and performed parallel operations whenever

possible however the results still remained more computationally expensive than

DNs.

Theoretical guarantees

Our ADMM-based algorithm is known to converge for TV-TV minimization since

it is convex. However, we do not have any formal proof which stipulates how many

measurements are required for perfect reconstruction and what the optimal value

of � should be. However, in a related albeit simpler problem [199], it was proven

theoretically and experimentally that the optimal value of � is 1. From our exper-

iments we have observed that this value of � holds up as the best solution, but we

can provide no formal guarantees that this will always be the case.

TV prior

In all applications considered, we have assumed that the images to be reconstructed

have a small TV. This greatly simplified the process of modifying the general algo-

rithm and still achieved SOTA performance. However, better performance might be

obtained with other priors such as ordered weighted `1-norm [222] and total gener-

alized variation [174]. One might also consider the use of a deep prior as suggested

in [162].

6.3 Future work

We identify three potential future directions for this research:
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Implementing TV-TV minimization in a deep network

To further improve the quality of the outputs and measurement consistency, the TV-

TV minimization problem can be directly included as a function in a DL network:

b w z
g(b ; ✓) x̂(w)

loss

The input b first passes through a conventional deep neural network which has train-

able parameters ✓. The output from the network denoted by w is then post-processed

via TV-TV minimization represented by a function x̂(w) which is only dependent

on w and does not contain any trainable parameters. The idea is to include our

functionality within the network’s backpropagation training procedure, and thus al-

low the network to tune itself for optimal performance. However, instead of solving

an unconstrained loss function, the network needs to encode hard constraints which

requires solving a constrained problem. Implementing TV-TV minimization as an

additional layer is not straightforward and requires additional consideration. We

now introduce some preliminary work to address this proposition:

Let TV-TV minimization be represented as a function of w:

bx(w) 2 argmin
x

kxkTV + �kx� wkTV

subject to Ax = b

= argmin
x

kDxk1 + �kDx�Dwk1

subject to Ax = b ,

(6.1)

where A 2 Rm⇥n, b 2 Rm, � > 0, and w 2 Rn are given, and D 2 R2n⇥n is a

TV matrix. In the forward pass, we compute the output from (6.1) using the same

procedures of Chapters 4 and 5 (depending on the application).

Recall that in the backward pass when propagating back the error, we need to

compute the gradient of the loss function with respects to the network parameters

✓. In this case, our function does not have any additional parameters and it will

just modify the weights at the end of the network. Similar to other layers, we need

to compute the relevant gradients. For the TV-TV minimization layer we seek to

compute the gradient of x̂ denoted by rwx(w) which will form part of the chain rule.
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To compute these gradients, we use the Karush-Kuhn-Tucker (KKT) conditions of

(6.1).

However, x̂ is not di↵erentiable at all points, thus the first step is to make our func-

tion continuously di↵erentiable by replacing the `1-norms in (6.1) with the Char-

bonnier function c : R ! R defined as in [223]:

c(x) =
p
x2 + "2 , (6.2)

where " > 0 is an arbitrary value generally set to " = 0.01 [224]. Replacing the

`1-norms in (6.1) yields:

bxC(w) = argmin
x

P2n
i=1

h
c
�
di

>
x
�
+ �c

�
di

>
(x� w)

�i

subject to Ax = b .

(6.3)

To find the gradient of bxC(w) we use the implicit function theorem which states that

if (f(w, x?(w),�?)) is non-singular and continuously di↵erentiable then:

rwx
?(w) = �rw(f(w, x

?(w),�?))
�
rx?,�?(f(w, x?(w),�?)

��1
, (6.4)

where f : Rn+(n+m) ! Rn+m is f = (f1, f2, . . . , fn+m) and each function is given by:

fj(w, x,�) =

8
><

>:

P2n
i=1 d

i

j

⇥
ċ
�
di

>
x
�
+ � ċ

�
di

>
(x� w)

�⇤
+ a>

j
� , for j = 1, . . . , n

aj
>
x� bj , for j = n+ 1, . . . , n+m,

(6.5)

where aj 2 Rn (respectively aj 2 Rm) represents the jth column (respectively

row) of A, (x?,�?) 2 Rn ⇥ Rm is an optimal primal-dual pair of (6.3), �w is the

gradient with respect to w andrx,� is the vertical concatenation of the gradient with

respect to x and �. This gradient can be easily integrated using custom functions

in the Pytorch autograd [225] package. Appendix D contains the full details of this

derivation.

With this setup, TV-TV minimization will still be related to PnP and IBP. However,

in this case we are also modifying the network’s weights to project the output onto

the space Ax = b with the aim of achieving better outputs than those obtained via
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post-processing.

We have conducted a significant amount of experiments for SISR but the results

were not yet satisfactory when compared to just post-processing the images via TV-

TV minimization. More specifically, only small improvements were obtained from

implementing TV-TV minimization as a post-processing step and this came at an

extra computational cost, which is not desirable.

Exploring more applications

Although we explored SISR, MRI reconstruction and fusion-based HSISR, there are

still various applications to explore such as image inpainting, denoising and deblur-

ring. Similar to the steps taken to extend our algorithm to MRI reconstruction and

fusion-based HSISR, TV-TV minimization needs to be slightly adjusted according

to the acquisition model of each application.

Unrolling the algorithm in a network

Unrolling our framework into a deep network could help to improve its e�ciency.

Unrolling TV-TV minimization requires every ADMM iteration to be represented

as a network layer. With this setup, it would be interesting to see whether better

e�ciency would be complemented with improved image quality and measurement

consistency.
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Appendix A

Additional Super-Resolution

Results

In this appendix we present more results using the experimental procedure presented

in Chapter 4.

A.1 Quantitative results for SISR

Table A.1 contains the average PSNR and SSIM values for the base methods which

were not presented in Chapter 4 and the average running time in seconds.

Table A.1: Average PSNR (SSIM) results in dB of our method using the reference
methods and the average execution time of our method in seconds.

Dataset Scale TVAL3 [209] FSRCNN [46] Ours Time

Set5
⇥2 34.0315 (0.9354) 36.9912 (0.9556) 37.0368 (0.9559) 8.97

⇥4 29.1708 (0.8349) 30.7122 (0.8658) 30.7886 (0.8686) 9.86

Set14
⇥2 31.0033 (0.8871) 32.6516 (0.9089) 32.6880 (0.9091) 8.92

⇥4 26.6742 (0.7278) 27.6179 (0.7550) 27.6794 (0.7569) 9.04

BSD100
⇥2 30.1373 (0.8671) 31.5075 (0.8905) 31.5229 (0.8907) 4.21

⇥4 26.3402 (0.6900) 26.9675 (0.7130) 26.9966 (0.7146) 4.64

Urban100
⇥2 27.9935 (0.8742) 29.8734 (0.9010) 29.8926 (0.9013) 27.75

⇥4 26.3402 (0.6900) 24.6196 (0.7270) 24.6522 (0.7291) 25.08
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Dataset Scale TVAL3 [209] LapSRN [143] Ours Time

Set5

⇥2 34.0315 (0.9354) 37.7008 (0.9590) 37.7132 (0.9592) 52.80

⇥4 29.1708 (0.8349) 31.7181 (0.8891) 31.7428 (0.8894) 49.45

⇥8 21.7360 (0.6360) 26.3314 (0.7548) 26.3876 (0.7544) 42.50

Set14

⇥2 31.0033 (0.8871) 33.2518 (0.9138) 33.2618 (0.9141) 53.57

⇥4 26.6742 (0.7278) 28.2533 (0.7730) 28.2682 (0.7731) 36.43

⇥8 20.8616 (0.5676) 24.5643 (0.6266) 24.5946 (0.6266) 24.54

BSD100

⇥2 30.1373 (0.8671) 32.0214 (0.8970) 32.0281 (0.8975) 19.56

⇥4 26.3402 (0.6900) 27.4164 (0.7296) 27.4298 (0.7298) 18.12

⇥8 20.1400 (0.5575) 24.6495 (0.5887) 24.6776 (0.5887) 19.32

Urban100

⇥2 27.9935 (0.8742) 31.1319 (0.9180) 31.1464 (0.9183) 115.23

⇥4 23.7529 (0.6977) 25.5026 (0.7661) 25.5152 (0.7661) 104.23

⇥8 26.3402 (0.6900) 22.0547 (0.5956) 22.0788 (0.5950) 103.29

Dataset Scale TVAL3 [209] ESRGANPSNR [154] Ours Time

Set5 ⇥4 29.1708 (0.8349) 32.7072 (0.9001) 32.7227 (0.9002) 37.33

Set14 ⇥4 26.6742 (0.7278) 28.8920 (0.7893) 28.9151 (0.7895) 36.86

BSD100 ⇥4 26.3402 (0.6900) 27.8332 (0.7447) 27.8531 (0.7452) 22.14

Urban100 ⇥4 26.3402 (0.6900) 27.0270 (0.8146) 27.0308 (0.8142) 108.86

A.2 Qualitative results for SISR

Figures A.1 and A.2 show the sample images generated by the methods in Table

A.1.
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(a) Original (groundtruth) (b) TVAL3

(c) FSRCNN (d) Ours

(e) ESRGANPSNR (f) Ours

(g) LapSRN (h) Ours

Figure A.1: Results on img076 from Urban100 for a scaling factor of 4. Each shaded
area (apart from the top row) represents the output of a CNN and of our method.

123



Appendix A. Additional Super-Resolution Results

(a) Original (groundtruth) (b) TVAL3

(c) FSRCNN (d) Ours

(e) ESRGANPSNR (f) Ours

Figure A.2: Results on baboon image from Set14 for a scaling factor of 4. Each
shaded area (apart from the top row) represents the output of a CNN and of our
method.
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Appendix B

ADMM-based algorithm for MRI

reconstruction: Derivation

In this appendix we provide the derivation of the algorithm presented in Section

5.1.2. Before its derivation, we need some definitions for complex vectors, inner

products and norms.

B.1 Definitions: complex vectors, inner product,

and norms

Recall that in Chapter 5 we briefly defined how we represent complex vectors as two

real vectors and the structure of matrix-vector multiplications. In this section we

provide a more detailed explanation of these definitions.

Representing complex vectors as real vectors. Given a complex vector x :=

xr + jxi 2 Cn, we represent the vector concatenating its real and imaginary parts

as:

x :=

2

64
xr

xi

3

75 2 R2n . (B.1)

In other words, vectors with an underline have complex entries, and corresponding

vectors without an underline have real entries. We also use the notation xr = Re{x}

and xi = Im{x} to represent the real and imaginary parts of a scalar/vector/matrix.
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Matrix-vector multiplication. Let M 2 Cm⇥n be a complex matrix and v 2 Cn

a complex vector. We have:

M v =
�
Mr + jMi

��
vr + jvi

�
= Mrvr �Mivi + j(Mrvi +Mivr) . (B.2)

Therefore, the concatenation of the real and imaginary parts of M v into a vector

yields:

2

64
Re{M v}

Im{M v}

3

75 =

2

64
Mrvr �Mivi

Mrvi +Mivr

3

75

2

64
Mr �Mi

Mi Mr

3

75

2

64
vr

vi

3

75 = M̆v 2 R2m , (B.3)

where we define:

M̆ :=

2

64
Mr �Mi

Mi Mr

3

75 . (B.4)

Note that when M is real, the o↵-block-diagonals of M̆ are zero, and the real and

imaginary parts of M v can be treated independently.

Inner product and induced norm. For two complex vectors x, y 2 Cn, we define

their inner product as:

hx, yi : = xHy + yHx

= (x>
r
� jx>

i
)(yr + jyi) + (y>

r
� jy>

i
)(xr + jxi)

= 2(x>
r
yr + x>

i
yi)

= 2Re
�
xHy

 

= 2


x>
r

x>
i

�
2

64
yr

yi

3

75

= 2x>y . (B.5)

The corresponding induced norm is:

kxk =
p

hx, xi

=
q

2Re
�
xHx
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=
p

2kxk2 (B.6)

=
p

2kxk2 , (B.7)

where k · k2 in (B.6) denotes the `2-norm for complex vectors [see (B.8) below], and

k · k2 in (B.7) represents the usual `2-norm over the reals. Whenever we deal with

complex vectors, we assume the above inner product and induced norm.

`p-norms. The `p-norm of a complex vector x 2 Cn is [217, §5.2]:

kxkp :=

8
>>>>><

>>>>>:

⇣ nX

i=1

|x
i
|p
⌘1/p

, 1  p < 1

max
i

|x
i
| , p = 1 .

(B.8)

Whereas the `2-norm of x can be written as a function of the `2-norm of the vector

of concatenated real and imaginary parts of x as in (B.7), the `1-norm of x can be

written in terms of the `1/`2 norm of a linear transformation of x:

��x
��
1
=

nX

q=1

q
(xr)2q + (xi)2q

=
nX

q=1

��Bqx
��
2
, (B.9)

where:

Bq =

2

64
e>
q

0>
n

0>
n

e>
q

3

75 2 R2⇥2n , (B.10)

and eq = (0, . . . , 0, 1, 0, . . . , 0) 2 Rn is the qth canonical vector: it contains 1 in the

qth entry and 0s elsewhere. Matlab code to compute (B.9) e�ciently:

>> vecnorm([x(1:n), x(n+1:2*n)], 2, 2);

The structure of Bq in (B.10) allows us to write, for any vector � 2 R2n:

k�k22 = �21 + · · ·+ �2
n
+ · · ·+ �22n

=
�
�21 + �2

n+1

�
+
�
�22 + �2

n+2

�
+ · · ·+

�
�2
n
+ �22n

�

=
��B1�

��2
2
+
��B2�

��2
2
+ · · ·+

��Bn�
��2
2
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=
nX

q=1

��Bq�
��2
2
. (B.11)

B.2 TV-TV minimization via ADMM for MRI re-

construction

Given w 2 Cn, b 2 Cm, and A 2 Cm⇥n, we seek to find a complex vector x? 2 Cn

that solves:

minimize
x2Cn

��Dx
��
1
+ �

��Dx� w
��
1

subject to Ax = b ,

(B.12)

where D 2 R2n⇥n is a di↵erence matrix; see Section 2.1.1 for context and e�cient

matrix-vector products with D.

Reformulation. To solve (B.12), we first clone x into v, and Dx into u and z,

reformulating it as:

minimize
(x,u),(v,z)

kuk1 + �kz � wk1

subject to Ax = b

Dv = u

v = x

z = u .

(B.13)

We now express this problem in terms of real vectors. Namely, we apply (B.9) to

the terms in the cost function and (B.3) to the constraints that involve matrices.

This yields:

minimize
(x,u),(v,z)

P2n
q=1

h��Bqu
��
2
+ �

��Bq(z � w)
��
2

i

subject to Ăx = b

D̆v = u

v = x

z = u .

(B.14)

We apply ADMM to (B.14) by viewing the block variables (x, u) 2 R2n ⇥ R4n and

(v, z) 2 R2n ⇥R4n, and by dualizing all but the first constraint. Let � 2 R4n be the

dual associated to u � D̆v = 0, µ 2 R2n be associated to x � v, and ⌘ 2 R4n be

associated to u� z = 0.
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Augmented Lagrangian. The augmented Lagrangian of (B.14) is:

L⇢(x, u, v, z ; �, µ, ⌘) =
2nX

q=1

h��Bqu
��
2
+�

��Bq(z�w)
��
2

i
+i{x:Ăx=b}(x)+�

>(u�D̆v)+µ>(x�v)

+ ⌘>(u� z) +
⇢

2
ku� D̆vk22 +

⇢

2
kx� vk22 +

⇢

2
ku� zk22 . (B.15)

Notice that all vectors contain real entries.

ADMM. Each iteration of ADMM will then consist of:

�
xk+1, uk+1

�
= argmin

x, u

i{x:Ăx=b}(x) + µk>x+
⇢

2
kx� vkk22

+
2nX

q=1

��Bqu
��
2
+ (�k + ⌘k)>u+

⇢

2
ku� D̆vkk22 +

⇢

2
ku� zkk22

(B.16)

�
vk+1, zk+1

�
= argmin

v, z

� (D̆>�k + µk)> v +
⇢

2
kuk+1 � D̆vk22 +

⇢

2
kxk+1 � vk22

+ �
2nX

q=1

��Bq(z � w)
��
2
� ⌘k

>
z +

⇢

2
kuk+1 � zk22

(B.17)

�k+1 = �k + ⇢
⇣
uk+1 � D̆vk+1

⌘
(B.18)

µk+1 = µk + ⇢
⇣
xk+1 � vk+1

⌘
(B.19)

⌘k+1 = ⌘k + ⇢
⇣
uk+1 � zk+1

⌘
. (B.20)

Problems (B.16) and (B.17) can be decomposed into two independent problems each.

Updating x. To update x in (B.16) we solve:

xk+1 = argmin
x

µk>x+ ⇢

2kx� vkk22

subject to Ăx = b

= argmin
x

1
2

���x�
�
vk � 1

⇢
µk
����

2

2

subject to Ăx = b

= p� Ă>�ĂĂ>��1
(Ăp� b) , (B.21)

where we define p := vk � 1
⇢
µk.
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Recall that:

Ă =

2

64
Ar �Ai

Ai Ar

3

75 . (B.22)

If A 2 Cm⇥n is accessible only via matrix-vector products, one can solve (B.21) via

the conjugate gradient method. To do that, recall that for any v = vr+jvi 2 Cn, we

form v 2 R2n by concatenating vr and vi. Therefore, in view of (B.3), to compute

Ă v, we simply form v, compute r = Av, and concatenate the real and imaginary

parts of r into r. That is, r = Ăv.

Updating u. The problem in u in (B.16) is:

uk+1 = argmin
u

2nX

q=1

��Bqu
��
2
+ (�k + ⌘k)>u+

⇢

2
ku� D̆vkk22 +

⇢

2
ku� zkk22

= argmin
u

2nX

q=1

��Bqu
��
2
+ ⇢

���u� 1

2

�
zk + D̆vk � �k + ⌘k

⇢

����
2

2
(B.23)

= argmin
u

2nX

q=1

��Bqu
��
2
+ ⇢

��u� a
��2
2
, (B.24)

= argmin
u

2nX

q=1

h��Bqu
��
2
+ ⇢

��Bq(u� a)
��2
2

i
. (B.25)

From (B.23) to (B.24), we define:

a :=
1

2

�
zk + D̆vk � �k + ⌘k

⇢

�
. (B.26)

And from (B.24) to (B.25), we used (B.11). Problem (B.25) decomposes into 2n

independent problems that can be solved in parallel. The qth problem is:

�
uk+1
q

, uk+1
n+q

�
= argmin

uq ,un+q

��Bqu
��
2
+ ⇢

��Bq(u� a)
��2
2

= argmin
uq

kuqk2 + ⇢kuq � aqk22 , (B.27)

where in the last step we defined uq := Bqu = (uq, un+q) 2 R2 and aq := Bqa =
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(aq, an+q) 2 R2. As the subgradient of the `2-norm is [218, Ex. 4.4]:

@kxk2 =

8
>>><

>>>:

n x

kxk2

o
, x 6= 0

B2(0, 1) , x = 0 ,

(B.28)

where B2(0, 1) :=
�
d : kdk2  1

 
is the `2-norm ball in R2 centered at 0 with radius

1, the optimality conditions for (B.27) are:

0 2 @kuqk2 + 2⇢
�
uq � aq

�
. (B.29)

There are two cases: if uq = 0, then 2⇢aq 2 B2(0, 1), that is, kaqk2  1/(2⇢). If

uq 6= 0, then:

uq = aq �
1

2⇢

uq

kuqk2

()
⇣
1 +

1

2⇢kuqk2

⌘
uq = aq (B.30)

() 2⇢kuqk2 + 1

2⇢

uq

kuqk2
= aq .

Applying the `2-norm on both sides and taking into account that ⇢ � 0, we obtain:

kuqk2 = kaqk2 �
1

2⇢
, (B.31)

which should be positive (otherwise this would be covered by the previous case).

Replacing in (B.30), we obtain:

⇣
1 +

1

2⇢kaqk2 � 1

⌘
uq = aq (B.32)

() 2⇢kaqk2
2⇢kaqk2 � 1

uq = aq (B.33)

() uq =
2⇢kaqk2 � 1

2⇢kaqk2
aq . (B.34)

Therefore, the solution of (B.27) is:

uk+1
q

=

8
>>><

>>>:

0 , kaqk2  1
2⇢

2⇢kaqk2 � 1

2⇢kaqk2
aq , kaqk2 > 1

2⇢ .
(B.35)
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Updating v. The problem in v is:

vk+1 = argmin
v

� (D̆>�k + µk)> v +
⇢

2
kuk+1 � D̆vk22 +

⇢

2
kxk+1 � vk22

= argmin
v

1

2
v>
�
D̆>D̆ + I2n

�
v �

h
D̆>uk+1 + xk+1 +

1

⇢
(D̆>�k + µk)

i>
v

=
�
D̆>D̆ + I2n

��1
h
D̆>uk+1 + xk+1 +

1

⇢
(D̆>�k + µk)

i
(B.36)

=

2

64
(D>D + In)�1 0n⇥n

0n⇥n (D>D + In)�1

3

75

2

64
D>uk+1

1:n + xk+1
1:n + 1

⇢
(D>�k1:n + µk

1:n)

D>uk+1
n+1:2n + xk+1

n+1:2n +
1
⇢
(D>�k

n+1:2n + µk

n+1:2n)

3

75

(B.37)

=

2

6664

(D>D + In)�1

✓
D>uk+1

1:n + xk+1
1:n + 1

⇢
(D>�k1:n + µk

1:n)

◆

(D>D + In)�1

✓
D>uk+1

n+1:2n + xk+1
n+1:2n +

1
⇢
(D>�k

n+1:2n + µk

n+1:2n)

◆

3

7775
.

(B.38)

From (B.36) to (B.37), we used the fact that D is a real matrix, which implies that

D̆ is block diagonal. For a vector x 2 R2n, we also used the notation x1:n to represent

the vector with the first n entries of x, and xn+1:2n to represent the vector with the

last n entries of x.

To obtain (B.38) without explicitly building any matrix, we can use the properties

of D in Section 2.1.1. More specifically, we first compute the inverse of (DTD + I).

Let:

G1 = DTuk+1
1:n + xk+1

1:n

1

⇢

�
DT�k1:n +

1

⇢
µk

1:n

�

G2 = DTuk+1
n+1:2n + xk+1

n+1:2n

1

⇢

�
DT�k

n+1:2n +
1

⇢
µk

n+1:2n

�
,

then:

vk+1 =

2

64
(DTD + I)�1G1

(DTD + I)�1G2

3

75 . (B.39)

Using the definition of D and diagonalizing via the DFT matrix:

DTD + In =
⇣
F�1
n

diag(FH

n
ch)Fn

⌘⇣
F�1
n

diag(Fnch)Fn

⌘
+

⇣
F�1
n

diag(FH

n
cv)Fn

⌘⇣
F�1
n

diag (Fncv)Fn

⌘
+ In, (B.40)
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which can be conveniently written as:

DTD + In =
⇣
F�1
n

diag(FH

n
ch)Fn

⌘✓
F�1
n

diag(Fnch)Fn

◆
+

⇣
F�1
n

diag(FH

n
cv)Fn

⌘✓
F�1
n

diag (Fncv)Fn

◆
+ In.

(B.41)

Since Fn is a unitary matrix i.e., FnF�1
n

= In, (B.41) can be written as:

DTD+In =
⇣
F�1
n

diag(FH

n
ch)diag(Fnch)Fn

⌘
+
⇣
F�1
n

diag(FH

n
cv)diag (Fncv)Fn

⌘
+In,

and the inverse is:

(DTD + In)
�1 = F�1

n

⇣
diag(FH

n
ch)diag(Fnch) + diag(FH

n
cv)diag (Fncv) + In

⌘�1

Fn.

Let H = diag(FH

n
ch)diag(Fnch)+diag(FH

n
cv)diag (Fncv)+ In. Then, v can be found

by solving:

v̄k+1 =

2

64
i↵t(h� ↵t(G1))

i↵t(h� ↵t(G2))

3

75 , (B.42)

where h represents the diagonal entries of H.

Updating z. The problem in z is:

zk+1 = argmin
z

�
2nX

q=1

��Bq(z � w)
��
2
� ⌘k

>
z +

⇢

2
kz � uk+1k22 (B.43)

= argmin
z

�
2nX

q=1

��Bq(z � w)
��
2
+
⇢

2

���z �
�
uk+1 +

1

⇢
⌘k
����

2

2
. (B.44)

To simplify, we change the variable as:

⇣k+1 := zk+1 � w . (B.45)

Problem (B.44) is equivalent to:

⇣k+1 = argmin
⇣

2nX

q=1

��Bq⇣
��
2
+

⇢

2�

���⇣ �
�
uk+1 +

1

⇢
⌘k � w

����
2

2
. (B.46)

= argmin
⇣

2nX

q=1

��Bq⇣
��
2
+

⇢

2�

��⇣ � a
��2
2

(B.47)
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= argmin
⇣

2nX

q=1

h��Bq⇣
��
2
+

⇢

2�

��Bq(⇣ � a)
��2
2

i
. (B.48)

From (B.46) to (B.47), we defined:

a := uk+1 +
1

⇢
⌘k � w . (B.49)

And from (B.47) to (B.48), we used (B.11). Note the similarity between (B.48)

and (B.25). Using the same steps as for (B.25), (B.48) is decomposed into 2n

independent problems. The qth problem is:

⇣
k+1
q

: =
�
⇣k+1
q

, ⇣k+1
n+1

�

= argmin
⇣q

��Bq⇣
��
2
+

⇢

2�

��Bq(⇣ � a)
��2
2

= argmin
⇣q

k⇣k2 +
⇢

2�

��⇣ � a
��2
2
, (B.50)

where we defined aq := Bqa = (aq, an+q) 2 R2. The solution of (B.50) can be

obtained from (B.35) by replacing each occurrence of ⇢ by ⇢/(2�). Therefore:

⇣
k+1
q

=

8
>>><

>>>:

0 , kaqk2  �

⇢

⇢

�
kaqk2 � 1
⇢

�
kaqk2

aq , kaqk2 > �

⇢
.

(B.51)

Finally, given the change of variables in (B.45), zq is updated as:

zk+1
q

= wq +

8
>>><

>>>:

0 , kaqk2  �

⇢

⇢

�
kaqk2 � 1
⇢

�
kaqk2

aq , kaqk2 > �

⇢
.

(B.52)
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Appendix C

ADMM-based Algorithm for

Fusion-based Hyperspectral Image

Super-Resolution: Derivation

In this appendix we provide the derivation of the algorithm presented in Section

5.2.3. There, we proposed HS TV-TV minimization for fusion-based HSISR. Before

we derive the algorithm we re-state some of the notation and properties of TV.

C.1 Definitions and notations

Matrix notations. Recall that a HRHS image is a 3D tensor; X 2 RM0⇥N0⇥S0

represented by eX 2 RM0·N0⇥S0 where each column represents a vectorized image of

size M0⇥N0 on a given spectral band s. Let eX contain S0 vectorized images of size

M0 ⇥N0 i.e., eX = [x1, x2 . . . xS0 ].

TV. Recall that the norm of a 3D tensor kXkTV is defined as kXkTV =
P

S0

s=1 kX(:

, :, s)kTV where X(:, :, s) 2 RM0⇥N0 represents band s of X. Then the 2D TV norm

of a vectorized image xs = vec
�
X(:, :, s)

�
2 RM0.N0 on a spectral band is defined as

in (2.3) i.e., kxskTV :=
P

M

i=1

P
N

j=1 |vTi,jxs|+ |hT

i,j
xs| =

����

2

64
Dv

Dh

3

75 xs

����
1

= kDxsk1.
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C.2 ADMM-based HS TV-TV minimization

Our goal is to recover the HRHS image eX from a LR version of it denoted by eZ and

a HR RGB image eY .

TV-TV minimization. The images fW , eY and eZ, are post processed via TV-TV

minimization which generates an estimate
beX by solving:

minimize
eX2RM0.N0⇥S0

k eXkTV + �k eX �fWkTV

subject to A eX = eZ
eXR = eY ,

(C.1)

where eX 2 RM0.N0⇥S0 is the optimization variable, fW 2 RM0.N0⇥S0 is the output

from a fusion-based HSISR method, eY 2 RM0.N0⇥S is the RGB image and � � 0 is a

trade-o↵ parameter. Using the notation defined in the previous section, we re-write

(C.1) as:

minimize
xs

P
S0

s=1 kDxsk1 + �kDxs � wsk1

subject to AX = Z

XR = Y,

(C.2)

where xs := vec(Xs) ws := D vec(Ws) 2 Rn. Replacing the TV semi-norm by its

definition and reformulating (C.1) in the correct format to apply ADMM, we obtain:

minimize
(u, eX),v

f1(u, x) + f2(v)

subject to
P

S0

s=1 Dvs =
P

S0

s=1 us

P
S0

s=1 vs =
P

S0

s=1 xs ,

(C.3)

where f1(u, x) =
P

S0

s=1

�
kusk1 + �kus � wsk1 + i{xs:Axs=zs}(xs)

�
+ i{ eX:XR=eY }(

eX) and

f2(v) = 0, where w = Dw 2 R2n. The rest of the explanation is based on the

notation of (C.3).

Augmented Lagrangian. The augmented Lagrangian of each individual band s

in problem (C.2) is:

L⇢(u, x, v;�, µ) =
S0X

s=1

�
kusk1 + �kus � wsk1 + i{xs:Axs=zs}(xs)

�
+ i{ eX: eXR=eY }(

eX) +
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S0X

s=1

✓
�T (us �Dvs) + µT (xs � vs) +

⇢

2
kus �Dvsk22 +

⇢

2
kxs � vsk22

◆
, (C.4)

where � 2 R2n and µ 2 Rn are vectors of Lagrange multipliers and n = M ·N .

ADMM iterates.

� eXk+1, eUk+1
�
= argmin

eX,u1...uS0

S0X

s=1

⇣
kusk1 + �kus � wsk1 + (�k

s
� ⇢Dvk

s
)Tus +

⇢s
2
kusk22

⌘

+ µk
T eX +

⇢

2
k eX � eV kk22 + i{ eX:A eX= eZ}(

eX) + i{ eX: eXR=eY }(
eX)

(C.5)

eV k+1 = argmin
v1...vS0

S0X

s=1

✓
��kT

s
Dvs � µk

T
s vs +

⇢

2
kxk+1

s
� vsk22 +

⇢

2
kuk+1

s
�Dvsk22

◆

(C.6)

�k+1 =
S0X

s=1

�k
s
+ ⇢(uk+1

s
�Dvk+1

s
) (C.7)

µk+1 =
S0X

s=1

µk

s
+ ⇢(xk+1

s
� vk+1

s
). (C.8)

Recall that the subscript s represents the sth band of each hyperspectral image.

Then the corresponding hyperspectral cube is given by the concatenation of each

band. Note that problems (C.5) for computing eUk+1 and (C.6) can each be decom-

posed into S0 independent problems that can be solved in parallel, which consider-

ably speeds up the ADMM iterates.

Updating eU . To find the solution of (C.5), we first extract the relevant terms from

(C.5):

eUk+1 =
S0X

s=1

✓
argmin

us

kusk1 + �kus � wsk1 + (�k
s
� ⇢Dvk

s
)Tus +

⇢s
2
kusk22

◆
. (C.9)

Substituting ts := �k
s
� ⇢Dvk

s
in (C.9) yields:

eUk+1 =
S0X

s=1

argmin
us

kusk1 + �kus � wsk1 + tT
s
us +

⇢

2
kusk22,
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whose ith component of each band si is given by:

eUk+1
i

=
S0X

s=1

argmin
usi

|usi |+ �|usi � wsi |+ tsiusi +
⇢

2
u2
si
. (C.10)

To find a closed-form solution of (C.10), we need to consider the following cases:

•wsi > 0: �usi < 0:

The optimality condition in this case are:

0 = �1� � + tsi + ⇢ui () ui =
1

⇢
(� + 1� tsi),

which holds when tsi > � + 1.

�0 < usi < wsi :

0 = 1� � + tsi + ⇢usi () usi =
1

⇢
(� � 1� tsi),

which holds when �⇢wsi + � � 1 < tsi < � � 1.

�usi > wsi :

0 = 1 + � + tsi + ⇢usi () usi =
1

⇢
(�� � 1� tsi),

which holds when tsi < �⇢wsi � � � 1.

We then have, for wsi > 0:

uk+1
si

=

8
>>>>>>>>>><

>>>>>>>>>>:

1
⇢

�
�� � 1� tsi

�
, tsi < �⇢wsi � � � 1

wsi ,�⇢wsi � � � 1  tsi  �⇢wsi + � � 1

1
⇢

�
� � 1� tsi

�
,�⇢wsi + � � 1 < tsi < � � 1

0 , � � 1  tsi  � + 1

1
⇢

�
� + 1� tsi

�
, tsi > � + 1.

•wsi < 0 : � usi < wsi : The optimality conditions are:

0 = �1� � + tsi + ⇢usi () usi =
1

⇢

�
� + 1� tsi

�
,
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which holds when tsi > �⇢wsi + � + 1. �wsi < usi < 0:

0 = �1 + � + tsi + ⇢usi () usi =
1

⇢

�
�� + 1� tsi

�
,

which holds when �� + 1 < tsi < �⇢wsi � � + 1.

� usi > 0:

0 = 1 + � + tsi + ⇢usi () usi =
1

⇢

�
�� � 1� tsi

�
,

which holds when tsi < �� � 1. We then have that for wsi < 0:

uk+1
si

=

8
>>>>>>>>>><

>>>>>>>>>>:

1
⇢

�
�� � 1� tsi

�
, tsi < �� � 1

0 ,�� � 1  tsi  �� + 1

1
⇢

�
�� + 1� tsi

�
,�� + 1 < si < �⇢wsi � � + 1

wsi ,�⇢wsi � � + 1  tsi  �⇢wsi + � + 1

1
⇢
(� + 1� si) , tsi > �⇢wsi + � + 1.

Updating fX. We first extract the eX terms from (C.5) to formulate the problem

we need to solve:

eXk+1 = µk
T eX +

⇢

2
k eX � eV kk22 + i

A eX= eZ(
eX) + i eXR=eY (

eX), (C.11)

which is equivalent to:

minimize
eX

k eX � 1
⇢
(�µk + ⇢eV k)k22

subject to eZ = A eX
eXR = eY .

(C.12)

Defining eP = 1
⇢
(�µk + ⇢eV k) allows us to write (C.12) as:

minimize
eX

1
2k eX � ePk22

subject to eZ = A eX
eXR = eY .

This is analogous to projecting a point onto the intersection of { eX : A eX = eZ} and
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{ eX : eXR = eY }. To find the closed-form solution we first develop the Lagrangian:

L( eX; ,�) =
1

2
k eX � ePk22 +  >(A eX � eZ) + �>(eY � eXR),

 and � are the Lagrange multipliers. We then compute the derivative with respect

to eX and the Lagrange multipliers  and �:

@L

@ eX
= eX � eP + A> � �RT = 0 (C.13)

@L

@ 
= A eX � eZ = 0 (C.14)

@L

@�
= eXR� eY = 0. (C.15)

Setting eX as the subject of the formula in (C.13) gives eX = eP �A> + �R> which

we substitute in (C.15) to find an expression for �:

� = ( ePR� A> R� eY )(R>R)�1. (C.16)

Replacing � in (C.13) with (C.16) yields:

eX = eP � A> � ( ePR� A> R� eY )(R>R)�1R>. (C.17)

Using (C.14) and re-arranging (C.17) to make  subject of the formula gives:

 = (AA>)�1
h
Z � A eP � (A ePR� AeY )(R>R)�1R>

i ⇣
I3 +R(R>R)�1R>

⌘�1

.

(C.18)

Now that we have the definitions of � and  , we insert them in (C.13) to compute

eXk+1. Similar to previous instances, A is defined in implicit form and since A

represents a box filter AAT = (AAT )�1 = I.

Updating eV . Similar to the previous iterates, we extract the relevant terms from

(C.6) and solve:

V k+1 =
P

S0

s=1 arg min
vs

��kTDvs � µk
T
vs +

⇢

2ku
k+1
s

�Dvsk22 + ⇢

2kx
k+1
s

� vsk22.

(C.19)
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Using the first-order optimality condition on (C.19) we obtain:

S0X

s=1

�DT�k
s
� µk

s
+ ⇢sD

T (Dvs � uk+1
s

)� ⇢(xk+1
s

� vs) = 0

S0X

s=1

⇢DTDvs + ⇢vs =
S0X

s=1

⇢xk+1
s

+DT�k
s
+ µk

s
+ ⇢DTuk+1

s

S0X

s=1

(DTD + I)vs =
S0X

s=1

DT (uk+1
s

+
1

⇢
�k
s
) +

1

⇢
µk

s
+ xk+1

s
. (C.20)

To solve (C.20), we first compute the right hand side followed by the inverse of

(DTD + I) where:

D =

2

64
Dv

Dh

3

75 . (C.21)

Let g =
P

S0

s=1 D
T (uk+1

s
+ 1

⇢
�k
s
) + 1

⇢
µk

s
� xk+1

s
then we need to solve:

S0X

s=1

(DTD + I)vs =
S0X

s=1

gs.

In this case, we can find a closed form solution. Recall that D is a circulant matrix

since is made up of two circulant matrices. This inverse can be e�ciently computed

as follows:

DTD + In =


DT

v
DT

h

�
2

64
Dv

Dh

3

75+ In (C.22)

DTD + In = DT

v
Dv +DT

h
Dh + In. (C.23)

By substituting the definitions of Dv and Dh we obtain:

DTD + In =
�
Fndiag (Fnch)F

�1
n

� �
F�1
n

diag (Fnch)Fn

�

+
�
Fndiag (Fncv)F

�1
n

� �
F�1
n

diag (Fncv)Fn

�
+ In,
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which can be conveniently written as:

DTD + In =
⇣
F�1
n

diag(FH

n
ch)Fn

⌘✓
F�1
n

diag(Fnch)Fn

◆
+

⇣
F�1
n

diag(FH

n
cv)Fn

⌘✓
F�1
n

diag (Fncv)Fn

◆
+ In.

Since Fn is a unitary matrix i.e., FnF�1
n

= In, (C.24) is equal to:

DTD+In =
⇣
F�1
n

diag(FH

n
ch)diag(Fnch)Fn

⌘
+
⇣
F�1
n

diag(FH

n
cv)diag (Fncv)Fn

⌘
+In,

and the inverse of (DTD + In) is:

(DTD + In)
�1 = F�1

n

⇣
diag(FH

n
ch)diag(Fnch) + diag(FH

n
cv)diag(Fncv) + In

⌘�1

Fn.

Let H = diag(FH

n
ch)diag(Fnch)+diag(FH

n
cv)diag (Fncv)+ In. Then, v can be found

by solving

eV k+1 =
S0X

s=1

i↵t(h� ↵t(gs)),

where h is a vector containing the diagonal entries of H. As we work with real

values, we just keep the real parts after the ↵t and i↵t operations.

Primal residual. The primal residual is:

Ck+1 =
S0X

s=1

ck+1
s

=

2

64
uk+1
s

xk+1
s

3

75+

2

64
�Dvk+1

s

�vk+1
s

3

75 . (C.24)

Dual residual. The dual residual is:

Qk+1 =
S0X

s=1

Qk+1
s

=

2

64
D(�vk+1

s
+ vk

s
)

�vk+1
s

+ vk
s

3

75 . (C.25)

Lagrange multipliers. The Lagrange multipliers are updated as in (C.7) and

(C.8).

These updates are performed until either the primal or dual residual is lower than

0.001 or stopped at 120 iterations.
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Embedding TV-TV minimization

in a Deep Network

In this appendix we provide a full explanation of our preliminary work on embedding

TV-TV minimization as a network layer which builds on what was introduced in

Chapter 6. More specifically, we use the implicit function theorem to derive the

gradients required for the network learning by using the KKT conditions of TV-TV

minimization.

D.1 TV-TV minimization as a network layer

Recall that TV-TV minimization is a post-processing step that can be viewed as a

function of w:

bx(w) 2 argmin
x

kxkTV + �kx� wkTV

subject to Ax = b ,

= argmin
x

kDxk1 + �kDx�Dwk1

subject to Ax = b ,

(D.1)

where A 2 Rm⇥n, b 2 Rm, � > 0, and w 2 Rn are given, and D 2 R2n⇥n is a total

variation matrix. We view the argument bx(w) that minimizes (D.1) as a function

of w, i.e., A and b are fixed. Thus, x? : Rn ◆ Rn, where the notation ◆ denotes a

(possibly) multi-valued map.
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The figure below illustrates how TV-TV minimisation is represented as an additional

layer in order to post-processes the output w from any network f(b; ✓). Solving

this optimisation problem does not require any extra parameters and modifies the

parameters ✓ to obtain better consistency than that achieved by the network f(b; ✓).

b w z
g(b ; ✓) x̂(w)

loss

Our goal is to compute the generalisation of the Jacobian of bx.

Approximating the `1-norm. As x? is not di↵erentiable at all points, we will

make the objective function of (D.1) continuously di↵erentiable by approximating

the `1-norm by the Charbonnier function c : R ! R as defined in [223]:

c(x) =
p
x2 + "2 , (D.2)

where " > 0 is an arbitrary value. The smaller ", the closer c is to the `1-norm.

In [224], it is suggested to set " = 0.01. As ċ(x) is continuous, c(x) is continuously

di↵erentiable. Replacing the `1-norms in (D.1) with the Charbonnier function, we

obtain:

bxC(w) = argmin
x

P2n
i=1

h
c
�
di

>
x
�
+ �c

�
di

>
(x� w)

�i

subject to Ax = b ,

(D.3)

where di 2 Rn denotes the ith row of D and which we represent as a column vector.

Optimality conditions. Let (x?,�?) 2 Rn ⇥ Rm be an optimal primal-dual pair

of (D.3). Then, the KKT conditions for (D.1) specify:

8
>><

>>:

x? 2 argmin
x

P2n
i=1

h
c
�
di

>
x
�
+ �c

�
di

>
(x� w)

�i
+
�
A>�?

�>
x� �?>b

Ax? = b

(D.4)

()

8
><

>:

0n =
P2n

i=1 rx

h
c
�
di

>
x?
�
+ �c

�
di

>
(x? � w)

�i
+ A>�?

0m = Ax? � b
(D.5)
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()

8
><

>:

0n = D>diag
⇣
ċ(Dx?) + �ċ(Dx? �Dw)

⌘
+ A>�?

0m = Ax? � b .
(D.6)

() f(w, x?,�?) = 0n+m . (D.7)

From (D.4) to (D.5), we simply used the linearity of the gradient. From (D.5)

to (D.6), we used the chain rule: for example, for j = 1, . . . , n:

@

@x
j

c
⇣
di

>
x
⌘
=

@

@x
j

c
⇣
di1x1 + . . .+ di

n
xn

⌘
= di

j
ċ
⇣
di

>
x
⌘
, (D.8)

and hence rxc
�
di

>
x
�
= di ċ

�
di

>
x
�
. Similarly, rxc

�
di

>
(x� w)

�
= di ċ

�
di

>
(x� w)

�
.

Therefore:

2nX

i=1

rx

h
c
�
di

>
x?
�
+ �c

�
di

>
(x? � w)

�i
=

2nX

i=1

di
h
ċ
�
di

>
x?
�
+ �ċ

�
di

>
(x? � w)

�i
(D.9)

= D>diag
⇣
ċ(Dx?) + �ċ(Dx? �Dw)

⌘
,

(D.10)

where, for v 2 R2n, diag(v) denotes the 2n ⇥ 2n diagonal matrix whose diagonal

elements are the entries of v. We slightly abused notation by using ċ(v) to denote

the vector whose ith component is ċ(vi), for i = 1, . . . , 2n. That is, when v is a

vector, ċ(v) is the componentwise application of ċ to each entry of v. In (D.7), the

map f : Rn+(n+m) ! Rn+m is given by f = (f1, f2, . . . , fn+m), where each function

is given by:

fj(w, x,�) =

8
><

>:

P2n
i=1 d

i

j

⇥
ċ
�
di

>
x
�
+ � ċ

�
di

>
(x� w)

�⇤
+ a>

j
� , for j = 1, . . . , n

aj
>
x� bj , for j = n+ 1, . . . , n+m,

(D.11)

and aj 2 Rn (resp. aj 2 Rm) represents the jth column (resp. row) of A. We will

use similar notation for the rows and columns of D.

Properties of rx,�f(w, x,�). We now compute the gradient with respect to x

145



Appendix D. Embedding TV-TV minimization in a Deep Network

and � of the first branch of (D.11): for j = 1, . . . , n:

rxfj(w, x,�) = rx

2nX

i=1

di
j

⇥
ċ
�
di

>
x
�
+ � ċ

�
di

>
(x� w)

�⇤

=
2nX

i=1

di
j
rx

⇥
ċ
�
di

>
x
�
+ � ċ

�
di

>
(x� w)

�⇤

=
2nX

i=1

didi
j

⇥
c̈
�
di

>
x
�
+ � c̈

�
di

>
(x� w)

�⇤
(D.12a)

=
2nX

i=1

didi
j
ri (D.12b)

=

2

66666664

d11

d12
...

d1
n

3

77777775

d1
j
r1 +

2

66666664

d21

d22
...

d2
n

3

77777775

d2
j
r2 + · · ·+

2

66666664

d2n1

d2n2
...

d2n
n

3

77777775

d2n
j
r2n

=

2

66666664

d11 d21 d2n1

d12 d22 d2n2
...

d1
n

d2
n

d2n
n

3

77777775

2

66666664

r1 d1j

r2 d2j
...

r2n d2nj

3

77777775

= D>diag(r)dj (D.12c)

r�fj(w, x,�) = aj . (D.12d)

From (D.12a) to (D.12b), for simplicity, we defined the vector r 2 R2n whose com-

ponents are: ri := c̈
�
di

>
x
�
+ � c̈

�
di

>
(x� w)

�
, for i = 1, . . . , 2n.

For the second branch of (D.11), we have for j = n+ 1 : . . . , n+m:

rxfj(w, x,�) = aj (D.13a)

r�fj(w, x,�) = 0m . (D.13b)

Using (D.12c), (D.12d), (D.13a), and (D.13b), we can now compute the full gradient

matrix of f(w, x,�) with respect to x and �:

Z : = rx,�f(w, x,�)
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=

2

64
rxf1(w, x,�) rxf2(w, x,�) · · · rxfn+m(w, x,�)

r�f1(w, x,�) r�f2(w, x,�) · · · r�fn+m(w, x,�)

3

75

=

2

64
D>diag(r)D A>

A 0m⇥m

3

75 , (D.14)

where r =
�
c̈
�
d1>x

�
+ � c̈

�
d1>(x� w)

�
, . . . , c̈

�
d2n>x

�
+ � c̈

�
d2n>(x� w)

��
2 R2n.

Application of the implicit function theorem. The following is the version of

the implicit function theorem in [226, §A.25].

Theorem D.1 (Implicit function theorem).

Let f : Rp+q ! Rq be a function of y 2 Rp and z 2 Rq such that:

• f(y, z) = 0q

• f is continuous and has a continuous nonsingular gradient matrix rzf(y, z)

in an open set containing (y, z).

Then:

• there exists an open set Sy (resp. Sz) containing y (resp. z), and a continuous

function � : Sy ! Sz such that z = �(y) and f(y,�(y)) = 0 for all y 2 Sy;

• If f is continuously di↵erentiable, then:

r�(y) = �ryf(y,�(y))
⇣
rzf(y,�(y))

⌘�1

, 8 y 2 Sy . (D.15)

Note, however, that D>diag(r)D is the weighted Laplacian matrix associated with

the graph that represents the pixel di↵erences in the 2D TV-norm. Specifically,

the matrix D is the edge-node incidence matrix, and the entries in r correspond

to the weights of each edge. As the Laplacian matrix D>diag(r)D is associated

to a connected graph, it has an eigenvalue equal to 0 (with eigenvector 1n), with

multiplicity 1. Therefore, the matrix rx,�f(w, x,�) in (D.14) is nonsingular if and

only if null(A) \ span(1n) = {0n}, i.e., if the nullspace of A does not intersect the

subspace span(1n) := {� 1n : � 2 R}, except at the origin.

The following is the version of the implicit function theorem in [226].
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Lemma D.1 (Nonsingularity of rx,�f(w, x,�)).

Let r 2 Re

++ be a vector of positive entries and D 2 {�1, 0, 1}e⇥n the edge-node

incidence matrix of a connected graph with n nodes and e edges. Then, for any

matrix A 2 Rm⇥n with rank(A) = m,

null(A) \ span(1n) = {0n} () Det

2

64
D>diag(r)D A>

A 0m⇥m

3

75 6= 0 .

(D.16)

Proof.

(=))

• Assume:

Det

2

64
D>diag(r)D A>

A 0m⇥m

3

75 = 0 .

• Then, there exists x = (x1, x2) 2 Rn ⇥ Rm such that x 6= 0n+m and:

8
><

>:

D>diag(r)Dx1 + A>x2 = 0n

Ax1 = 0m .
(D.17)

• We now show that x1 6= 0n. Assume otherwise, i.e., x1 = 0n. Then, (D.17)

implies A>x2 = 0n. But our assumption that rank(A) = m implies that

x2 = 0m. Because x = (x1, x2) 6= 0n+m, we therefore need x1 6= 0n.

• Premultiply by x>
1 the first equation of (D.17):

x>
1 D

>diag(r)Dx1 + (Ax1)
>x2 = 0 () x>

1 D
>diag(r)Dx1 = 0

() x>
1 Lrx1 = 0 , (D.18)

where in the first equivalence we used the second equation of (D.17), and in

the second we defined the weighted graph Laplacian Lr := D>diag(r)D.
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• Since r 2 Re

++ and the graph is connected, null(Lr) = span(1n). By (D.18),

this implies x1 2 span(1n). By the second equation of (D.17), we have x1 2

null(A). Therefore, 0n 6= x1 2 null(A) \ span(1n).

((=)

• Assume now that there exists x 6= 0n such that x 2 null(A)\span(1n), because

span(1n) = null(D), Dx = 0. Therefore:

2

64
D>diag(r)D A>

A 0m⇥m

3

75

2

64
x

0m

3

75 = 0n+m ,

where we have also used x 2 null(A). This implies that the above matrix is

singular, and thus its determinant is zero.

Lemma D.1 establishes conditions, independent from (w, x,�), under whichrx,�f(w, x,�)

is invertible, and thus the implicit function theorem [Theorem D.1] is applicable.

In particular, suppose (bxC(w), b�(w)) is an optimal primal-dual pair of (D.3), for

any w 2 Rn, and for a matrix A 2 Rm⇥n that has full row rank, i.e., rank(A) = m,

and its nullspace does not intersect the span of the vector of all-ones, i.e., null(A)\

span(1n) = {0n}. Then, Theorem D.1 is applicable and guarantees that:

• There exist two open sets Sw ⇢ Rn and Sd ⇢ Rn ⇥ Rm containing w and

(bxC(w), b�(w)), respectively, and a continuous function � : Sw ! Sd such

that, for any ! 2 Sw, (bxC(!), b�(!)) = �(!) and f(!,�(!)) = 0n+m, where f

is given by (D.7)-(D.11).

• Furthermore, for any ! 2 Sw:

rw�(!) = �rwf(!,�(!))
⇣
rx,�f(!,�(!))

⌘�1

. (D.19)

Solving (D.19). Althoughrx,�f(w, x,�) has a block structure [cf. (D.14)], its direct

inversion is not straightforward because none of the block matrices in the diagonal

are invertible. So, rather than computing its inverse explicitly, we solve the linear
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system:

rw�(!)rx,�f(!,�(!)) = �rwf(!,�(!)) . (D.20)

We first compute rwf(!,�(!)). From (D.11) and akin to (D.12), for j = 1 : . . . , n,

rwfj(!, x,�) =
2nX

i=1

di
j
rw

⇥
ċ
�
di

>
x
�
+ � ċ

�
di

>
(x� !)

�⇤

= ��
2nX

i=1

didi
j
c̈
�
di

>
(x� !)

�

= ��D>diag
⇣
c̈
�
D(x� !)

�⌘
dj .

And rwfj(!, x,�) = 0n, for j = n+ 1, . . . , n+m. Hence:

rwf(!, x,�) =


��D>diag(u)D 0n⇥m

�
, (D.21)

where we defined the vector u 2 R2n as having entries ui = c̈(di
>
(x � !)), for

i = 1, . . . , 2n. Plugging (D.21) into (D.20) and using (D.14), we obtain the linear

system:

rw�(!)

2

64
D>diag(r)D A>

A 0m⇥m

3

75 =


�D>diag(u)D 0n⇥m

�

()

G1 G2

�
2

64
D>diag(r)D A>

A 0m⇥m

3

75 =


�D>diag(u)D 0n⇥m

�
(D.22)

()

G1 G2

�
2

64
Lr A>

A 0m⇥m

3

75 =


�Lu 0n⇥m

�
(D.23)

()

2

64
Lr A>

A 0m⇥m

3

75

2

64
G>

1

G>
2

3

75 =

2

64
�Lu

0m⇥n

3

75 , (D.24)

where G1 2 Rn⇥n and G2 2 Rn⇥m are the variables. From (D.22) to (D.23), we

defined Lr := D>diag(r)D and Lu := D>diag(u)D. And from (D.23) to (D.24), we

used the symmetry of Lr and Lu. Note that (D.24) decomposes into n independent

linear systems, each involving an (n +m) ⇥ (n +m) matrix, that can be solved in

parallel. As Lr is singular, solving (D.24) directly is not straightforward. It can be
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solved, for example, via the conjugate gradient method.

In particular, when we apply the conjugate gradient method and when A is an in-

dexing matrix (i.e., it contains rows of the identity matrix), its composition with

an operation that has a fast transform (e.g., DFT, wavelet, Hadamard), or simply

a partial DFT, wavelet, Hadamard matrix, then the matrix of the left-hand side

of (D.24) need not be constructed explicitly. This is because matrix-vector mul-

tiplications by Lr = D>diag(r)D can also be performed e�ciently, e.g., via the

FFT.

Implementation. To include this gradient in the chain rule, a new autograd func-

tion can be implemented in Pytorch. The backward function receives a tensor con-

taining the gradient of the loss with respect to w. i.e. rw(loss) = rwbx(w)⇥rz(loss).

The autograd [225] function then returns the gradient of the loss with respect to the

input which are parametrised by ✓.
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Appendix E

TV-TV Minimization For Noisy

Images

In this appendix we extend TV-TV minimization to considers noisy inputs. To test

this extension, we apply our algorithm for HS image inpainting.

E.1 TV-TV minimization for HS image inpaint-

ing with noise

To accommodate noisy inputs, the TV-TV minimization problem has to be refor-

mulated as:

minimize
eX

k eXkTV + �k eX �fWkTV

subject to kA eX � eBk22  ↵,
(E.1)

where eX 2 RM0.N0⇥S0 is the optimization variable, eB is a noisy input (A eX + ✏) with

the additive noise ✏ ⇠ N (0, �), ↵ is a tolerance between A and eB, A is a linear

operator which in the case of inpainting is a binary mask, fW 2 RM0.N0⇥S0 is the

output from a HS image inpainting method and � � 0 is a trade-o↵ parameter. The

TV norm kXkTV for 3D tensors is defined as the sum of the 2D TV semi-norm of

each spectral band s as previously defined in Section 5.2.
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E.1.1 Reformulation for ADMM

To solve (E.1) we use ADMM [?] by introducing two auxiliary variables Dv = u

and x = v as suggested in [?]. We can thus rewrite (E.1) as:

minimize
(u,x),(v,t)

f1(u, x) + f2(v, t)

subject to
P

S0

s=1 Axs � ts = bs
P

S0

s=1 Dvs = us

vs = xs ,

where f1(u, x) =
P

S0

s=1

�
kusk1 + �kus � w̄sk1 + i{ktsk2↵}(ts)

�
and f2(v, t) = 0 where

w̄ = Dw and i(S) is an indicator function.

ADMM iterations. Formulating the Lagrangian we obtain the following ADMM

iterations are:

eUk+1 = argmin
u1...uS0

S0X

s=1

⇣
kusk1 + �kus � wsk1 + (�k

s
� ⇢Dvk

s
)Tus +

⇢

2
kusk22

⌘

eXk+1 = argmin
x1...xS0

S0X

s=1

⇣
� ⌘k

T
Axs + µk

T
xs +

⇢

2
kxs � vk

s
k22 +

⇢

2
kbs � Axs + ts)k22

⌘

(E.2)

eV k+1, = argmin
v1...vS0

S0X

s=1

✓
��kT

s
Dvs � µk

T
s vs +

⇢

2
kxk+1

s
� vsk22 +

⇢

2
kuk+1

s
�Dvsk22

◆

(E.3)

eT k+1 = argmin
t1...tS0

P
S0

s=1

⇣
⌘k

T
t+ ⇢

2kts � (Axk+1
s

� bs)k22
⌘

subject to ktsk2  ↵

(E.4)

�k+1 =
S0X

s=1

�k
s
+ ⇢(uk+1

s
�Dvk+1

s
) (E.5)

µk+1 =
S0X

s=1

µk

s
+ ⇢(xk+1

s
� vk+1

s
), (E.6)

⌘k+1 = ⌘k + ⇢(tk+1
s

� xk+1
s

+ bk+1
s

). (E.7)

Updating eU .

We followed the same procedure described in Section 5.2.3.

Updating fX. Taking the first order derivative we obtain and equating to zero:
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eXk+1 =

0

@
S0X

s=1

A(bs + ts)� v +
1

⇢
A⌘

1

A (E.8)

Updating eV .

We followed the same procedure described in Section 5.2.3.

Updating eT .

argmin
ts...tS0

P
S0

s=1
⇢

2kts � (xk+1
s

� bs +
1
⇢
⌘k)k22

subject to ktsk22  ↵

which is a projection onto the `2-norm ball with radius �.

When kAxs � bs +
⌘

⇢
k < ↵, the optimal solution is

tk+1
s

= kAxs � bs +
⌘

⇢
k (E.9)

otherwise:

tk+1
s

=
kAxs � bs +

⌘

⇢
k ⇥ �

kAxs � bs +
⌘

⇢
k (E.10)

Primal Residual. The primal residual is:

Ck+1 =
S0X

s=1

ck+1
s

=

2

66664

uk+1
s

xk+1
s

bs

3

77775
+

2

66664

�Dvk+1
s

�vk+1
s

�Axs + tk+1
s

3

77775
. (E.11)

Dual residual. The dual residual is:

Qk+1 =
S0X

s=1

qk+1
s

=

2

66664

D(�vk+1
s

+ vk
s
)

�vk+1
s

+ vk
s

(�Axk+1
s

+ tk+1
s

) + (Axk

s
� tk

s
)

3

77775
. (E.12)

The dual variables are also updated as (E.5) - (E.7)
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Table E.1: Average metric scores on Indian Pines.

� = 0.01 PSNR SSIM SAM RMSE

Mask Deep-HS Ours Deep-HS Ours Deep-HS Ours Deep-HS Ours

Circle 25.216 25.490 0.928 0.943 3.326 2.378 0.064 0.063

Horizontal 22.983 23.056 0.850 0.860 2.007 1.930 0.020 0.016

� = 0.005 Deep-HS Ours Deep-HS Ours Deep-HS Ours Deep-HS Ours

Circle 25.526 25.798 0.930 0.945 3.245 2.245 0.061 0.060

Horizontal 23.038 23.136 0.853 0.864 4.565 3.825 0.074 0.073

E.2 Experiments

We test this algorithm on Deep-HS-prior by Sidrov et al. [227] on the Indian Pines

image which consists of spectral 220 bands each with dimensions 145⇥ 145.

Table E.1 shows the average PSNR, SSIM, SAM and RMSE obtained with Deep-

HS-prior and our method. The first half of the rows contain the results using a

circular and horizontal mask and added noise with a standard deviation of 0.01.

The second half of the columns contain the same masks but the input contains noise

with a standard deviation of 0.005. Recall that better quality images have higher

PSNR and SSIM values and lower SAM and RMSE values. These results show that

our method still improves the output in the presence of noise.

Figures E.1 and E.2 show the results on bands 30 and 62 of the Indian Pines image

using a circular mask and additive noise with a standard deviation of 0.005. Figures

E.3 and E.4 display the results with the same setup but with an additive noise with

a standard deviation of 0.01. A mask with various horizontal bands was also tested

and the resulting band with � = 0.01 is shown in Figure E.5.
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(a) Ground truth (b) Noisy input (c) Deep-HS-prior (d) Ours

Figure E.1: Results on band 30 of Indian Pines using a circular mask, � = 0.005
and Deep-HS-prior as the base-method.

(a) Ground truth (b) Noisy input (c) Deep-HS-prior (d) Ours

Figure E.2: Results on band 62 of Indian Pines using a circular mask, � = 0.005
and Deep-HS-prior as the base-method.

(a) Ground truth (b) Noisy input (c) Deep-HS-prior (d) Ours

Figure E.3: Results on band 30 of Indian Pines using a circular mask, � = 0.01 and
Deep-HS-prior as the base-method.
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(a) Ground truth (b) Noisy input (c) Deep-HS-prior (d) Ours

Figure E.4: Results on band 62 of Indian Pines using a circular mask, � = 0.01 and
Deep-HS-prior as the base-method.

Setting � = 0.01 with horizontal bands

(a) Ground truth (b) Noisy input (c) Deep-HS-prior (d) Ours

Figure E.5: Results on band 30 of Indian Pines using a horizontal mask, � = 0.01
and Deep-HS-prior as the base-method.
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