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Abstract

In this thesis we consider prove large deviations results for two kinds of queuing

systems.

In the first case, we consider a queuing system fed by traffic from N indepen-

dent and identically distributed marked point processes. We establish novel one-

dimensional large deviations results for such a system in the previously unexplored

lightly loaded case (the load vanishes as N → ∞). This case requires the intro-

duction of novel speed scalings for such queueing systems. We also prove some

important properties about the sample paths of such systems in the scaled uniform

topology. However, we are unable to prove sample path large deviations principles

in this case because the log moment-generating function in this case is not steep,

and we are unable to find tools in the literature that enable us to deal with such

scenarios. This part of the work is done using the framework introduced by Cruise

[1] and Cruise et al. [2] to explore this scaling.

In the second case, we consider a two-class queuing network, with each class fed

by traffic from N independent and identically distributed marked point processes.

We introduce a new, probabilistic interpretation of state-space collapse, and show

that under a given scaling of the system, the probability of the vector of stationary

queue lengths being a given distance from the identity line in R2 decreases expo-

nentially as the distance increases, and therefore the most likely sample paths are

those which stay close to the identity line in R2.
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Chapter 1

Introduction

Queuing theory is often used to study problems in telecommunications, transporta-

tion and manufacturing systems. Because of the great diversity of queuing problems,

there is plenty of variety in the queuing models in the literature. However, many

queues possess the following features:

1. an input or arrival process, which specifies the way in which jobs arrive at the

queue

2. the service discipline, which specifies the way in which the system handles a

given input stream

3. a number of servers

4. a number of buffers, in which jobs are stored while awaiting service.

When studying queues, we are usually interested in the behaviour of certain

quantities, the most common being queue lengths, waiting times and service times.

In most queuing theory problems, the exact results for these quantities are difficult to

obtain. As such, we are often interested in understanding the asymptotic behaviour

of these systems, that is, we make some parameter of the system (for example,
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Chapter 1: Introduction

number of sources feeding it, buffer size, number of servers) tend to infinity, scale

the other system parameters accordingly, and study the behaviour of the system

under those conditions. One of the most powerful mathematical tools used to this

effect is the theory of large deviations, which is a collection of results and techniques

for studying rare events.

Most of our work focuses initially on the single-server queue. There are two

common limiting regimes for this system: the many sources asymptotic, where the

scaling comes through increasing the number of traffic sources feeding the queuing

system, and the large buffer asymptotic, where the scaling comes through increasing

the buffer size.

The many-sources asymptotic is a limiting regime of the single-server queue in

which the number of sources feeding the system tends to infinity. In this framework,

we have a series of queuing systems, such that in the N th system we have a sin-

gle server queue fed with traffic from N independent identically distributed traffic

sources. Let the arrival rate of each source be λ and the service rate of the queue be

C(N). Therefore the total rate of arrivals at the queue in the N th system is Nλ. The

associated stationary queue length is Q(N) and we are interested in the behaviour

of P(Q(N) > B(N)) where B(N) is the buffer size of interest, specifically the limit be-

haviour of logP(Q(N) > B(N)) when P(Q(N) > B(N)) tends to zero. When the buffer

is full, incoming jobs to the system are discarded. In this thesis, we model queues

with infinite buffers and compute probabilities that the stationary queue lengths

exceed a given threshold. These probabilities would correspond to the probabilities

of buffer overflow for similar models with finite buffer sizes.

To investigate these scenarios, we use the scaling introduced by Cruise [1] and

Cruise et al [2], indexed by (α, β). The parameter α is used to control the buffer size

scaling, such that in the N th system the buffer is size NαB. For α > 1 the buffer

grows faster than the number of sources, whereas for α < 1 the buffer grows slower

2



Chapter 1: Introduction

than the number of sources. β is used to control the excess service rate above the

total arrival rate, such that in the N th system, the service rate is Nλ+NβC.

We can also think about this new scaling in terms of the load of the system. The

load of a queuing system, ρ, is defined as the ratio of the expected arrival rate to

the expected service rate. In this case, the load in the N th system is given by

ρ =
Nλ

Nλ+NβC

The load decreases as β increases.

The scaling is illustrated in Figure 1.1 and the relationship between α and β and

the system is shown in Figure 1.2.

Q(N)

NαB Nλ+NβC

N

Figure 1.1: Summary of parameterization of the many flows asymptotic, showing
the system resources in the N th system.

The later part of our work applies the ideas and new framework developed for

the single-class, single server queues to multi-class queuing networks. In particular,

we consider a series of N multi-class queuing networks such that in the N th system,

we have a two-class system, each fed with traffic from N independent identically

distributed traffic sources. Let the rate of each source be λi for each class, and the

service rate of the server be N(λ1 + λ2). To simplify the expressions, we consider

the special case where λ1 = λ2.We can do this without loss of generality because the

asymptotics in this case will depend only on B and the moment generating functions

of the arrival processes in question, and not on the expected arrival rate directly. We

3
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Small Buffer

Large Buffer

Heavy load Light load

α

1

1 β

Figure 1.2: Division of the parameter space for different values of (α, β) and the
representation of the regions relating to the various scenarios.
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Chapter 1: Introduction

derive a large deviations principle for the stationary queue lengths of both queues in

this scenario. A key idea in this part of the work is the new interpretation of state

space collapse from a geometric and large deviations perspective.

1.1 Motivating example

We consider a single server queue with N sources. Each source produces traffic as a

Poisson process with intensity λ and service times are independently exponentially

distributed with mean 1/λ(N). We set λ(N) = Nλ+NβC. We have:

lim
N→∞

1

f(N, β)
logP(Q(N) > NαB) = −J(β, C,B)

where

f(N, β) =

 Nα+β−1 if β ≤ 1

Nα log(Nβ−1) if β > 1

and

J(β, C,B) =


BC/λ if β < 1,

B log(1 + C/λ) if β = 1,

B if β > 1.

To see why this is the case, we note that N th system is an M/M/1 queue with

arrival rate Nλ and service rate Nλ + NβC. The load of the system, ρ, defined as

the ratio of the expected arrival rate to the expected departure rate of the system,

5



Chapter 1: Introduction

is given by

ρ =
Nλ

Nλ+NβC

The stationary distribution of queue length, Q, for an M/M/1 queue is geometric

with parameter ρ, the load. So

P(Q > B) = ρB.

In this case of this scaling we therefore have that

P(Q(N) > NαB) = ρN
αB

and therefore

logP(Q(N) > NαB) = NαB log

(
Nλ

Nλ+NβC

)
= −NαB log(1 +Nβ−1C/λ) (1.1)

In the case where β = 1, Equation (1.1) reduces to

logP(Q(N) > NαB) = −NαB log(1 + C/λ)

which can be re-written as

1

Nα
logP(Q(N) > NαB) = −B log(1 + C/λ)

Applying the limit as N → ∞ does not change anything, as the right hand side is

constant.

6
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For β > 1 we use the following limit:

lim
N→∞

log(1 + CNγ/λ)

log(Nγ)
= 1

for all γ > 0. Setting γ = β − 1, we can rewrite Equation (1.1) in this, for large N ,

as:

logP(Q(N) > NαB) ≈ −NαB log(Nβ−1)

where ≈ is used to denote logarithmic equivalence. This can then be re-written as

lim
N→∞

1

Nα logNβ−1
logP(Q(N) > NαB) = −B

giving the result.

Finally, for β < 1, we note that for large N , Nβ−1C/λ ≈ 0, and so we make use

of the expansion of log(1 + x) around x = 0 giving

−NαB log(1 +Nβ−1C/λ) = −NαB(Nβ−1C/λ+ o(Nβ−1))

Since Nγ → 0 as N →∞ for all γ < 0 we can rewrite Equation (1.1) as

1

Nα+β−1
logP(Q(N) > NαB) = −BC/λ

From this example, we see that the rates for the classical scalings studied in the

literature (heavy traffic, small buffer) are polynomial in N . However, for the lightly

loaded system, the scaling breaks down, and a different speed is required to obtain

a result: f(N) = Nα logN .

7
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1.2 Induced sample path scaling

To investigate the sample path scaling induced by the (α, β) many sources scaling

we consider the stationary queue length of a deterministic server, that is, traffic is

served at a constant rate. In the N th system the rate of service is Nλ+NβC, and we

are interested in P(Q(N) > NαB). We look to find a scaled process of the arrivals,

ÃNα,β, such that

P(fC(ÃNα,β) > B) = P(Q(N) > NαB),

where fC is the queuing map defined as follows:

Definition 1.2.1. Queue size function [3] Let St, t ≥ 1, be the cumulative arrival

process in a queue. Then the queue size function is given by

fC(St) = sup
t∈R+

{St − Ct}

This is a continuous-time version of the Lindley recursion for single-server queues

[4].

Using the continuous form of Loynes’ scheme [5] for stationary queue length we

obtain

P(Q(N) > NαB) = P

(
sup
t≥0

N∑
i=1

Ai(0, t)− (Nλ+NβC)t > NαB

)

where Ai(0, t) is the amount of traffic produced by source i in the interval (−t, 0].

We can re-arrange this to obtain:

8



Chapter 1: Introduction

P(Q(N) > NαB) = P

(
sup
t≥0

∑N
i=1Ai(0, t)

Nα
−N1−αλt−NβCt > B

)

= P

(
sup
t′≥0

∑N
i=1Ai(0, N

α−βt′)

Nα
−N1−αλt′ −Nβ−αCt′ > B

)

= P

(
fc

({∑N
i=1Ai(0, N

α−βt)

Nα
−N1−βλt

}
t≥0

)
> B

)

where t′ = tNβ−α. Thus a natural scaled process to consider is

{A⊕Nα,β (0, t)}t>0 =

{∑N
i=1Ai(0, N

α−βt)

Nα
−N1−βλt

}
t>0

(1.2)

The change of timescale carried out in the derivation of the sample path scaling

indicates that the most likely timescale of events of interest is governed by α − β

such that if this is positive the timescale of events increases with the number of

sources and if α− β < 0 the timescale decreases with the number of sources.

1.3 Main contributions of the thesis

The main contributions of this thesis are as follows.

In Chapter 3 we consider lightly-loaded single server queues (where the load

tends to zero as the number of sources increases) in the many sources asymptotic.

To the best of our knowledge, this is the first time such a scaling is considered in

the literature. Inspired by the motivating example, we consider a large deviations

principle which has an unusual rate: rather than being polynomial in N we have

log(N). We show that in such systems the result depends on a very small number of

parameters. This is in contrast to the heavily loaded systems (where the load tends

to 1 as the number of sources increases) which demonstrate Brownian behaviour

9
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for a large class of arrival processes. We also prove some important properties

about such systems in the scaled uniform topology. However, we are unable to

prove sample path large deviations in the scaled uniform topology because the log

moment-generating function in this case is not steep, and we are unable to find tools

in the literature that enable us to deal with such scenarios. This part of the work is

done using the framework introduced by Cruise [1] and Cruise et al. [2] to explore

this scaling.

We then proceeded in Chapter 4 to consider multi-class queuing networks under

this scaling. We are particularly interested in exploring the phenomenon of state-

space collapse. This phenomenon has been studied widely in the literature, using

mainly fluid and diffusion limit approaches. Our main contribution is to provide a

new probabilistic interpretation of state-space collapse. Our interpretation of this

phenomenon is inspired by the work of Srikant and Maguluri ([6], [7]) who used

geometry and drift-based methods to show state-space collapse; we posit that state

space collapse in any multi-class queuing network would mean that the probability

of the vector of queue lengths being a particular distance away from the hyper-

plane where all queue lengths are equal decreases exponentially. We show state-

space collapse in a two-class queuing system, where sources feed traffic as a simple

stationary point process.

1.4 Structure of the thesis

After the introduction, we will present a collection of results as a technical reference

in Chapter 2, in a bid to make this thesis more self-contained. In Chapter 3, we

will present both one-dimensional and sample path results for lightly-loaded single-

server queuing systems in the many-sources asymptotic. In Chapter 4, we will look at

multi-class queuing networks under the same scaling of the many-sources asymptotic,

10
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and then, finally, in Chapter 5, we will present a conclusion and suggestions for

further work.

11



Chapter 2

Technical Reference

In this chapter we provide a brief summary of the major technical ideas and con-

cepts used in this thesis. This should serve as a brief introduction to the topics to

unfamiliar readers, and also as a single reference for the definitions and theorems.

This chapter is split into two sections: point processes and large deviations.

In the section on point processes we introduce the main traffic process we will be

working with: marked point processes. We define the process and examine some

properties which will prove useful later. In the next section we formally introduce

the concept of a rate function and a large deviations principle. We follow this by

examining the tools that can be used to construct a large deviations principle either

directly or from another large deviations principle.

2.1 Point processes

There are many different types of traffic in literature, each with different features.

A traffic process is generally an infinite-dimensional object (A(t), t ∈ R) which

denotes the amount of traffic generated in the time interval (0, t), with t > 0.

It is usually assumed that the arrival process is non-decreasing (traffic can’t be

12
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negative). However, with some models such as Gaussian processes, this assumption

is not necessary [8].

Some arrival processes fit better to real world traffic than others. The following

properties are usually obeyed by such processes [8]:

1. Stationarity: This means that the cumulative process (A(t), t ∈ R) has sta-

tionary increments. That is, in distribution, A(s, t) = A(0, t− s) for all s < t.

In other words, the distribution of A(s, t) is determined only by the length of

the corresponding time interval and not by the position of the interval.

2. High aggregation level: A common feature in modern communication networks

is that the input stream of each node usually consists of the superposition of

a large number of individual streams. One can argue that the behavior of a

substantial part of the network user population can be assumed to be homo-

geneous (i.e., obeying the same statistical law), as many users run the same

applications over the network. In any case, one can usually subdivide the user

population into a number of classes, within which the users are homogeneous.

3. Extreme irregularity of the traffic rate: Measurements often indicate that the

traffic rate exhibits extreme irregularity at a wide variety of timescales, in-

cluding very small timescales. This ‘burstiness’ could be modeled by imposing

the requirement that the instantaneous traffic rate process

R(t) = lim
s→t

A(s, t)

t− s

behaves irregularly (it could have nondifferentiable trajectories, for instance).

4. Strong positive correlations on a broad range of timescales: Measurements by

Leland et al [9] yielded convincing empirical evidence that network traffic is,

under rather general circumstances, long-range dependent. This means that

13
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the variance of A(t) grows super-linearly in t.

Point processes are widely used in the study models of stochastic processes be-

cause they fit all the criteria enumerated in the previous paragraph.

Let X be a collection of independent identically distributed simple stationary

point processes [10, Definition 3.3.II], with mean λ. Let X(i) be the ith point process.

So X(i)(t1, t2) is the number of points in the set (−t2,−t1] for the ith process, so

E(X(i)(0, t)) = λt by stationarity. Now associate a collection of positive identically

distributed random variables Y (i) with each process and let Y
(i)
j be the jth random

variable of the ith collection. Each collection of random variables is independent

of the other collections and of all the point processes, and all the collections are

identically distributed. We define the marked point process A(i), where we associate

Y
(i)
j with the jth point, by

A(i)(0, t) =

X(i)(0,t)∑
j=1

Y
(i)
j

and

A(i)(t1, t2) = A(i)(0, t2)− A(i)(0, t1)

Therefore E(A(i)(t1, t2)) = λE(Y )(t2 − t1). Define the aggregates by

A⊕N(t1, t2)=̇
N∑
i=1

A(i)(t1, t2),

14
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and

X⊕N(t1, t2)=̇
N∑
i=1

X(i)(t1, t2),

therefore A represents the traffic process from a single source.

The following are some basic properties of point processes:

Definition 2.1.1. A sequence X1, X2, . . . of real-valued random variables is said to

converge converge weakly to a random variable X if

lim
N→∞

FN(x) = F (x),

for every number x ∈ R at which F is continuous. Here FN and F are the cumulative

distribution functions of random variables XN and X, respectively.

Theorem 2.1.2. (Khinchin’s Existence Theorem [10, Proposition 3.3.I]). For a

stationary point process, the limit

λ = lim
h→0

P(X(0, h) > 0)

h

exists, though it may be infinite. This is the mean of the process.

Theorem 2.1.3. (Korolyuk’s Theorem [10, Proposition 3.3.IV]). For a simple sta-

tionary point process,

λ = E(X(0, 1)).

Theorem 2.1.4. (Dobrushin’s Lemma [10, Proposition 3.3.V]). A simple stationary

point process with E(X(0, 1)) <∞ has the property that

P(X(0, h) ≥ 2) = o(h)

15
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Theorem 2.1.5. (Poisson convergence Theorem [10, Proposition 9.2.VI]). Let X

be a simple stationary point process and X⊕N be the superposition of N independent

identical copies of X. Then X⊕N(·/N) weakly converges to a stationary Poisson

process as N →∞

2.2 Large deviations

The theory of large deviations is a branch of modern applied probability which deals

with the estimation of the probabilities of rare events. We will use tools from this

theory throughout this thesis to understand the limit behavior of scaled systems.

Here we provide a brief introduction to large deviations principles and the tools we

require.

2.2.1 Large deviations principles

Let X be a topological space, such that open and closed subsets of X are well-defined.

Definition 2.2.1. (Rate function)[11]. A rate function I is a lower semi-continuous

mapping I : X → [0,∞] (such that for all α ∈ [0,∞), the level set Φ1(α) = {x :

I(x) ≤ α} is a closed subset of X ). A good rate function is a rate function for which

all the level sets Φ1(α) are compact subsets of X .

Definition 2.2.2. (Large Deviations Principle). [11] Let (XN , N ∈ N) be a sequence

of random variables taking values in X . We say that XN satisfies a large deviations

principle with rate function I if I is a rate function, and there exists a function

f : N→ R, such that for every measurable set B ⊂ X ,
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− inf
x∈Bo

I(x) ≤ lim inf
N→∞

1

f(N)
logP (XN ∈ B)

≤ lim sup
N→∞

1

f(N)
logP (XN ∈ B) ≤ − inf

x∈B
I(x)

where Bo is the interior of B, and B is its closure. The function f is called the rate

of the large deviations principle.

If XN is a mapping from N to R describing the sample path of a random sequence,

the LDP is referred to as a sample path LDP.

2.2.2 Tools for proving a large deviations principle

Having defined a large deviations principle we move to examine tools which can be

used to show a sequence of random variables obey a large deviations principle. The

first tool is the Chernoff bound which is useful in providing bounds for tail estimates.

Lemma 2.2.3. (Chernoff bound) Let X be a random variable on R+ and I be the

indicator function. Then

P(X ≥ a) = E(IX−a≥0) ≤ E(eθ(X−a)) ∀θ ∈ R.

Next we have the principle of the largest term which allows us to replace a finite

sum by the largest term in the limit

Lemma 2.2.4. (Principle of the largest term). Let a
(i)
N be sequences in R+ and

f(N) be a function such that f(N)→∞ as N →∞ and

lim
N→∞

1

f(N)
log a

(i)
N = a(i)
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Then for a finite sum

lim
N→∞

1

f(N)
log
∑
i

a
(i)
N = max

i
a(i)

Now we introduce the concept of tightness for large deviations called exponential

tightness. Intuitively speaking, a sequence Xn is exponentially tight if exponentially

much of its probability mass is found in compact sets.

Definition 2.2.5. (Exponential tightness) Let XN be a sequence of random variables

in X . It is exponentially tight with rate f(N) if for all α ∈ R+ there exist compact

sets Kα ∈ X such that

lim sup
N→∞

1

f(N)
logP(Xn 6∈ Kα) < −α

Definition 2.2.6. (Log moment-generating function) For a random variable X on

Rd, the log moment-generating function (also known as the cumulant generating

function) is

Λ(θ) = logE
(
e〈θ,X〉

)
where 〈θ,X〉 =

∑d
j=1 θ

jXj is the inner product in Rd, and Xj is the jth coordinate

of X.

In the context of this thesis, we will use the notation Λ
(k)
t to represent the log

moment-generating function of the superposition of k sources in time t. For example,

Λ
(1)

Nα−βt
(θ) = logEeθA(0,Nα−βt) and Λ

(N)
t (θ) = logEeθA⊕N (0,t) .

The following lemma shows some properties of log moment generating functions:

Lemma 2.2.7. Let X and Y be independent random variables with log moment

generating functions ΛX and ΛY , and let a be non-zero. We have the following:
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1. ΛX+Y (θ) = ΛX(θ) + ΛY (θ)

2. ΛaX(θ) = |a|ΛX(sgn(a)θ)

where

sgn(x)=̇


−1 if x < 0

0 if x = 0

1 if x > 0

Proof.

ΛX+Y (θ) = logE
[
eθ(X+Y )

]
= logE

[
eθX × eθY

]
= log

(
EeθX

) (
EeθY

)
= log

(
EeθX

)
+ log

(
EeθY

)
= ΛX(θ) + ΛY (θ)

ΛaX(θ) = logE
[
eθ(aX)

]
= logE

([
esgn(a)θX

]|a|)
=

|a|∑
i=1

log
(
Eesgn(a)θX

)
= |a| log

(
Eesgn(a)θX

)
= |a|ΛX(sgn(a)θ)

Lemma 2.2.8. In the case of the scaled arrival process introduced in Equation (1.2),
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the log moment-generating function is

Λ
(N)
t (α, β, θ) = −θN1−βλt+NΛ

(1)

Nα−βt
(θ/Nα)

Proof. We have that

Λ
(N)
t (α, β, θ) = logEeθA

⊕N
α,β (0,t) = logEe

θ

(∑N
i=1 Ai(0,N

α−βt)
Nα

−N1−βλt

)

= logE
[
e−θN

1−βλteθ
∑N
i=1 Ai(0,N

α−βt)
Nα

]
= −θN1−βλt+ logEeθ

∑N
i=1 Ai(0,N

α−βt)
Nα

= −θN1−βλt+ logE
[
ΠN
i=1e

θAi(0,N
α−βt)

Nα

]
= −θN1−βλt+

N∑
i=1

logEeθ
Ai(0,N

α−βt)
Nα

= −θN1−βλt+NΛ
(1)

Nα−βt
(θ/Nα)

Definition 2.2.9. (Fenchel-Legendre Transform) [11] The Fenchel-Legendre trans-

form, or the convex conjugate of Λ(θ) is

Λ∗(x) = sup
θ∈Rd
{〈θ, x〉 − Λ(θ)}.

Theorem 2.2.10. (Gärtner-Ellis Theorem) [11] Let XN be a sequence of random

variables on Rd with log moment generating functions ΦN . For a given rate f(N)

and for θ ∈ Rd we define the log moment generating function limit as

Φ(θ) = lim
N→∞

1

f(N)
ΦN(f(N)θ)
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If:

1. Φ is differentiable on its domain,

2. Φ is steep [11, Definition 2.3.5], meaning limN→∞|∇Φ(θN)| = ∞ whenever

{θN} is a sequence in the domain of Φ which converges to a boundary point in

this domain

3. the origin lies within the interior of the domain of Φ

then XN obeys a large deviations principle with rate f(N) and good rate function

Φ∗

A large deviations principle can be used as a basis for obtaining another large

deviations principle, usually by way of continuous maps. This is done by use of the

contraction principle:

Theorem 2.2.11. (Contraction Principle) Let X and Y be Hausdorff topological

spaces 1 and g : X → Y be a continuous map. Consider X(N) to be a sequence

of random variables on X which obey a large deviations principle with good rate

function IX and rate f(N). Then Y (N) = g(X(N)) obey a large deviations principle

on Y with rate f(N) and good rate function

IY (y) = inf
x s.t. f(x)=y

I(x)

If we do not have a continuous function (for example, in the case with the Max-

Weight scheduling algorithm), we can use an extension of the contraction principle

for quasi-continuous transformations on metric spaces, proposed by Garcia [12].

Before stating his result, we will define a couple of technical terms.

1A Hausdorff topological space is a topological space where for any two distinct points there
exist neighbourhoods of each which are disjoint from each other
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Definition 2.2.12. (Quasi-continuity) Let X and Y be complete metric spaces. A

function f : X → Y is quasi-continuous at x ∈ X if and only if there is a sequence

{xN} such that xN → x, f(xN)→ f(x), and such that for all n, f is continuous at

xN . If quasi-continuity holds for all x ∈ X , then f is quasi-continuous.

Definition 2.2.13. (Almost compactness) Let X and Y be complete metric spaces.

A function f : X → Y is almost compact at x ∈ X if for every sequence xN

converging to x, there is a subsequence along which f converges to a point y ∈ Y. f

is almost compact if it is almost compact at every x ∈ X .

Theorem 2.2.14. (Garcia’s extended contraction principle) Assume that X and Y

are metric spaces, and f : X → Y is a mapping. Consider X(N) to be a sequence

of random variables on X which obey a large deviations principle with good rate

function IX and rate f(N). If the following hold:

1. f is almost compact

2. for all y ∈ F , there exists a sequence {xN} converging to X such that f(xN)→

y, f is continuous at xN , and IN(xN)→ IN(x)

then f(x(N) satisfies an LDP with rate function given by

I(y) = inf{IN(x) : y ∈ F}

2.2.3 Queuing theory and large deviations

There are two main approaches to applying large deviations techniques to problems

from queuing theory. The first is to directly tackle the stationary distributions for

queue length. We use this approach in the first part of Chapter 3 and Chapter

4. The second approach is to prove large deviations principles for the scaled traffic
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processes and apply the contraction principle to obtain results for systems of interest.

This provides a more flexible framework since proving a single sample path result

can allow results to be obtained for many systems through the contraction principle.

We use this approach in the second part of Chapter 3. A detailed description of this

approach can be found in [3]. Here we provide a brief introduction to the space we

use for the sample paths.

We focus on stochastic processes in continuous time whose sample paths are

right continuous with left limits (càdlàg). For convenience we use the convention of

reversed time through out this thesis, so x(t) represents the state of the process at

time −t. The natural space to utilize is the space of càdlàg functions on the positive

half line, x : R+ → R, which we call D . Now let Dy be the subspace of functions

for which x(0) = 0 and

lim
t→∞

x(t)

1 + t
= y.

Similarly we define C and Cy be the analogous spaces of continuous functions. A

useful subspace in stating results is the subspace of absolutely continuous functions,

A C , and for x ∈ A C we let ẋ be dx(t)
dt

.

A natural norm to associate with D and C would be the supremum norm.

Unfortunately the supremum norm is too strong for us to be able to prove large

deviations principle so we use a slightly weaker version called the scaled uniform

norm

||x||s = sup
t≥0

∣∣∣∣ x(t)

1 + t

∣∣∣∣ .
There is a fine balance to be dealt with when selecting the norm and the induced

topology to work with since we need a topology which is weak enough to enable us

to prove large deviations results but strong enough that the maps of interest are

continuous. For a detailed discussion of continuity of maps associated with queue

systems see [3, Chapter 5].
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Chapter 3

Large Deviations Analysis of

Lightly-Loaded Systems in Single

Server Queue

In this chapter we consider the behavior of the stationary queue length for scalings

with 0 < α ≤ 1 and β > 1 which corresponds to a lightly-loaded system in which

the load diminishes as the number of sources increases. We use large deviations

techniques to obtain estimates on the probabilities of buffer overflow, and also focus

on the most likely timescale to overflow. We focus on traffic produced by marked

point processes as introduced in Section 2.1.

This chapter will include two kinds of results: one for the stationary queue length

in one dimension, and the other for the sample path large deviations of the stationary

queue length. We begin by presenting the results for the stationary queue in one

dimension, alongside a practical modelling example, and then in the second half of

this chapter we present the sample path results.
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3.1 Related Work

3.1.1 Original Scaling

The many-sources scaling was introduced by Alan Weiss [13] to explore the qual-

ity of service in data networks. The main problem motivating the study of such

systems was the problem of determining loss probabilities in queuing systems in

telecommunications systems using the Asynchronous Transfer Mode (ATM).

In the original scaling, both the buffer size and the service rate grow linearly

with the number of sources feeding the system. In the N th system the buffer size of

interest is NB and the service rate is Nµ+NC. In this work, the traffic processes

were limited to Markov ON/OFF sources, which produced traffic at a constant rate

when on, and for whom transitions between states are governed by a Continuous

Time Markov Chain. In this paper, a sample path large deviations argument was

used to identify the most likely path to a rare event and its probability. In particular,

when the rare event is overflow from a large buffer, the asymptotics are

P(Q(N) > NB) ≈ e−NJ(B), (3.1)

where, for large B, J(B) ≈ η + δB.

Since then, a large body of work has developed around using this asymptotic

framework to analyse different queuing systems.

One of the techniques used has been martingale methods. These methods were

inspired by the work of Kingman [14] on GI/G/1 queues. In particular, Buffet and

Duffield [15] and used these methods to obtain exponential upper bounds of the

form

P(Q(N) ≥ B) ≤ ϕe−γB (3.2)
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for the queue length in First Come First Served queues with infinite buffers operating

in slotted time, fed by a homogeneous superposition of two-state Markov processes.

This work was later generalized by Duffield [16] to include inhomogeneous su-

perpositions of such processes, and FCFS queues fed by Markov Additive Processes

(MAPs) in general, operating in slotted time. In this work, Duffield obtained an

upper bound for the steady-state queue length of the form:

P(Q(N) > B) ≤ e−µNe−δB, (3.3)

where µ and δ are constants which depend only on the traffic due to a single source,

and on the load in the system. Even though an improvement on (3.2), there are a

number of problems with this bound:

1. When µ > 0, loss probabilities may be exponentially small even for small B

in a superposition of a large number of sources. This means that the bound

may overestimate loss probabilities.

2. If µ < 0, then the bound underestimates loss probabilities for large N , even

at large B.

Both of these types of errors were investigated numerically in [17]. Moreover, both

types of error become more severe as the number of sources, N , increases. Further-

more, it is not clear from this equation what the statistical effect of multiplexing is.

That is, if there is any gain in many sources sharing the same server.

Glynn and Whitt [18] worked on the standard single-server queue with infinite

buffer and First-Come-First-Served service discipline. They assumed no explicit

independence conditions on the interarrival and service times, and used large devi-
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ations techniques to obtain estimates for overflow probabilities of the form:

lim
b→∞

1

b
logP[Q(N) > b] = −δ (3.4)

where

δ = sup{θ|Λ(θ) ≤ 0}

and Λ(θ) is the cumulant generating function of the workload process given by

Λ(θ) = lim
t→∞

1

t
logE[eθWt ]

δ is called the effective bandwidth of the queuing system. The motivated reader

should refer to [19] for more details about this concept

Botvich and Duffield [20] improved on the effective bandwidth approximation

(3.4) for G/G/1 queues with an FCFS service discipline, replacing it with a bound

of the form

P(Q(N) ≥ B) ≈ e−NI(B/N) (3.5)

For a given B, they defined the limit

ν = lim
B→∞

(I(B)− δB)

which gives the economies of scale to be gained from multiplexing. When there is

no correlation between the workloads on disjoint time intervals, ν = 0, but ν > 0

if workloads on disjoint time intervals are positively correlated. The rate function

I(B) is called the “loss curve”, and its shape indicates that the overflow probability

decays exponentially as the number of sources increases.
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The aforementioned works focus on queues with very large or infinite buffers for

which large deviations results can be used. However, buffers are never infinite in

real-world applications - their sizes are usually determined by physical constraints.

As such, studying queues with finite buffers is more desirable from a realistic point

of view. Also, most models of internet traffic studied until this point assumed

Markov properties for the arrival processes. However, empirical studies carried out

by researchers at AT & T Labs in the early 1990s [9, 21] showed that internet

traffic exhibited long-range dependence. Internet traffic models from then on would

study different arrival processes, such as On/Off processes and fractional Brownian

motion.

In this vein, Simonian and Guibert [22], and Courcoubetis and Weber [23] studied

the cases when the buffer size is of the same order as the number of sources. Using a

pathwise representation of stationary queue length, Simonian and Guibert obtained

bounds on the overflow probabilities in continuous time for queues fed by sources

with general On/Off distributions. Courcoubetis and Weber considered a discrete-

time analog of this system, for which they characterized the rate function associated

with the overflow probability.

Likhanov and Mazumdar [24] extended the work of Courcoubetis and Weber

by obtaining exact bounds for buffer overflow probabilities for queues with finite

capacity buffers. They used techniques based on the local limit theorems derived

by Bahadur and Rao [25], and obtained results for a wide variety of traffic sources,

including on/off sources with heavy-tailed distributions.

Since then different authors have used this framework to investigate different

problems in queuing theory, including buffer overflow in multiqueue systems [26,

27, 28, 29], conditional delays in queues [30, 31, 32, 33] and information loss across

networks [34]. Different kinds of arrival processes have also been considered, for

example, continuous-time Gaussian processes with stationary increments, including
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fractional Brownian Motion and integrated Gaussian processes [35] and On/Off flows

with heavy-tailed (regularly varying) On periods [36].

Several attempts were made to move beyond the linear scaling on buffer size, and

consider systems with small buffers [37, 38], and very large buffers [39]. This was

usually carried out by examining a second limit in B on the associated rate function

for the large deviations principle either to let B increase to ∞ or decrease to zero.

This approach does not provide enough richness in scalings, and also obscure the

timescales upon which the most likely events occur. In addition this approach does

not enable us to understand the joint effect of varying load and buffer size together.

To remedy this, Cruise [1] introduced a new scaling of the many sources asymp-

totic, indexed by α and β. The parameter α is used to control the buffer size scaling,

such that in the N th system the buffer is size NαB. For α > 1 the buffer grows

faster than the number of sources, whereas for α < 1 the buffer grows slower than

the number of sources. β is used to control the excess service rate above the to-

tal arrival rate, such that in the N th system the excess service capacity is NβC.

For β < 1 the load increases to one as the number of sources increases; the heavily

loaded case. For β > 1 the load tends to zero as N increases giving the lightly loaded

scenario. He used this framework to explore different kinds of loadings and different

different scales of the system parameters (small buffers, heavy traffic, etc.) This

thesis will begin by considering the lightly-loaded case, whereby the load vanishes

as the number of sources tends to infinity.

3.1.2 Moderate Deviations

The moderate deviations framework for the single-server queue was introduced by

Wischik [40], to study heavily loaded systems. The inspiration for this work was an

attempt to marry together ideas from functional central limit theorems and large

deviations results for the many flows asymptotic. To this end the scaling considered
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was such that in the system with N sources the buffer is of size N (1+γ)/2B and the

service rate is Nµ+N (1+γ)/2C for γ ∈ (0, 1).

Moderate deviations have also been studied by Puhalskii [41], who focused on

scaling the load of the system instead of the number of sources, and obtained log-

arithmic asymptotics for queue length and waiting time processes in single server

queues and open queuing networks in heavy traffic, and by Chang et al. [42], who

obtained results for queues with long-range dependent input.

3.1.3 Small Buffer Scaling

Another relevant scaling in the literature is that of the small buffer scaling introduced

by Cao and Ramanan [43]. Here the buffer size and load are kept constant as the

number of flows is increased. This paper observes the short timescales at which

events occur and makes use of this idea to show that for general point processes

the behavior of queue length is as if it had been fed by Poisson traffic. The use

of weak convergence enables the authors to obtain the full distribution in the limit

but does not easily allow the extension to general networks and sample path results.

In comparison to this the small buffer results proved in [1] enable the discussion of

networks and other service disciplines, but provide only tail asymptotics, given that

they are obtained using large deviations techniques. The small buffer scaling has

been investigated in further detail in [44, 45, 46, 47, 48].

The aforementioned results focused on the scaling of a single server queue. Wis-

chik extended these results to consider sample path results in discrete time for the

single server queues [49], and for switches [50] operating in discrete time under the

many-sources asymptotic. Subramanian [27] also used this approach in analysing

multi-queue systems operating in discrete time under a Max-Weight scheduling al-

gorithm. This sample path approach is more powerful than simply considering the

behaviour of the system in 1-dimension because it allows us to use tools like the
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contraction principle [11, Theorem 4.2.1] to make very general statements about

how various quantities of interest (such as waiting times) scale as the system scales,

without needing to re-do the similar calculations from scratch.

3.2 Large deviations results (one dimension)

In this chapter we let the traffic process from a single source, A, be a marked point

process, which has underlying point process X and whose marks are distributed

as Y . Recall that A(t1, t2) is the total traffic produced in the interval (−t2,−t1].

In addition A⊕N represents the cumulative traffic from N independent identical

sources, M(θ) is the moment generating function of a single mark and λ the mean

rate of the point process.

We will need to control the long run behavior of the sources which we do through

an assumption on the arrival process. For x ∈ R and t ∈ [0,∞), we define:

Ψ(x, t)=̇ sup
θ∈R

[
θx− t−1 logE(eθA(0,t))

]
, Ψ1

∞(x)=̇ lim inf
t→∞

tΨ(x, t)

log t
(3.6)

Also, Λt(θ)=̇ logE
(
eθA(0,t)

)
is the log moment generating function of A(0, t). Finally

let f(B−) = limε>0,ε→0 f(B − ε), the limit of the function at B from below.

Let Q(N) denote the stationary unfinished work in this system, when the number

of sources is N , the arrival process of each source is distributed according to A, and

the processing rate is Nλ+NβC. Under these conditions, Q(N) is given by:

Q(N) = sup
t∈[0,∞)

[
A⊕N(0, t)−Nλt−NβCt

]
(3.7)

The probability of interest in this case is P(Q(N) > NαB) for 0 < α < 1 and β > 1

We assume the process A obeys:

Assumptions 3.2.1. A is a simple stationary point process satisfying the following
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properties:

1. λE(Y ) < C

2. There exists θ0 > 0 and K <∞ such that

lim
t→0

1

t
E
[
eθ0A(0,t)1X(0,t)>K

]
= 0

3. Ψ1
∞(C) > 0

4. Λt(θ), the log moment generating function of A(0, t), is steep and 0 ∈ D0
Λt

. In

other words limn→∞ |Λ
′
t(λn)| = ∞ whenever λn is a sequence in D0

Λt
tending

to a boundary point of D0
Λt

.

The fact that A is simple reflects the modelling assumption that all packets are

of the same size, and that multiple packets from the same source do not arrive simul-

taneously at the server. The fact that A is simple also implies that the probability

of multiple packets arriving within an arbitrarily small interval is exceedingly small.

The second assumption requires that the probability of many packets arriving in an

arbitrarily small interval [0, t] decays sufficiently fast as the interval size t→ 0.

Under these assumptions, we get the following theorem:

Theorem 3.2.2. Suppose A satisfies Assumptions 3.2.1, and let Q(N) be as defined

in Equation (3.7). Then, assuming limN→∞
N1−α

logN
Λ

(1)

Nα−βt
(θ logN) exists, for any

B > 0 we have 1

lim
N→∞

1

Nα logN
logP(Q(N) ≥ NαB) = −J(B,C) (3.8)

1The parameter β is ‘hidden’ in the equation, but it comes from the expansion of Q(N), the
stationary queue length of the system, as seen in Equation (3.7)
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where

J(B,C) = inf
t∈R+

sup
θ∈R

[
θ(tC +B)− Φα,β,t(θ)

]
(3.9)

Φα,β,t(θ) = lim
N→∞

N1−α

logN
Λ

(1)

Nα−βt
(θ logN)

The structure of the proof is as follows. We begin by showing that there is

a time beyond which the probability of buffer overflow can be bounded (Lemma

3.2.3). We use this fact to split the entire infinite time-scaled process into two: one

occurring in the short term, and the other occurring in the long term, and then use

the principle of the largest term to obtain upper bounds (Lemma 3.2.4). We then

use the Gärtner-Ellis’ theorem to obtain the lower bounds for these probabilities

(Lemma 3.2.5). We also use an application of the Chernoff bound to obtain the

upper bound. Finally we show that both the upper and lower bounds are equal.

Lemma 3.2.3. Suppose A satisfies Assumptions 3.2.1, and that 0 < α < 1 and

β > 1. Then, for any B, ε > 0, there exists T = T (B, ε) ∈ R+ such that, for any

t > T ,

lim sup
N→∞

1

Nα logN
logP

(
sup

t>Nα−βT

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)
< −ε .

Proof. We begin by noting that

A⊕N(0, t)−Nλt−NβCt ≥ NαB =⇒ A⊕N(0, t)

Nα
−N1−αλt−Nβ−αCt ≥ B .
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Let t′ = Nβ−αt, so that

A⊕N(0, t)

Nα
−N1−αλt−Nβ−αCt =

A⊕N(0, Nα−βt′)

Nα
−N1−βλt′ − Ct′ .

Therefore

P
(

sup
t>Nα−βT

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)
= P

(
sup
t>T

[
A⊕N(0, Nα−βt)

Nα
−N1−βλt− Ct

]
≥ B

)
≤ P

(
sup
t>T

[
A⊕N(0, Nα−βt)

Nα
− Ct

]
≥ B

)
(3.10)

We choose δ ∈ (0, B) such that s = δC−1 < 1. For l ∈ Z+, let tl = sl and

Il = [tl, tl+1). For fixed N , A⊕N(0, Nα−βt) is non-decreasing in t, and B − δ > 0,

therefore we get

P

(
sup

t∈[tl,tl+1)

[
A⊕N(0, Nα−βt)

Nα
− Ct

]
≥ B

)
≤ P

(
A⊕N(0, Nα−βtl+1)

Nα
≥ B + Ctl

)
≤ P

(
A⊕N(0, Nα−βtl+1)

Nα
≥ B + Ctl

)
≤ P

(
A⊕N(0, Nα−βtl+1)

Nα
> B − δ + Ctl+1

)
≤ P

(
A⊕N(0, Nα−βtl+1)

Nα
> Ctl+1

)
.
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We use the Chernoff bound to see that, for θ ≥ 0,

P
(
A⊕N(0, Nα−βtl)

Nα
≥ Ctl

)
≤ e−tlCθE

[
eθ

A⊕N (0,Nα−βtl)
Nα

]
= e

−tl
(
Cθ−N/tlΛ

(1)

Nα−βtl
(θ/Nα)

)

≤ e
−tl
(
Cθ−N/tlΛ

(1)

Nα−βtl
(θ)

)
.

Taking the infimum over θ ≥ 0 we get

P
(
A⊕N(0, Nα−βtl)

Nα
≥ Ctl

)
≤ e−tlΨ(C,Nα−βtl) ,

where the last equality is obtained by recognizing that N/tl = Nα−β+1

Nα−βtl
, and that

for m ∈ [1,∞),

sup
θ∈[0,∞)

[
θx− m

t
logEeθt

]
≤ Ψ(x, t) .

Given t0 ∈ (s−1,∞), let LN ∈ Z+ be such that Nα−βt0 ∈ [tLN , tLN+1
). Let N0 =

inf{N : Nτ > LN}. For τ ∈ (0,∞) and all N > N0 we have that P
(
Q(N) ≥ NαB

)
is at most

P

(
sup

t∈[sLN ,sbNτc)

[
A⊕N(0, Nα−βt)

Nα
− Ct

]
≥ B

)

+ P

(
sup

t∈[sbNτc,∞)

[
A⊕N(0, Nα−βt)

Nα
− Ct

]
≥ B

)

≤
bNτc∑
LN+1

e−tlΨ(C,Nα−βtl) +
∞∑

l=bNτc

e−tlΨ(C,Nα−βtl) . (3.11)

We bound Ψ(x, t) using extensions to Lemma 5 and Corollary 6 in [43]: there exist

τ̇ > 1, and β1, β2 > 0 such that Ψ(x, t) ≥ β1 for t ∈ [0, τ̇) and tΨ(x, t)/ log t ≥ β2
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for t ∈ [τ̇ ,∞). This gives

bNτ̇c∑
LN+1

e−tlΨ(C,Nα−βtl) ≤
bNτ̇c∑

l=LN+1

e−tlβ1 ≤
∞∑

l=LN+1

e−tlβ1 ,

which tends to zero as LN → ∞. For the second sum on the right-hand side of

(3.11) we have that

∞∑
l=bNτc

e−tlΨ(C,Nα−βtl) ≤
∞∑

l=bNτc

e−β2Nβ−α log(Nα−βtl ) =
∞∑

l=bNτc

(
Nα−βsl

)−β2Nβ−α

= s−β2Nβ−α
N

∫ ∞
τ̇

x−β2Nβ−α
dx =

s−β2Nβ−α+1
τ̇ 1−β2Nβ−α

1− β2Nβ−α ,

which also tends to zero as N → ∞. We can therefore choose LN = LN(, B) and

N = N(, B) such that for T = sL and n > N , each term in the last two displays is

less than ε/2. This establishes the lemma with T = sLN .

Lemma 3.2.4. Let Q(N) be as defined previously and let A be a stationary point

process. Then given B > 0 and α > 0 let Φα,β,t(θ) = limN→∞
N1−α

logN
ΛNα−βt(θ logN).

Assume

1. E(A(0, 1)) < C

2. DΦα,β,t 6= ∅

3. For all ε ∈ R there exists t0 such that

lim sup
N→∞

1

Nα logN
logP

(
sup

t∈[Nα−βt0,∞)

A⊕Nα,β (0, t)− Ct ≥ NαB

)
≤ −ε

Then

lim sup
N→∞

1

Nα logN
logP(Q(N) ≥ NαB) ≤ − inf

t∈R+
sup
θ∈R

[
− θ(tC +B) + Φα,β,t(θ)

]
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Proof. We begin by splitting the event of interest into two: the short timescale and

the long timescale

P(Q(N) ≥ NαB) ≤ P

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

+ P

(
sup

t∈[Nα−βt0,∞)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)
(3.12)

We make use of the principle of the largest term enabling us to consider them

separately. We use the assumption from the lemma to bound the second term from

above to be appropriately small by our choice of t0. This implies that the first term

dominates.

To simplify the next couple of equations we let τ = d t0
ε
e. Using the fact that the

sum of the probability of events is larger than the probability of the union of the

events and splitting the time period [0, Nα−βt0) into sections of length εNα−β, we

get

P

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤
τ∑
i=1

P

(
sup

t∈[(i−1)εNα−β ,iεNα−β)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)
(3.13)
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Since A⊕N(0, t) is non-decreasing in t, we have

τ∑
i=1

P

(
sup

t∈[(i−1)εNα−β ,iεNα−β)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤
τ∑
i=1

P
(
A⊕N

(
0, iεNα−β)− (i− 1)Nα−β+1λ− (i− 1)εCNα ≥ NαB

)
=

τ∑
i=1

P
(
A⊕N

(
0, iεNα−β) ≥ (i− 1)Nα−β+1λ+ (i− 1)εCNα +NαB

)
(3.14)

We use the Chernoff bound and take the infimum over θ for each term to obtain

τ∑
i=1

P
(
A⊕N

(
0, iεNα−β) ≥ (i− 1)Nα−β+1λ+ (i− 1)εCNα +NαB

)
≤

τ∑
i=1

inf
θi

(
exp

[
−θiNα[(i− 1)εC +B − λεN1+α−β] +NΛ

(1)

iεNα−β(θi)
])

(3.15)

Now, we rescale θ with N as follows: Let θ∗i = θi logN . Then Equation (3.16) can

be re-written as:

τ∑
i=1

P
(
A⊕N

(
0, iεNα−β) ≥ (i− 1)Nα−β+1λ+ (i− 1)εCNα +NαB

)
≤

τ∑
i=1

inf
θi

(
exp

[
− θiNα logN [(i− 1)εC +B − λεN1+α−β]

+NΛ
(1)

iεNα−β(θi logN)
])

(3.16)

We approximate each term by the maximum term giving an upper bound on the
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sum as follows:

τ∑
i=1

inf
θi

(
exp

[
−θiNα[(i− 1)εC +B − λεN1+α−β] +NΛ

(1)

iεNα−β(θi)
])

≤ max
i

inf
θi

(
exp

[
− θiNα logN [(i− 1)εC +B − λεN1+α−β] +NΛ

(1)

iεNα−β(θi logN)
])

×
(
t0
ε

+ 1

)

We therefore have that

P

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤ max
i

inf
θi

(
exp

[
− θiNα logN [(i− 1)εC +B − λεN1+α−β]

+NΛ
(1)

iεNα−β(θi logN)

])
×
(
t0
ε

+ 1

)
(3.17)

and

lim sup
N→∞

1

f(N)
logP

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤ lim sup
N→∞

1

f(N)
max
i

inf
θi

(
θiN

α logN [(i− 1)εC +B − λεN1+α−β]

+NΛ
(1)

iεNα−β(θi logN)

)
+ log

(
t0
ε

+ 1

)
(3.18)

where f(N) = Nα logN . The second term in Equation (3.18) tends to zero as N

tends to infinity, so that we have

lim sup
N→∞

1

f(N)
logP

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤ lim sup
N→∞

1

f(N)
max
i

inf
θi

(
θiN

α logN [(i− 1)εC +B − λεN1+α−β]

+NΛ
(1)

iεNα−β(θi logN)

)
(3.19)
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We now swap the order of the limsup, max and inf and the result will be greater than

or equal to that of the previous expression. We expand the maximum of i ∈ 1, . . . , τ

to a supremum over t ∈ R+ giving

lim sup
N→∞

1

f(N)
logP

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤ sup
t∈R+

inf
θ∈R

lim sup
N→∞

[
− θ((t− 1)εC +B − λε) +

NΛ
(1)

tεNα−β(θ logN)

Nα logN

]

We therefore have that

lim sup
N→∞

1

Nα logN
logP

(
sup

t∈[0,Nα−βt0)

A⊕N(0, t)−Nλt−NβCt ≥ NαB

)

≤ − sup
t∈R+

inf
θ∈R

lim sup
N→∞

[
θ(tC +B) + λθε−

N1−αΛ
(1)

εNα−βt
(θ logN)

logN

]

We take the limit as ε tends to zero to get the result.

We now move on to obtain the lower bound

Lemma 3.2.5. Let Q(N) be as defined, and let A be a stationary point process.

Given B > 0, 0 < α < 1 and β > 1, let Φα,β,t(θ) = limN→∞
N1−α

logN
Λ

(1)

Nα−βt
(θ logN)

Assume:

1. E(A(0, 1)) < C,

2. 0 ∈ D0
Φα,β,t

,

3. Φα,β,t is differentiable on D0
Φα,β,t

,

4. Φα,β,t(·) is steep.

Then

− inf
t∈R+

sup
θ∈R

[θ(tC +B)− Φα,β,t] ≤ lim inf
N→∞

1

Nα logN
P(Q(N) ≥ NαB)
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Proof. We want to bound

lim inf
N→∞

1

Nα logN
logP(Q(N) ≥ NαB)

We begin by substituting the definition of Q(N) to get

= lim inf
N→∞

1

Nα logN
logP

(
sup
t∈R+

N∑
i=1

Ai(0, t)−Nλt−Nβt−NβCt ≥ NαB

)

This is equivalent to

lim inf
N→∞

log
1

Nα logN
log sup

t∈R+

P
(
A⊕Nα,β (0, t)− Ct ≥ B

)
Since the probability of the union of events is greater than or equal to the probability

of any one of the events, we have

lim inf
N→∞

1

Nα logN
logP(Q(N) ≥ NαB) ≥

sup
t∈R+

lim inf
N→∞

1

Nα logN
logP

(
A⊕Nα,β (0, t)− Ct ≥ B

)
We now apply the Gärtner-Ellis lower bound to the last expression. We begin by

finding the log moment-generating function

Λ
(N)
t (f(N)θ) = logE

[
eθN

α logN(A⊕Nα,β (0,t)−B−Ct)
]

= −(λN1−β +B + Ct)θNα logN +NΛ
(1)

Nα−βt
(θ logN)
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Therefore

lim
N→∞

1

Nα logN
Λ

(N)
t (f(N)θ) = −θ(tC +B) + lim

N→∞

N1−α

logN
Λ

(1)

Nα−βt
(θ logN)

To apply Gärtner-Ellis we need the following conditions to hold for Λ
(N)
t (f(N)θ) on

DΛ=̇{θ ∈ R : Λ(θ <∞}:

1. 0 ∈ D0
Λ

2. Λ(·) is differentiable on D0
Λ

3. Λ is steep

We already assumed that these hold for limN→∞
N1−α

logN
ΛNα−βt(θ logN). Using the

Gärtner-Ellis lower bound, we obtain

− inf
x∈[0,∞)

Λ∗(x) = − inf
x∈[0,∞)

sup
θ
{θx− Λ

(N)
t (f(N)θ)} = − sup

θ
{−Λ

(N)
t (f(N)θ)}

We therefore have that

lim inf
N→∞

1

Nα logN
logP(Q(N) ≥ NαB) ≥ − inf

t∈R+
sup
θ∈R
{(tC +B)θ − Φα,β,t(θ)}

3.2.1 Proof of Theorem 3.2.2

To begin with, for the upper bound we make use of Lemma 3.2.4 which guarantees

the assumptions are satisfied.

For the lower bound we check the conditions of the lower bound, Lemma 3.2.5.

Since ΛNα−βt is the log moment generating function we have that Λt(0) = 0 and it

is differentiable within the domain where it is finite. Also, by the assumptions of
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the lemma it is steep so we can use Lemma 3.2.5 for the lower bound. These give

the result.

In the next section we attempt to extend this to sample path large deviations

principles for lightly-loaded systems.

3.3 Sample Path Large Deviations

We begin by restating the assumptions on the point process in this scenario.

Assumptions 3.3.1. A is a simple stationary point process satisfying the following

properties:

1. λE(Y ) < C

2. There exists θ0 > 0 and K <∞ such that

lim
t→0

1

t
E
[
eθ0A(0,t)1X(0,t)>K

]
= 0

3. Ψ1
∞(C) > 0

4. Λt(θ), the log moment generating function of A(0, t), is steep and 0 ∈ D0
Λt

. In

other words limn→∞ |Λ
′
t(λn)| = ∞ whenever λn is a sequence in D0

Λt
tending

to a boundary point of D0
Λt

.

We now proceed to show a number of properties of the system. We begin by

showing that the log moment generating function of the arrival process is maintained

on all subdivisions of the real number line (Lemma 3.3.3). We also show that there

is a time beyond which the probability of buffer overflow can be bounded (Lemma

3.2.3). We will also show that the scaled arrival process belongs to the set of càdlàg

functions, D0, for all N (Lemma 3.3.4).
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While considering sample paths we need to characterize compact sets on which

the measure associated with the process is large. Marked point processes naturally

live in the space of càdlàg functions in which it is difficult to classify compact sets.

Instead, we will make use of a linear interpolation of the marked point process which

lives in the space of continuous functions. We define this as

Definition 3.3.2. Let τ−N (t) be the time of the last point before or at t of X⊕N and

τ+
N (t) be the time of the next point after t of X⊕N and ζN(t) its associated mark.

Then let Ā⊕N be the polygonal approximation of A⊕N defined by

Ā⊕N(0, t) = A⊕N(0, t) +
t− τ−N (t)

τ+
N (t)− τ−N (t)

ζN(t)

The scaled version, ˜̄A, can be defined similarly:

˜̄A⊕N(0, t) = ˜A⊕N(0, t) +
t− τ−N (t)

τ+
N (t)− τ−N (t)

ζN(t)

We will show that the arrival process and its linear interpolation are exponen-

tially equivalent in D0 with the scaled uniform norm (Lemma 3.3.5).

Lemma 3.3.3. Suppose A is a marked point process which obeys Assumptions 3.3.1

Given 0 = j0 < j1 < j2 < · · · < jn−1 < jn = 1 and t ∈ R, define the vector

Aj,t by Aj,t
i = A(tji−1, tji). Then there exists θ∗ > 0 such that, uniformly for all

θ ∈ {θ : θi ∈ [0, θ∗]},

lim
t→0

1

t
logE

[
e〈θ,A

j,t〉
]

= λ
n∑
i=1

(ji − ji−1)(M(θi)− 1) . (3.20)

Proof. Firstly, we have P(X(0, t) = 1) = λt + o(t) and P(X(0, t) ≥ 2) = o(t).

These follow directly from [10, Propositions 3.3.I, 3.3.IV and 3.3.V]. Now let pt(k) =
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P(X(0, t) = k) for k ∈ Z+. As we choose θ∗ > 0 and K < ∞ to be such that the

assumptions are satisfied with θ∗ ≤ θ0 and M(θ∗) <∞,

E
[
e〈θ,A

j,t〉
]
− 1 = pt(0) + pt(1)E

[
e〈θ,A

j,t〉|X(0, t) = 1
]

+
K∑
k=2

pt(k)E
[
e〈θ,A

j,t〉|X(0, t) = k
]

+ E
[
e〈θ,A

j,t〉1X(0,t)>K

]
− 1 .

Since E
[
e〈θ,A

j,t〉|X(0, t) = k
]

has no dependence on t (as the Yi are independent of

the point process), we use the previous probability approximations to get

E
[
e〈θ,A

j,t〉
]
− 1 = −λt+ λtE

[
e〈θ,A

j,t〉|X(0, t) = 1
]

+ E
[
e〈θ,A

j,t〉1X(0,t)>K

]
+ o(t) .

Consider E
[
e〈θ,A

j,t〉|X(0, t) = 1
]
. By conditioning the sub-interval containing the

point, we get

E
[
e〈θ,A

j,t〉|X(0, t) = 1
]

=
n∑
i=1

P(X(tji−1, tji) = 1|X(0, t) = 1)M(θi) .

Also,

0 ≤ E
[
e〈θ,A

j,t〉1X(0,t)>K

]
≤ E

[
eθ
∗A(0,t)1X(0,t)>K

]
≤ E

[
eθ0A(0,t)1X(0,t)>K

]
.

Using these and our assumptions, we get

lim
t→0

1

t

(
E
[
e〈θ,A

j,t〉
]
− 1
)

=− λ+ λ lim
t→0

(
n∑
i=1

P(X(tji−1, tji) = 1|X(0, t) = 1)M(θi)

)

and

lim
t→0

1

t

(
E
[
e〈θ,A

j,t〉
]
− 1
)2

= 0 .
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We now need to find limt→0 P(X(tji−1, tji) = 1|X(0, t) = 1). Firstly,

P(X(0, t/2) = 1|X(0, t) = 1) =
P(X(0, t/2) = 1, X(t/2, t) = 0)

P(X(0, t) = 1)
.

Since P(X(0, t/2) = 1) = λt/2 + o(t), and P(X(t/2, t) = 1) = λt/2+o(t/2), we have

lim
t→0

P(X(0, t/2) = 1|X(0, t) = 1) = lim
t→0

λ t
2

+ o(t)

λt+ o(t)
=

1

2
.

A similar argument gives

lim
t→0

P(X(tji−1, tji) = 1|X(0, t) = 1) = ji − ji−1 . (3.21)

Thus,

lim
t→0

1

t

(
E
[
e〈θ,A

j,t〉
]
− 1
)

= −λ+ λ

(
n∑
i=1

(ji − ji−1)M(θi)

)
. (3.22)

Finally, we have that x−x2/2 ≤ log(1+x) ≤ x for all x ≥ 0, which gives the desired

result.

We now look more closely at the processes of interest. We begin by checking

that these processes belong to the space D0.

Lemma 3.3.4. Let A be a marked point process such that Ψ1
∞(x) > 0 for all x 6=

µE(Y ). Then ÃNα,β is in D0 for all N .

Proof. Firstly, by definition we have that ÃNα,β is a càdlàg function. Secondly, we

need to show that ÃNα,β/(t + 1) → 0 as t → ∞. This is equivalent to showing

P(ÃNα,β /∈ D0) = 0. We do this by considering, for x > µE(Y ), P(A(0, t) > xt) ≤

e−tΨ(x,t). Since Ψ1
∞(x) > 0 given x 6= µE(Y ), there exist T and δ > 0 such that, for

all t > T , tΨ(x, t)/ log t ≥ δ > 0. This shows that P(A(0, t) > xt)→ 0 as t tends to

∞. A similar argument holds for x < µE(Y ).
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For our Definition 3.3.2 of the linear interpolation of a point process to be of use,

we need to show the processes are exponentially tight ([11, p.8]) on the scalings of

interest.

Lemma 3.3.5. Let α > 0 and A be a marked point process. If β ≥ 1 and M(θ) <∞

for all θ ∈ R, or if β < 1 and there exists θ > 0 such that M(θ) < ∞, then the

associated measures of ÃNα,β (the scaled original process) and ˜̄ANα,β (the scaled linear

interpolation) are exponentially equivalent in D0 with the scaled uniform norm || · ||s.

Proof. The sets we need to consider are

{∥∥∥ ˜̄ANα,β − ÃNα,β
∥∥∥
s
> γ

}
,

which are obviously measurable. To estimate the measure of these we consider

whether this event happens in intervals of the form [i, i+ 1):

P
(∥∥∥ ˜̄ANα,β − ÃNα,β

∥∥∥
s
> γ

)
≤

∞∑
i=0

P
(
‖ ˜̄ANα,β − ÃNα,β‖[i,i+1) > γ(i+ 1)

)
,

where ‖x‖[i,i+1) = supt∈[i,i+1) |x(t)|. Now, we have that | ˜̄ANα,β(0, t) − ÃNα,β(0, t)| <

|ζN(Nα−βt)|/Nα, which implies that if | ˜̄ANα,β − ÃNα,β|[i,i+1) > γ(i+ 1), either there is

a mark in (−Nα−β(i + 1),−Nα−βi] or ζN(Nα−β(i + 1)) is larger than Nαγ(i + 1).

So, for any γ > 0,

P(| ˜̄ANα,β − ÃNα,β|[i,i+1) > γ(i+ 1))

≤
N∑
k=1

P

X(k)(0,Nα−β(i+1))⋃
j=X(k)(0,Nα−β(i))

{
Y

(i)
j > γ(i+ 1)Nα

}+ P
(
Y

(1)
1 > γ(i+ 1)Nα

)
,

(3.23)

where the first term represents marks in (−Nα−β(i + 1),−Nα−βi], and the second
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the first mark before this. Now, we have

N∑
k=1

P

X(k)(0,Nα−β(i+1))⋃
j=X(k)(0,Nα−β(i))

{
Y

(i)
j > γ(i+ 1)Nα

}
= NP

X(k)(0,Nα−β(i+1))⋃
j=X(k)(0,Nα−β(i))

{Y (1)
j > γ(i+ 1)Nα}


= NE

(
1
{∪X

(k)(0,Nα−β(i+1))

j=X(k)(0,Nα−β(i))
{Y (1)
j >γ(i+1)Nα}}

)

≤ NE
(
X(1)(Nα−βi, Nα−β(i+ 1))1{Y (1)

1 >γ(i+1)Nα}

)
(3.24)

Substituting Equation (3.24) into Equation (3.23), we get that

P(| ˜̄ANα,β − ÃNα,β|[i,i+1) > γ(i+ 1)) ≤ (Nα−β+1µ+ 1)P(Y
(1)

1 > γ(i+ 1)Nα) .

We now apply the Chernoff bound to this to get that, for θ ≥ 0,

P(| ˜̄ANα,β − ÃNα,β|[i,i+1) > γ(i+ 1)) ≤ (Nα−β+1µ+ 1)M(θ)e−N
αθγ(i+1) .

Summing the terms and bounding the sum by an integral we get

P
(∥∥∥ ˜̄ANα,β − ÃNα,β

∥∥∥
s
> γ

)
≤

∞∑
i=0

(Nα−β+1µ+ 1)M(θ)e−N
αθγ(i+1)

≤ e−N
αθγ((Nα−β+1µ+ 1)M(θ))(1 + (Nαθγ)−1) .

Now, for β < 1 we just select θ > 0 such that M(θ) < ∞ and we let N → ∞. If

β ≥ 1 we know that, since M(θ) < ∞ for all θ, we can take N → ∞ and then
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θ →∞, which gives

lim sup
N→∞

1

Nα+β−1
logP

(∥∥∥ ˜̄ANα,β|[0,T ] − ÃNα,β|[0,T ]

∥∥∥
s
> γ

)
= −∞ ,

for any γ > 0. This shows the two measures are exponentially equivalent.

Now we show a series of lemmas which should form the basis for proving the

sample path results. We start by proving a finite dimensional large deviations prin-

ciple about the process (Lemma 3.3.6) which is then extended into a sample path

result on finite time (Lemma 3.3.8). These lemmas are based on ideas from the

proof of Mogulskii’s theorem [11, Theorem 5.1.2] and the extension of this to infi-

nite time by O’Connell and Ganesh [51]. The novel work lies in applying the ideas

to lightly-loaded systems in the many flows asymptotic.

Lemma 3.3.6. Let J be the collection of all ordered finite subsets of (0, 1]. For

any T ∈ R+, j = {0 < s1 < s2 < · · · < s|j| ≤ 1} ∈ J and f : [0, T ] × [0, T ] → R,

let pTj (f) denote the vector (f(0, T s1), f(0, T s2), . . . , f(0, T s|j|)) ∈ R|j|. Let A be a

marked point process. Given α, β ∈ R+ such that 0 < α < 1 and β > 1, we define

Ωα,β(θ, j, T ) = lim
N→∞

1

Nα logN
×

logE
(
e
∑|j|
i=1N

β−1θiA(Nα−βji−1T,N
α−βjiT )−θiT (ji−ji−1)Nα−1µE(Y )

)
,

We assume the following:

1. Ωα,β(θ, j, T ) is steep in the variable θ for every j and T ,

2. D◦Ωα,β contains θ = 0,

3. Ωα,β(θ, j, T ) is differentiable in θ on D◦Ωα,β .
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The sequence of vectors pTj

(
ÃNα,β

)
satisfies a large deviations principle in R|j| with

rate f(N) and good rate function

Ij,T (z) = sup
θ∈R|j|


|j|∑
i=1

(zi − zi−1)θi − Ωα,β(θ, j, T )

 .

Proof. We have that, for a fixed N , pTj
(
ÃN
)

is the following random vector:

Zj
N = (ÃNα,β(0, T s1), . . . , ÃNα,β(0, T s|j|)) .

Let

Wj
N = (ÃNα,β(0, T s1), ÃNα,β(Ts1, T s2), . . . , ÃNα,β(Ts|j|−1, T s|j|)) .

We prove a large deviations principle for W and apply the contraction mapping

principle to find a large deviations principle for Z. We use the Gärtner-Ellis theorem

[11, Theorem 2.3.6], employing the log moment generating function of W j
N , ΨN(θ) =

logE[e〈θ,W
j
N 〉]. We have

ΨN(θ) = logE

exp

 |j|∑
i=1

1

Nα
θiA

⊕N(Nα−βji−1T,N
α−βjiT )− θiT liN1−βµE(Y )


= N logE

exp

 |j|∑
i=1

1

Nα
θiA(Nα−βji−1T,N

α−βjiT )− θiT liN−βµE(Y )


where li = ji − ji−1.

By definition Ψ(θ) = limN→∞
1

f(N)
ΨN(θf(N)) = Ωα,β(θ, j, T ). We need Ψ to sat-

isfy the conditions of the Gärtner-Ellis theorem; this is ensured by the assumptions

on Ωα,β. So the rate function for the large deviations principle for Wj
N is

Ψ∗(w) = sup
θ∈R|j|

{〈w, θ〉 −Ψ(θ)} = sup
θ∈R|j|


|j|∑
i=1

wiθi − Ωα,β(θ, j, T )

 .
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Since the map Wj
N 7→ Zj

N is continuous and one to one, we can find the large

deviations principle for Zj
N by the contraction principle [11, Theorem 4.2.1].

As ÃNα,β and ˜̄ANα,β are exponentially equivalent in the cases considered above, an

immediate consequence of Lemma 3.3.6 is the following corollary.

Corollary 3.3.7. Let A be a marked point process. Given α, β ∈ R such that

0 < α < 1 and β > 1 we define

Ωα,β(θ, j, T ) = lim
N→∞

1

Nα logN
logE

(
eη(θ,j,N,T )

)
,

where

η(θ, j,N, T ) =

|j|∑
i=1

Nβ−1θiA(Nα−βji−1T,N
α−βjiT )− θiT (ji − ji−1)Nα−1µE(Y ) .

We assume the following:

1. Ωα,β(θ, j, T ) is steep in the variable θ for every j and T ,

2. D◦Ωα,β contains θ = 0,

3. Ωα,β(θ, j, T ) is differentiable in θ on D◦Ωα,β .

The sequence of vectors pTj

(
˜̄ANα,β

)
satisfies a large deviations principle in R|j| with

rate Nα+β−1 and good rate function

Ij,T (z) = sup
θ∈R|j|


|j|∑
i=1

(zi − zi−1)θi − Ωα,β(θ, j, T )

 .

Next we have a lemma which allows us to turn the previous finite dimensional

result into a sample path result.
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Lemma 3.3.8. For a given T ∈ R+, let C T be the space of continuous functions,

x : [0, T ] 7→ R for which x(0) = 0. Let WN be a random variable on C T such

that, given any j ∈ J and 0 < T ′ ≤ T , we have that pT
′

j (WN) obeys a large

deviations principle with rate f(N) and good rate function Ij,T ′. Then WN obeys a

large deviations principle in C T with the topology of pointwise convergence with rate

f(N) and good rate function

IT (x) = sup
j∈J ,0<T ′≤T

Ij,T ′(x).

Furthermore, if WN is exponentially tight with respect to the uniform norm then

WN obeys a large deviations principle in C T with the uniform norm and the same

rate and rate function.

Proof. We firstly define a partial ordering on J by i =
(
s1, . . . , s|i|

)
≤ j =(

t1, . . . , t|j|
)
, i, j ∈J , if and only if for each l there exists q(l) such that sl = tq(l).

For a fixed T we can define the projection pTij : R|j| → R|i| for i ≤ j ∈ J in the

natural way. We now define C̃ T to be the projective limit of
{
Yj = R|j|

}
j∈J

with

respect to the projections pTij for a fixed T . The spaces C̃ T and C T may be identified

with each other. This can be seen by considering f ∈ C T which, then corresponds to

(pTj (f))j∈J which belongs to C̃ T since pTi (f) = pTij(p
T
j (f)) for i ≤ j ∈J . Also, for

x ∈ C̃ T we can see that this corresponds to f ∈ C T , where f(t) = xt/T for t > 0 and

f(0) = 0. In addition, the projective topology on C̃ T is equivalent to the pointwise

convergence topology on C T . Therefore we can use the Dawson-Gärtner theorem

[11, Theorem 4.6.1] to find a large deviations principle in C T with the topology of

pointwise convergence. The good rate function for this large deviations principle is

IT (f) = sup
j∈J ,0<T ′≤T

Ij,T ′(f) .
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For the second part of the lemma we make use of the inverse contraction principle,

since WN is exponentially tight in C T with uniform norm. We use the identity

function mapping on C T from the topology of pointwise convergence to the uniform

topology to give the required result.

We thus have a large deviations principle for sample paths of [0, T ). Now we will

extend it to those on [0,∞). Again, we use the Dawson-Gärtner theorem to carry

out the extension.

Lemma 3.3.9. Let WN be a stationary random process on the space C of contin-

uous functions of R+. Assume that, given T > 0, the random variables WN |T , the

restriction of WN to the interval [0, T ), obey a large deviations principle on C T with

the uniform topology, rate f(N) and good rate function IT . Assume also that, given

x > E(WN(0, 1)) = λ and B, d > 0, there exists td,x > 0 such that

lim sup
N→∞

1

f(N)
logP

(
sup
t>td,x

WN(0, t)− xt > B

)
< −d,

and a similar inequality holds for x < E(WN(0, 1)). Then WN obeys a large devi-

ations principle on C with topology induced by the scaled uniform norm || · ||s with

rate f(N) and good rate function I(x) = supT IT (x).

Proof. We consider the projections qst : C t → C s, for s ≤ t ∈ R+, which are the re-

strictions of the functions to the interval [0, s). This means that the projective limit

space is C with the projective limit topology. So we can apply the Dawson-Gärtner

theorem [11, Theorem 4.6.1], which shows that Y N satisfies a large deviations prin-

ciple in C with rate f(N) and good rate function I(x) = supT∈R+ IT (x).

We now strengthen the topology from the projection topology to that induced

by the scaled uniform norm. We start by proving that WN is exponentially tight

in C with the scaled uniform norm. We will define two groups of sets, Lα and Kα.
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Firstly, we know that WN |T satisfies a large deviations principle in the space C T

with the uniform norm, which is a Polish space. Thus, it is exponentially tight in

this space, which means that there is a family of compact sets LTα which have the

property that

lim sup
N→∞

1

f(N)
logP(WN |T /∈ LTα) < −α .

Let L̄Tα be the smallest compact set with this property. Then L̄T2
α ⊂ L̄T1

α if T2 > T1.

To see this, assume for contradiction that there is a function x which is in L̄T2
α but

not in L̄T1
α . Since it is not in L̄T1

α we must have that IT2(x) > α. Therefore it must

be the limit of a sequence of functions in L̄T2
α , otherwise it could be removed and

the set would still be compact and have the required property. This cannot be the

case, as the functions truncated to the interval [0, T1) must also tend to the limit

x truncated to [0, T1). This shows that x ∈ L̄T1
α , the required contradiction. Hence

there is no x in L̄T2
α but not in L̄T1

α .

Define Lα =
⋂
T∈N L̄

T
α , which is compact in the projection topology and has the

following property:

lim sup
N→∞

1

f(N)
logP(WN /∈ Lα) < −α .

By assumption there exist ti such that

lim sup
N→∞

1

f(N)
logP

(
sup
t>ti

[WN(0, t)− (λ+ εi)t] ≥ 1

)
≤ −α ,

where εi = 1/i. Let t+i be the minimum t such that this holds. Also, let t−i be such

that

lim sup
N→∞

1

f(N)
logP

(
sup
t>t−i

[WN(0, t)− (λ− εi)t] ≤ 1

)
≤ −α .
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We defineKα to be the set of continuous functions which have the following property:

x(t) < (λ+ 1/i)t+ 1 for t+i < t < t+i+1 ,

and

x(t) > (λ− 1/i)t− 1 for t−i < t < t−i+1 .

Obviously we then have that

lim sup
N→∞

1

f(N)
logP(WN /∈ Kα) < −α .

We now define Mα = Kα ∩ Lα, which has the property that

lim
α→∞

lim sup
N→∞

1

f(N)
logP(WN /∈Mα) = −∞ .

Also, we know that Lα is compact with the projection topology. Hence, given a

sequence x(n) in Mα, we can find a subsequence x(j) which converges to some x in

the projective topology. In order to complete the proof we need to show x ∈ Mα

and then that x(j) → x in the scaled uniform topology.

Since x(j) → x uniformly on compact intervals,

lim
j→∞

sup
t∈[0,T ]

∣∣∣∣x(j)(t)

1 + t
− x(t)

1 + t

∣∣∣∣ = 0 for every T > 0 .

Also, since x(j) ∈ Kα, we have

∣∣∣∣x(j)(t)

t
− λ
∣∣∣∣ ≤ 1

t
+ εt for all t > max(t−1 , t

+
1 ) ,

where εt = 1/min{i − 1; t+i > t, t−i > t}, which tends to 0 as t → ∞. This shows
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that ∣∣∣∣x(t)

t
− λ
∣∣∣∣ ≤ 1

t
+ εt for all t > max(t−1 , t

+
1 ) ,

thus giving x ∈ Mα. Finally, given ε > 0 we choose i such that 1/i < ε and then

select T > 0 such that T > t+i and T > t−i . Then, for j sufficiently large, we have

‖x(j) − x‖ ≤ sup
t≤T

∣∣∣∣x(j)(t)

1 + t
− x(t)

1 + t

∣∣∣∣+ sup
t>T

∣∣∣∣x(j)(t)

1 + t
− x(t)

1 + t

∣∣∣∣ ≤ 2ε.

At the moment, we are unable to find a log moment generating function suitable

for the application of the Gärtner-Ellis theorem, and therefore establish an LDP in

this setting. This is because one of the key assumptions for the application of the

Gärtner-Ellis theorem is that the log moment-generating function is steep. The log

moment-generating function obtained in this case is not steep, and, to the best of

our knowledge, there are no extensions to the Gärtner-Ellis theorem that enable us

to deal with such cases.

We will, however, give some calculations to motivate the form of the rate function

in the lightly loaded case, β > 1.

Lemma 3.3.10. For a given 0 < α < 1 and β > 1, we have that

Ωα,β(θ, j, T ) =


0 if θj < β − 1 ∀j ,

1 if θj = β − 1 ∀j ,

∞ otherwise ,

and

Iα,β(x) =


∫∞

0
ẋdt if x(0) = 0 and x is absolutely continuous ,

∞ otherwise .
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To see why Ωα,β(θ, j, T ) would be an appropriate choice, aside from issues of

steepness in Lemma 3.3.10, note that, for 0 < α < 1 and β > 1,

Ωα,β(θ, j, T ) = lim
N→∞

N1−α

logN
logE

[
e〈θ logN,Aj,N

α−βT 〉
]
.

By replacing the time t with the scaled version, Nα−βt in Lemma 3.3.3, we see that

the process A(Nα−βtj−1, N
α−βtj) can be approximated by a Poisson process with

mean µNα−β(tj − tj−1). Therefore,

Ωα,β(θ, j, T ) = lim
N→∞

N1−α

logN

∏
j

E
[
eθj logNA(Nα−βtj−1,N

α−βtj)
]

= lim
N→∞

N1−α

logN

∑
j

Nα−βµ(tj − tj−1)(eθj logN − 1)

= lim
N→∞

N1−β

logN

∑
j

µ(tj − tj−1)(N θj − 1)

= lim
N→∞

∑
j

µ(tj − tj−1)

(
N1−β+θj

logN

)

=


0 if θj < β − 1 ∀j ,

1 if θj = β − 1 ∀j ,

∞ otherwise .

Lemma 3.3.11. Let 0 < α < 1 and β > 1. For A which obeys Assumptions 3.3.1

we have that ˜̄ANα,β is exponentially tight on C T with the uniform topology.

Proof. For a fixed γ > 0 let

Kγ(T ) =

{
f ∈ A C : f(0) = 0,

∫ T

0

Ω∗(ḟ + µE(Y ))dt ≤ γ + 1

}
.
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We want to show that K̄γ(T ) is compact and

lim
γ→∞

lim sup
N→∞

1

Nα
logP( ˜̄ANα,β|T /∈ Kγ(T )) = −∞.

We show the second of these first. We have that

P( ˜̄ANα,β|T /∈ Kγ(T )) = P( ˜̄ANα,β|T /∈ Kγ(T ) ∩A C ),

as by definition paths of ˜̄ANα,β|T are almost surely absolutely continuous. Also we

have ˜̄ANα,β|T obeys a large deviations principle in this space but with the topology

of pointwise convergence by the first half of Lemma 3.3.8. So

lim sup
N→∞

1

Nα
logP( ˜̄ANα,β|T /∈ Kγ(T )) ≤ − inf

f∈Kc
γ(T )∩A C

IT (f).

Where Kc
γ(T ) is the compliment of Kγ(T ) and K̄ is the closure of the set K. But by

the definition of Kγ(T ) we have IT (f) > γ for f ∈ Kc
γ(T ) ∩A C . Since if there exists

g ∈ Kc
γ(T ) ∩A C such that IT (g) ≤ γ, there exists a sequence of fn ∈ Kc

γ(T )∩A C

whose limit is g. But this cannot be the case because there would have to exist N

such that IT (fN) < α + 1; but this is untrue by the definition of Kγ(T ). Hence

lim sup
N→∞

1

Nα
logP( ˜̄ANα,β|T /∈ Kγ(T )) ≤ −γ.

This goes to −∞ as γ →∞.

To prove compactness we make use of the Arzelá-Ascoli theorem [52, Theorem

7.25] which says that if Kγ(T ) is a closed and bounded set of equicontinuous func-

tions then it is compact. To check the functions are equicontinuous, if f ∈ Kγ(T )

then the continuous function f is differentiable almost everywhere on [0, T ], and for
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all 0 ≤ s ≤ t ≤ T

Ω∗
(
f(t)− f(s)

t− s
+ µE(Y )

)
≤ 1

t− s

∫ t

s

Ω∗(ḟ(t′) + µE(Y ))dt′ ≤ γ + 1

t− s
.

We also have Ω∗(x) ≥ Q|x| − µ
(
max{M(Q),M(−Q)} − 1

)
for all Q > 0, so it

follows that for all (t− s) ≤ δ,

|f(t)− f(s) + µE(Y )(t− s)| ≤ 1

Q

(
γ + δµ

(
max{M(Q),M(−Q)} − 1)

)
,

finally giving

|f(t)− f(s)| ≤ 1

Q

(
γ + δµ

(
max{M(Q),M(−Q)} − 1

)
+ µE(Y )(t− s)

)
.

M is continuous on R, so using the assumptions there existsQ(δ) such thatM(Q(δ)) ≤
1
δµ

+ 1, M(−Q(δ)) ≤ 1
δµ

+ 1 and limδ→0Q(δ) = ∞. This proves equicontinuty for

Kα(T ). In addition we have a bound on the set by setting s = 0 and δ = T .

At this point, we have shown some properties of the scaled arrival process and its

linear interpolation, and also provided lemmas which would enable us obtain sample

path large deviation results.

Using Assumptions 3.3.1, and for 0 < α < 1 and β > 1, we get the following

conjecture:

Conjecture 3.3.12. Let A be a stationary marked point process. Under Assumption

3.3.1 and given 0 < α < 1 and β > 1, the sequence Ãα,β satisfies a sample path

large deviations principle in the space D0 with the scaled uniform norm ||x||s. This
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has rate Nα logN , and good rate function Iα,β(x) where

Iα,β(x) =


∫∞

0
ẋ dt if x(0) = 0 and x is absolutely continuous

∞ otherwise

This is stated as a conjecture because the lack of steepness of the log moment-

generating function in this case prevents us from using the Gärtner-Ellis theorem

directly to obtain a rate function. It should be noted that the problem here is not at

the level of the log moment-generating function per se; it is one step deeper, with the

assumptions required for the application of the Gärtner-Ellis theorem. If there were

some extensions to the Gärtner-Ellis theorem that enabled us to use it when the log

moment-generating function was not steep, it would be relatively straightforward to

obtain a rate function in this case. However, we are unaware of any such extensions,

and we have not found any cases in the literature where the log moment-generating

function was not steep. We also feel that it is beyond the scope of this thesis to work

on extending the Gärtner-Ellis theorem to cases where the log moment-generating

function is not steep.

However, we will now outline how a proof of this conjecture would proceed if we

had a log moment-generating function which allowed application of the Gärtner-Ellis

theorem:

If it were possible to find a suitably steep log moment generating function, the

lemmas above could be combined to give a proof of a sample path large deviations

principle in the following manner:

Lemma 3.3.6 and Corollary 3.3.7 show us that we have large deviations principles

for the finite distributions of ÃNα,β and ˜̄ANα,β. Now we extend this to a sample path

result on the interval [0, T ) for any 0 < T < ∞ for ˜̄ANα,β in the space C T with the

uniform topology using Lemmas 3.3.10 and 3.3.11. This is then extended to the
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whole of C with the scaled uniform norm by Lemma 3.3.9 and 3.2.3. For all N ,

˜̄ANα,β belongs to C0 (Lemma 3.3.4). We use Lemma 4.1.5 in [11] to restrict to this

space. We expand C0 to D0 and use exponential tightness to get that ÃNα,β obeys a

sample path large deviations principle. However, the cumulant generating function

obtained in Lemma 3.3.10 is not steep, and so we cannot use Lemma 3.3.6, which

used the Gärtner-Ellis theorem. If we were able to find a steep cumulant generating

function, it would be straightforward to demonstrate that we have the required rate

function.

3.4 Examples

We now consider two examples to demonstrate the use of these results in modelling

and the production of tail estimates for queue length.

3.4.1 Poisson Arrival Process

Let X be a Poisson process with mean rate λ. X⊕N(0, Nα−βt) is the total number of

points in the interval [0, Nα−βt) and so is distributed as a Poisson random variable

with mean λNα−βt. In this case we have that

Λ
(1)

Nα−βt
(θ) = λNα−βt(eθ − 1)
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Therefore

Φα,β,t(θ) = lim
N→∞

N1−α

logN
λNα−βt(eθ logN − 1)

= lim
N→∞

N1−β+θλt

logN
− N1−βλt

logN

=

 0 if θ ≤ β − 1

∞ if θ > β − 1

We therefore have that

J(B,C) = − inf
t∈R+

sup
θ∈R
{θ(tC +B)− Φα,β,t(θ)}

Since θ(tC +B)− Φα,β,t(θ) attains its maximum when θ = β − 1, we have that

J(B,C) = − inf
t∈R+
{(β − 1)(tC +B)}

which then gives

J(B,C) = −B(β − 1)

since the infimum over t occurs when t = 0.

3.4.2 On/off process with finite conditional mean rate

This example illustrates arrival processes which satisfy Assumptions 3.2.1(2 and 3)

and Assumptions 3.3.1(2 and 3).

Consider a Poisson on/off process with a finite conditional mean rate κ. Let the

on-time and off-time distributions Ton and Toff satisfy E(T 1+ε
on ) <∞ for some ε > 0,

and E(Toff) <∞.

Let Y be the underlying on/off process associated with the Poisson On-Off pro-
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cess. We have that Yt ∈ {0, 1} ∀t ∈ [0,∞) and It=̇
∫ t

0
Yt represents the cumulative

on-time in the interval [0, t]. We notice that for every t ∈ [0,∞), It ≤ t and At|It is

a Poisson random variable with mean κIt. Thus for any t ∈ [0,∞) and θ ∈ R,

E
[
eθAt1{At≥2}|It

]
= ee

θ−1κIt − (eθ − 1)κIt − 1

Since It ≤ t and ex − x− 1 is increasing for x > 0, we have

E
[
eθAt1{At≥2}|It

]
≤ e(eθ−1)κt − (eθ − 1)κt− 1

which is o(t) as t → ∞. We take the expectation of both sides with respect to It,

noting that the right hand sides is independent of It. This yields the assumption.

To show Assumption 3.3.1(3) and 3.3.1(3), notice that for any ε > 0, there exists

γε > 0 such that eθ < 1 + (1 + ε)θ for θ ∈ (0, γε). Let θt =̇ χ log t
t

for some χ > 0.

Then θt → 0 as t→∞. Therefore for sufficiently large t, so that θt ∈ (0, γε),

E
[
eθtAt

]
= E

[
e(eθt−1)κIt

]
≤ E

[
e(1+ε)κθtIt

]
,

≤ eεκθttE[eκθtIt ] = tεκχE
[
eκθtIt

]
Therefore,

Ψ1
∞(C) ≥ χC − lim sup

t→∞

logE
[
eθtAt

]
log t

≥ χC − lim sup
t→∞

logE
[
eθtκAt

]
log t

− εκχ

Sending ε→ 0 we have

Λ2(C) ≥ χC − lim sup
t→∞

logE(eθtκIt)

log t
(3.25)
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From the assumptions made on the on-time and off-time distributions, and the proof

of Proposition 3.3 of [39] shows that for any B ∈ (λ,C), there exist positive K and

α such that

P(It > Ct) ≤ Kt−α

Then, by Proposition 3.1 of [24], it follows that there exists χ > 0 such that the

right hand side of 3.25 is strictly greater than 0. This establishes the Assumption.

The exponential and Pareto distributions satisfy the assumptions on the on-time

and off-time distributions.

3.4.3 Exponential on/off Poisson process

Here we consider each source to produce traffic as an exponential on/off Poisson

process. Let a source at any time be in one of two states, on or off. The process

switches from on to off after an exponential length of time with parameter µon and

from off to on again after an exponential length of time with parameter µoff. Also

let the length of each period be independent of all others. So the current state of the

source is a continuous time Markov Chain(CTMC) with two states with transition

rate matrix  −µon µoff

µoff µon


Let Wt be the state process of the source. Then while a source is in the on state

it produces traffic as a Poisson process with rate λ independent of the state process

and while in the off state it produces no traffic. Assuming the Markov chain starts

in its stationary distribution at t = 0 the process is stationary and has mean rate

(λµoff)/(µon + µoff).
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We use Lemma 10 from [43] to see that this process obeys all but one of the

items in Assumption 3.3.1. We need to check that Λt is steep. Given that A(0, t) is

bounded above by a Poisson process V of rate λ, we have that Λt(θ) ≤ logE(eθV (t));

but this is finite for all t and θ so Λt is indeed steep.

Therefore the exponential on/off process obeys Assumptions 3.3.1 as long as

C >
λµoff

µon + µoff

We begin by calculating the log moment generating function for the exponential

on/off Poisson process.

Let Wt =
∫ t

0
IYt=on where I is the indicator function and note that

A(0, t)|Wt ∼ Po(λWt).

This means that

E(eθA(0,t)) = E(E(eθA(0,t)|Wt = w))

= E(eλWt(eθ−1)).

So we need to calculate M(θ, t) = E(eθWt). Let

Mon(θ, t) = E(eθWt |Y0 = on),

and similarly

Moff(θ, t) = E(eθWt |Y0 = off).

This means that

M(θ, t) =
µoff

µon + µoff

Mon(θ, t) +
µon

µon + µoff

Moff(θ, t).
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So to calculate Mon(θ, t) and Moff(θ, t) we condition on the first change from on

to off or vice versa. So

Mon(θ, t) = eθtPon(S1 > t) +

∫ t

0

eθsMoff(θ, t− s)µone
−µonsds

Moff(θ, t) = Poff(S1 > t) +

∫ t

0

Mon(θ, t− s)µoffe
−µoffsds.

So we have through a change of variable

e(θ−µon)tMon(θ, t) = 1 +

∫ t

0

e(θ−µon)sMoff(θ, s)ds.

Differentiating and rearranging gives

dMon(θ, t)

dt
= µon(Moff(θ, t)−Mon(θ, t)) + θMon(θ, t).

We then can do the same for Moff which gives the coupled differential equations

d

dt

 x

y

 =

 µon θ − µon

−µoff µoff


 x

y

 ,

 x(0)

y(0)

 =

 1

1

 ,

where x = Mon(θ, t) and y = Moff(θ, t).

Let

A =

 µon θ − µon

−µoff µoff
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The eigenvalues of A are

κ1 =
1

2

(
−
√
µ2

on + 2µonµoff + µ2
off − 4θµoff + µon + µoff

)
κ2 =

1

2

(√
µ2

on + 2µonµoff + µ2
off − 4θµoff + µon + µoff

)

with corresponding eigenvectors

v1 =

(
−µon − µoff −

√
µ2

on + 2µonµoff + µ2
off − 4θµoff

2µoff

, 1

)

v2 =

(
−µon − µoff +

√
µ2

on + 2µonµoff + µ2
off − 4θµoff

2µoff

, 1

)

This is then solvable, even though the expression will be quite complicated. By

substituting the eigenvalues and eigenvectors, and through substitution we obtain

the log moment generating function.

3.4.4 Tail estimates and modeling

The large deviations results we have proved for the stationary queue length can be

used to provide tail estimates for the stationary queue length and estimates for the

probability of buffer overflow for systems with many sources. Using the results we

obtain tail estimates

P(Q(N) > NαB) ≈ e−N
α logNJ(N)

which can be re-written as

P(Q(N) > B) ≈ e− logNJ(N)
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This approximation is applicable in situations where the most likely timescale for

overflows is short, i.e, each source will with high probability produce at most one

arrival in an overflow event. This estimate depends only on the number of sources,

not on any of the system parameters. This is in contrast to the heavily loaded

scenario, where the tail estimate depends on are the mean rate of the underlying

point process and the distribution of the marks.
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Chapter 4

Application of new scaling to

multi-class queuing networks

4.1 Introduction

Multi-class networks are a special case of what are commonly referred to in queuing

theory literature as Stochastic Processing Networks (SPNs) 1. They arise in many

applications in science and engineering, such as manufacturing, telecommunications

and customer service facilities [54]. Such networks typically serve different types

of customers that may differ in their arrival processes, service requirements, routes

through the network and cost per unit of waiting time. A common problem in such

networks is that of congestion - because there is a huge number of customers sharing

network resources, there are bottlenecks that cause congestion and delay. A huge

amount of work goes into understanding, analyzing and controlling congestion in

such networks.

It is possible to analyse multi-class queuing networks exactly, but under certain

very restrictive assumptions. When assumptions are made general, we have to resort

1For a comprehensive literature on the history of stochastic processing networks, see Williams
[53]
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to approximate models. The two most common types of approximations in the study

of such networks have been fluid approximations and diffusion approximations.

Fluid approximations are a first-order Law of Large Numbers-type approxima-

tion, which capture the average dynamics of the queue under a particular type of

scaling.

Diffusion approximations, on the other hand, are a Central-Limit Theorem type

scaling, which capture statistical fluctuations around the average behaviour of the

system. These kinds of approximations are usually considered for heavily-loaded

networks (where the rate at which work is input into the system is approximately

equal to the capacity of the system to process the work), because the effects of

stochastic variability are often most apparent in such networks.

This chapter is structured as follows. We begin with by describing the general

framework and structure of multi-class queuing networks (Section 4.2). We then

proceed to conduct a literature review of the study of multi-class queuing networks

(Section 4.3). Finally, in Section 4.4 we prove a version of state-space collapse in a

two-class network under the new scaling of the many-sources asymptotic.

4.2 Multi-class Queuing Networks

Consider a multi-class queuing network, with J single server stations j, j = 1, ..., J

and K ≥ J customer classes (there have to be at least as many customer classes

as there are stations). Each customer is assumed to be a member of class k, with

customers of class k being served at a given station j, written k ∈ C(j). Each

class is associated with a unique buffer, where customers of each class are queued.

For convenience, the buffer is also denoted by k, and is associated with a unique

server. Each buffer is assumed to have infinite capacity, and each server remains

busy as long as there are customers waiting to be served. The association be-
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tween the buffers and the servers is described by a J × K constituency matrix

C = (Cjk, 1 ≤ j ≤ J, 1 ≤ k ≤ K), where

Cjk =

1 if k ∈ C(j)

0 otherwise

Associated with each customer class is an external arrival process Ek(t), t ≥ 0,

which counts the number of arrivals from outside the network by time t. We assume

that λ is the rate of external arrivals into class k. That is, E[Ek(t)] = λ(t) +

o(t) as t → ∞. We set E(t) = {Ek(t), k = 1, . . . , K}. The service time of the

nth customer of class k is denoted by vk(n), with Vk(n) =
∑n

i=1 vk(i) being the

cumulative service time. We set V (n) = {Vk(n), k = 1, . . . , K}. Let mk be the

mean service time of customers of class k. A network is said to be asymptotically of

Kelly type if customers served at the same station have the same mean service times

[55, 56]. We assume that upon being served at station j, the customer automatically

leaves the network, or becomes a customer of class l, selected according to a routing

vector φk(n). The routing vectors are i.i.d random vectors, at most one of whose

components is 1, the others being 0. The non-zero component indicates the class to

which the ith customer served at k is routed, with φk(i) = 0 indicating a departure

from the system. The routing process of the network, Φ(n) = {Φk(n), k = 1, . . . , K},

n = 1, 2, . . . , is given by

Φk(n) =
n∑
i=1

φk(i)

We denote by P = {Pkl, k, l = 1, . . . , K} the mean transition matrix correspond-

ing to φk(·), k = 1, . . . , K, that is, Pkl is the probability that a customer departing

from class k goes to class l. We restrict our attention to those multi-class networks

which are open - after entering the network, customers move about from station to

station until exiting from the system at some future time. For such networks, the
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matrix

Q = (I − P T )−1 = I + P T + (P T )2 + . . .

is finite.

To investigate open multi-class networks, we employ the solutions λl, l = 1, . . . , K

of the traffic equations

λl = µl +
K∑
k=1

λkPkl, (4.1)

or in vector form,

λ = µ+ P Tλ.

The solution of Equation (4.1) is given by λ = Qµ. The term µk is referred to as

the total arrival rate for class k. The traffic intensity ρj for the jth server is defined

as

ρj =
∑
k∈C(j)

mkλk

with ρ being the corresponding vector. A station j is said to be subcritical when

ρj ≤ 1, strictly subcritical when ρj < 1, critical when ρj = 1, and in overload when

ρj > 1. When all stations of a network share these properties, the network is referred

to as subcritical, strictly subcritical, critical, and in overload, respectively. We are

often interested in systems in overload.

The triple (E(·), V (·),Φ(·)) governs the movement of customers through this

network, and is usually referred to as the primitive triple of the network.

Another important aspect of a multi-class queuing network is the scheduling

policy. This policy enables a server to decide what customer to attend to at a given

moment, and also when to remain idle. In this thesis, we consider mainly the case
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where jobs are selected using the first-in-first-out rule (FIFO), also referred to as

the head-of-the-line (HL) policy. Other service disciplines include the head-of-the-

line-proportional-processor-sharing (HLPPS) policy, static priority networks. [57],

[58], [59] give definitions and properties of these policies in this setting. Examples

of scheduling policies and their descriptions are given in Table 4.1.

FCFS First-Come-First-Served: serves jobs in the order of arrival
LCFS Last-Come-First-Served: serves the job that arrived most recently,

without preemption
ROS Random Order of Service: randomly selects a job from the jobs that are

waiting
DPS Discriminatory Processor Sharing: serves all jobs simultaneously, but at

different rates per class
SLQ Serve-the-Longest-Queue: Serves the queue with the most jobs
IS Infinite Servers: Every arrival gets immediate service and does not wait

Table 4.1: Example scheduling policies

Once we have a service discipline, the primitive triple and the initial data

uniquely specify the evolution of the queuing network. The following are descrip-

tive processes of the network: A,D, T,W, Y, Z. The vectors A(t), D(t), T (t) and

Z(t) are K dimensional vectors , where A(t) is the number of arrivals by time t,

D(t) is the number of departures, T (t) is the cumulative service time, and Z(t) is

the number of customers. The vectors W (t) and Y (t) are J-dimensional vectors,

where W (t) is the immediate workload (the time required to process customers

currently at j, j = 1, . . . , J), and Y (t) is the cumulative idle time. We have that

A(·), D(·), T (·),W (·), Y (·) and Z(·) satisfy the following queuing network equations:

A(t) = E(t) +
∑
k

Φk(Dk(t)), (4.2)

Z(t) = Z(0) + A(t)−D(t), (4.3)

W (t) = CV (A(t) + Z(0))− CT (t), (4.4)

Yj(t) can only increase when Wj(t) = 0, j = 1, . . . , J (4.5)
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for all t ≥ 0, where C is the constituency matrix, defined above, and e is the J-vector

of all 1’s. We also assume that

A(0) = D(0) = T (0) = Y (0) = 0 (4.6)

The 6-tuple (A(t), D(t), T (t),W (t), Y (t), Z(t)) contains all of the information on the

evolution of the system. A complete explanation of these equations can be found in

[60, 59].

By replacing E(·), V (·) and Φ(·) by their respective means µ,M and P , we

obtain:

A(t) = µt+ P TD(t), (4.7)

Z(t) = Z(0) + A(t)−D(t), (4.8)

W (t) = CM(A(t) + Z(0))− CT (t), (4.9)

CT (t) + Y (t) = et, (4.10)

Yj(t) can only increase when Wj(t) = 0, j = 1, . . . , J (4.11)

These equations are known as fluid model equations, and their solutions, written as

(A(t), D(t), T (t),W (t), Y (t), Z(t)) are known as fluid model solutions.

Now, we introduce the concept of state space collapse in an informal manner:

let Wj(t) be the immediate workload of server j, that is, the total quantity of time

the server needs to complete the service of all customers in queue at station j at

time t. Also, let Zk(t) be the number of class k customers in queue at time t. The

following fluid limits exist almost surely [60, 61]:

Z(t) = lim
r→∞

Z(rt)

r
, W (t) = lim

r→∞

W (rt)

r
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State space collapse means that there exists a deterministic “lifting” operator ∆

from RJ to RK such that

Z = ∆W

This roughly means that the knowledge of the workload process is sufficient in

itself - we do not need any additional information about the queue length process,

that is, for each customer class, we can recover the corresponding queue from the

workload at the station at which this class is served, even if more than one customer

class is served at the same station.

State space collapse can also be expressed in terms of diffusion limits as follows:

Z∗ = ∆W ∗

where

Z∗(t) = lim
r→∞

Z(r2t)

r
, W ∗(t) = lim

r→∞

W (r2t)

r

State space collapse is a very useful tool in proving heavy-traffic limit theorems

in a wide variety of scenarios. It is also useful for when studying the stability of

multi-class queuing networks [62].

Let us illustrate this discussion with an example, taken from Gamarnik [63].

Consider a multi-class queuing network with two stations (J = 2) and three customer

classes (K = 3). Class 1 and class 3 customers enter the system from outside at

rate α1 > 0 (α3 respectively) and are served at station 1 at rate µ1 (µ3). After being

served, with probability p, class 1 customers go into station 2 as class 2 customers

where they are served at rate µ2, and with probability 1− p they leave the system.

Upon service from station 2, they leave the system. This model, which is a two-

stage queuing system, is adequate for situations in which there is recycling, that is,

quality control inspection is performed after the first stage at the second one, and
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customers (or items) that do not meet quality standards are sent back to station 1

to be served (or reprocessed) again, at a possibly different service rate. The flow of

customers through the system is depicted in Fig 4.1.

α3

α1

m2

p

1− p

m1

m3

Figure 4.1: A two server network with three classes

The network parameters here would be as follows:

J = 2, K = 3, α = (α1, 0, α3),m = (m1,m2,m3)

The constituency and routing matrices are as follows

C =

1 0 1

0 1 0

 P =


0 p 0

0 0 0

0 0 0


The fluid traffic intensity is ρ = (ρ1, ρ2)′, with ρ1 = λ1m1 +λ3m3 and ρ2 = λ2m2,
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with λ = Qα. We know that Q = (I − P T )−1. Therefore we have

Q =


1 0 0

p 1 0

0 0 1


Therefore

λ1 = α1, λ2 = −pα1, λ3 = α3

We can simplify the analysis by assuming that the network is of Kelly type (m1 =

m3), and the sub-criticality condition ρ < 12 can be expressed as:

α1 + α3 <
1

m3

, α1 <
1

pm2

For more interesting examples, including ones illustrating the Reflected Brown-

ian Motions which arise as limiting processes, the interested reader should see [64,

Chapter 4.6].

4.3 Literature review

4.3.1 Exact solutions

The first general results for networks of queues were obtained by Jackson ([65,

66]). In [66], Jackson provided an equilibrium joint probability distribution of queue

lengths for a network of finitely many single-class queues. In these models, external

arrivals are given by a generalized Poisson process whose mean arrival rate varies

with the total number of customers already in the system. The service times at

2The vector comparison is done element-wise
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each center are independently identically distributed according to an exponential

distribution, service discipline is First-Come-First-Served, there is a probabilistic

routing between queues. The main result of this paper implies that in steady state,

the number of jobs in different queues is independent, and, for each queue, the

distribution of queue lengths is the same as if it was an isolated single-class queue

fed by a Poisson arrival process. This kind of steady state distribution, in which

queues in the network are mutually independent in steady state and steady-state

distributions for the individual queues have exact expressions, is called a product

form distribution.

Baskett et al [67] generalized Jackson’s results by establishing sufficient condi-

tions for multi-class queuing networks to have explicit product-form steady-state

distributions. The external arrivals into each class must be according to a Poisson

process, and there are only four service disciplines allowed: First-Come-First-Served,

Last-Come-First-Served, Processor Sharing and Infinite Servers. For systems with

the FCFS service discipline, all customers have the same service time distribution at

the service center, and the service time distribution is a negative exponential. For

the other three service discipline, it suffices for the service times to be identically dis-

tributed with distributions with rational Laplace transforms - such as exponential,

hyperexponential, and hypoexponential distributions. Queuing systems satisfying

these conditions are referred to in the literature as BCMP networks, so named after

the authors Baskett, Chandy, Muntz and Palacios.

This line of research has since been extended by many authors (see, for example

[68]), and found many applications, especially in Biology (see [69, 70, 71, 72, 73,

74]). However, the assumptions required to obtain exact product-form distributions

(Poisson arrival processes, exponentially distributed service times, etc.), are quite

restrictive, and the methods used to obtain these results are not applicable to more

general scenarios. In general, multi-class queuing networks with more generally
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distributed service times and arrival processes cannot be analyzed exactly, and so

there has been a lot of research into heavy-traffic approximations of such systems.

In the next several paragraphs, we will highlight the main techniques used.

4.3.2 Classical Approximation Techniques

The work of finding approximations for queuing systems began with Kingman and

Borovkov, who found heavy traffic approximations for GI/G/1 queues [75], and then,

for more general queuing systems [76, 77, 78, 79].

Iglehart and Whitt [80] considered many-sources asymptotic for queues with

independent identically distributed arrival and service times. In addition to being

i.i.d, the arrival and service times were assumed to satisfy a functional limit theorem.

By considering unstable systems (where the load is greater than or equal to 1), they

obtained functional central limit theorems (invariance principles) for the stochastic

processes characterizing these systems. This work was extended in [81] by relaxing

the i.i.d assumption.

Harrison [54] showed that the limit distribution of waiting times in a tandem

queuing system with i.i.d inter-arrival and service times can be approximated by a

diffusion process whose state space is the non-negative quadrant.

Reiman [82] proved first general heavy traffic diffusion approximation result for

networks of First-Come-First-Served single-class queues with arbitrary probabilistic

routing. These networks called generalized Jackson Networks because they are the

generalization of networks considered by Jackson [65, 66], only that they have general

distributions for the inter-arrival and service times instead of the exponential distri-

butions used by Jackson. The limit process in such systems is a multi-dimensional

Reflecting Brownian motion living in the positive orthant of the Euclidean space.

Whitt [83] proved a heavy traffic limit theorem for a multi-class queue with static

priority service. He considered a queue with traffic intensity equal to one and two
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priority classes (high and low). He showed that the two-dimensional process that

tracks the number of jobs of each class in the queue at any time, when renormalized

with a central limit theorem type of scaling, converges in distribution to a process in

which the component corresponding to the high-priority class is identically zero, and

that corresponding to the low-priority class is a one-dimensional driftless reflecting

Brownian motion.

Johnson [84], Chen and Mandelbaum [85] proved heavy traffic limit theorems

for queue length processes for a multi-class queue without feedback, with Poisson

arrival and service times. The limit process is in these systems was shown to be a

one-dimensional reflected Brownian Motion.

Later on, Reiman [86] characterized, via heavy-traffic limit theorems, the be-

haviour of a single station multi-class feedback queue in heavy traffic. He obtained

heavy traffic limit theorems for unfinished work, queue length, sojourn time pro-

cesses associated with the system. He also showed that a single one-dimensional

reflected Brownian motion process is sufficient for describing heavy traffic behaviour

in such systems.

Peterson [87] proved a heavy traffic limit theorem for networks of multi-class

queues with feed-forward deterministic routing, with First-Come-First-Served and

priority disciplines. The limit process in this case is a regulated Brownian motion on

non-negative orthant whose parameters are specified from the first two moments of

inter-arrival and service time distributions. Using state space collapse, he obtained

limit processes for queue length, workload and sojourn times.

Bramson and Williams [57, 59] developed a modular approach to proving heavy

traffic limit theorems for HL multi-class queuing networks. Their procedure in-

volved using the asymptotic behaviour of fluid models to prove a version of State

Space Collapse called Multiplicative State Space Collapse (MSSC), and then using

the MSSC result to establish diffusion approximations for the workload process.
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Multiplicative State Space Collapse is a generalization of state space collapse in-

volving a normalization by the amount of work in the system. It is easier to verify

than state space collapse, and, generally, it is easier to show state space collapse

once multiplicative state space collapse has been shown. This framework is general

enough that it has since been used by many other authors to prove heavy traffic

diffusion approximations for multi-class queuing networks with other HL disciplines

(see [88, 89, 90, 91, 62, 92])

4.3.3 The drift method

This is a recent method of heavy traffic analysis, developed by Eryilmaz, Maguluri

and Srikant [93, 6, 7]. Unlike the diffusion limit approach, this method directly

analyses the steady state of the system studied. Their method relies very heavily on

a more general theorem by Hajek [94], which states that under certain conditions,

the drift of a Lyapunov function at an irreducible and aperiodic Markov chain over

a countable state space can be bounded. Also, if the Markov Chain in question

is positive recurrent, then this drift converges in distribution to a random variable

with finite moments. The basic idea is to set the drift of an appropriately chosen

Lyapunov function equal to zero in steady-state to obtain both upper and lower

bounds on quantities of interest, such as the moments of the queue lengths.

The interesting thing about this method of studying heavy traffic is that it uses a

geometric interpretation of state space collapse, unlike the more analytical approach

involving lifting matrices and fluid and diffusion scalings developed by Williams and

Bramson. The gist of the interpretation is that the queue length vector is split into

two components: one parallel to the hyperplane where all queue lengths are equal,

and the other perpendicular to this hyperplane. Because state space collapse implies

that all queue lengths are roughly equal, this implies that if there is state space

collapse in the system, the length of perpendicular component should be relatively
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small when compared to that of the parallel vector. Our method of investigating

state space collapse from a large deviations perspective is heavily inspired by this

method.

4.3.4 Large Deviations analysis

Subramanian et al. [95, 27] study a multi-class queuing network under classic many-

sources asymptotic regime. In their work, they consider a generalization of the many-

sources asymptotic in which the input to the queuing system exhibits a sample path

large deviations property (LDP) similar to that of the average of independent arrival

streams. Given a sample path large deviations principle for the arrival processes,

they use an extension of the contraction principle by Garcia [12] to derive a large

deviations principle for the workload under the max-weight scheduling policy.

Their work shows that the probability of buffer overflow in such systems has an

exponential tail whose decay rate is dictated by a good rate function determined

by the statistics of the arrival process. This rate function can be expressed as a

solution to a finite-dimensional optimization problem which has the same flavor of

a deterministic optimal control problem. Even though they are not studying state-

space collapse directly, they show that for two-class networks, the most sample paths

of the queue lengths which cost the least are those which are closest to the identity

line. This is similar to the idea proposed by Srikant and Maguluri [6, 7] (presented

in the previous chapter), and we will offer a novel interpretation of this idea in the

next section.
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4.4 Large Deviations, State Space Collapse and

new scaling in Multi-Class Networks

Now we want to apply the (α, β) scaling of the many-sources asymptotic to a single-

server two-class queuing system.

We now consider a series of N multi-class continuous-time queuing system with 2

classes, such that in the N th system, each queue is fed by N i.i.d sources, and there is

one server with capacity N(λ1 +λ2)+NβC (customers per unit time). In this thesis

we focus on the case where β = 1. For each queue we assume that work arrives into

the queue given by a sequence Ai(0, t), t ∈ R where Ai(0, t) is the amount of work

brought in by time t. For any t1, t2 ∈ R we define Ai(t1, t2) = Ai(0, t2)−Ai(0, t1) as

the amount of work arriving into queue i between times t1 and t2. Let A⊕Ni represent

the superposition of arrivals from N sources into queue i.

We assume that the server serves the longest queue, and there is no preemption

of service, that is, new arrivals in the system do not take priority over existing

customers. Also, we assume that the scheduler is non-idling. In case of a tie, the

scheduler chooses the queue with the lowest index. Let Q
(N)
i represent the stationary

queue length of queue i. The system is represented in Figure 4.2.

The server is assumed to be deterministic. The expected arrival rates of traffic

into each source feeding queue 1 and queue are assumed to be λ1 and λ2 respectively.

To simplify expressions during computation, we consider the case where λ1 = λ2.

We can do this without loss of generality because the rate function will depend

only on the distance from the identity line and the moment generating functions of

the arrival processes, and not on the arrival rate directly. Our goal is to find large

deviations principles for the vector of stationary queue lengths of both queues.
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Class 1

Class 2

Nλ1

Nλ2

Serves the longest queue

Figure 4.2: Two-class single-server queuing system

We restate the following definitions from Chapter 3:

Ψ(x, t)=̇ sup
θ∈R

(
θx− t−1 logE[eθA(0,t)]

)
, Ψ1

∞(x)=̇ lim inf
t→∞

tΨ(x, t)

log t
(4.12)

Also, Λi
t(θ)=̇ logE

(
eθA(0,t)

)
is the log moment generating function of A(0, t). Finally

let f(B−) = limε>0,ε→0 f(B − ε), the limit of the function at B from below.

Let Q
(N)
i denote the stationary unfinished work in queue i, when the number of

sources is N , the arrival process of each source is distributed according to A, and

the processing rate of the entire system is 2Nλ+NβC.

We make the following assumptions on the arrival processes, Ai(0, t):

Assumptions 4.4.1. 1. λE(Y ) < C

2. For i = 1, 2, Λi
t(θ) is steep and 0 ∈ D0

Λ

3. Ψ1
∞(C) > 0
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Under these assumptions we have the following theorem:

Theorem 4.4.2. Let Q
(N)
1 be the stationary queue length of queue 1 and Q

(N)
2 be

the stationary queue length of queue 2, in a two-class queuing network with service

rate Nλ + NC and infinite buffer fed by traffic from N independent sources. In

each class i, each source produces traffic as a marked point process Ai which satisfies

Assumptions 4.4.1. For any B > 0 and 0 < α < 1

lim
N→∞

1

Nα
logP(Q

(N)
1 −Q(N)

2 ≥ NαB) = −J(B,C)

where

J(B,C) = inf
t∈R+

sup
θ∈R

(−θB + tλ[Λ1(θ) + Λ2(−θ)− 1])

This theorem states that the probability of the length of one queue exceeding the

length of the other by a certain threshold decreases exponentially the further away

we go from the line where q1 = q2. We will prove it by considering the last time

both queues had equal length, and then bounding the probability of their difference

getting too large from there.

To begin with, we prove a lemma which will be used to bound the behaviour of

the system at long timescales.

Lemma 4.4.3. Given B > 0 and d ∈ R+, there exists T <∞ such that

lim sup
N→∞

1

Nα
logP

(
sup

t>N1−αT

[A1(0, t)− A2(0, t)− 2Nλt−NβCt] ≥ NαB

)
≤ −d
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Proof. We have the following:

P
(

sup
t>T

[A1(0, t)− A2(0, t)− 2Nλt−NβCt] ≥ NαB

)
=

P
(

sup
t>T

A1(0, t)− A2(0, t)

Nα
− 2N1−αλt−Nβ−αCt ≥ B

)
(4.13)

Let t′ = N1−αt. The right hand side of (4.13) can be re-written as:

P

(
sup

Nα−1t′>T ′

A1(0, Nα−1t′)− A2(0, Nα−1t′)

Nα
− 2λt′ −Nβ−1Ct′ ≥ B

)
(4.14)

We now re-arrange Equation (4.14) re-write it as:

(4.14) = P
(

sup
t>N1−αT

Ã1(0, t)− Ã2(0, t)− 2λt−Nβ−1Ct ≥ B

)
(4.15)

≤ P
(

sup
t>T

[Ã1(0, t)− (2λ+Nβ−1C)t] ≥ B

)
(4.16)

We choose δ ∈ (0, B) so that s=̇ δ
2λ+Nβ−1C

< 1. For l ∈ Z+, let tl=̇sl and Il=̇[tl, tl+1).

Since Ã(0, t) is non-decreasing in t and B − δ > 0 we get

P
(

sup
t∈[tl,tl+1)

[Ã1(0, t)− (2λ+Nβ−1C)t] ≥ B

)
≤

P
(
Ã1(0, tl+1) > B + (2λ+Nβ−1C)tl

)

This, can be bounded from above by

P
(
Ã1(0, tl+1) > B − δ + (2 +Nβ−1C)tl+1

)
≤ P

(
Ã1(0, tl+1) > (2λ+Nβ−1C)tl+1

)
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We now use the Chernoff bound to see that for θ ≥ 0

P
(
Ã1(0, tl+1) > (2λ+Nβ−1C)tl+1

)
≤ e−(2λ+Nβ−1Ctl)θE

[
eθÃ1(0,tl)

]
= e−tl(2λ+Nβ−1C)θ−Nt−1

l logE[eθA(0,N1−αtl)]

Taking the infimum over θ, we get

P
(
Ã1(0, t) > (2λ+Nβ−1C)tl

)
≤ etlΨ(2λ+Nβ−1C,N1−αtl) (4.17)

Consider t∗ ∈ (1
s
,∞). Let LN ∈ Z+ be such that N1−αT ∈ [tLN , tLN+1). For

τ ∈ (0,∞) and all N > N0 where N0 = inf{N : Nτ > LN} we have (4.14) is less

than or equal to

P

(
sup

t∈[sLN ,sbNτc)
[A⊕N(0, t)− (2λ+Nβ−1C)t ≥ B]

)
+

P

(
sup

t∈[sbNτc,∞)

[A⊕N(0, t)− (2λ+Nβ−1C)t ≥ B]

)

≤
bNτc∑
LN+1

e−tlΨ(2λ+Nβ−1C,N1−αtl) +
∞∑

l=bNτc

e−tlΨ(2λ+Nβ−1C,N1−αtl) . (4.18)

We use the same bounds for Ψ(x, t) as we used in the previous chapter (from exten-

sions to Lemma 5 and Corollary 6 in [43]) which state that there exist τ̇ > 1, and

β1, β2 > 0 such that Ψ(x, t) ≥ β1 for t ∈ [0, τ̇ ] and tΨ(x, t)/ log t ≥ β2 for t ∈ [τ̇ ,∞).

So this gives

bNτ̇c∑
LN+1

e−tlΨ(2λ+Nβ−1C,N1−αtl) ≤
bNτ̇c∑

l=LN+1

e−tlβ1 ≤
∞∑

l=LN+1

e−tlβ1 ,

which tends to zero as LN → ∞. For the second sum on the right-hand side of
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(4.18) we have that

∞∑
l=bNτc

e−tlΨ(2λ+Nβ−1C,N1−αtl) ≤
∞∑

l=bNτc

e−β2Nα−1 log(N1−αtl)

=
∞∑

l=bNτc

(
N1−αsl

)−β2Nα−1

≤ s−β2Nα−1

N1−α
∫ ∞
τ̇

x−β2Nα−1

dx

=
s−β2Nα−1

N1−ατ̇ 1−β2Nα

Nα

= −s−β2Nα−1

N1−2ατ̇−β2Nα

which also tends to zero as N → ∞. We can therefore choose LN = LN(, B) and

N = N(, B) such that for T = sL and n > N , each term in the last two displays is

less than ε/2. This establishes the lemma with T = sLN .

At this point we prove an upper and lower bound for the difference in stationary

queue lengths in the system of interest. We begin with the upper bound.

Lemma 4.4.4. Let (Q
(N)
1 , Q

(N)
2 ) be as defined previously, and let A1 and A2 be

stationary marked point processes which describe the arrival processes into queues

1 and 2 of a two-class queuing network. Then given B > 0, α > 0, let Φα,t(θ) =

limN→∞N
1−α(Λ1

Nαt/N(θ)− Λ2
Nαt/N(θ)). Assume:

1. E(A(0, 1)) < C

2. For all d ∈ R+ there exists T > 0 such that

lim sup
N→∞

1

Nα
logP

(
sup

t0>N1−αT

[A1(0, t)− A2(0, t)− 2Nλt−NβCt] ≥ NαB

)
≤ −d
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Then

lim sup
N→∞

1

Nα
logP

(
Q

(N)
1 −Q(N)

2 ≥ NαB
)
≤ − inf

t∈R+
sup
θ∈R
{−θB − Φα,t} (4.19)

Proof. Consider the probability

P
(
Q

(N)
1 −Q(N)

2 ≥ NαB
)

(4.20)

Assuming that we begin observing the queuing system when both queues have equal

lengths, the event {Q(N)
1 − Q

(N)
2 } only occurs in the time interval (t1, t2) if the

following event occurs:

A⊕N1 (t1, t2)− A⊕N2 (t1, t2) ≥ (2Nλ+NβC)(t2 − t1) +NαB (4.21)

Equation (4.21) expresses the fact that the difference between the arrivals into both

queues and the service within the time interval (t1, t2) has to exceed the threshold

NαB for the difference in stationary queue lengths to exceed that threshold.

Let t0 be the time when the queue lengths were last equal. We know that this

event (queue lengths being equal) must have occurred at least once in the system’s

history because both queues were empty at the beginning. We are interested in this

event because of the service discipline within which the queuing system is operating:

in the serve-the-longest queue discipline, a huge difference in queue lengths can only

occur if there is a huge arrival into one of the queues, and there is no switch in

service during the time period. This is illustrated graphically in Figure 4.3.

Using the definitions of stationary queue length, we have that the quantity of

interest, P
(
Q

(N)
1 −Q(N)

2 ≥ NαB
)

is equal to
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Q
(N)
1 −Q(N)

2

NαB

t0t1t2

Figure 4.3: Illustration of key idea behind proof of Lemma 4.4.4. From t2 to t1,
the server is on queue 1. In the time interval (t1, t0), the server is on queue 2. We
are only interested in what happens in the time interval (t0, 0) because that is the
time interval within which the even of interest occurs, and we know that there is no
switch in service during this time period.
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P
(

sup
t∈[0,∞)

A⊕N1 (0, t)− A⊕N2 (0, t)− (2Nλt+NβCt) ≥ NαB

)

which, upon rearranging, we get

P

(
sup

t∈[0,∞)

A⊕N1 (0, t)− A⊕N2 (0, t)

Nα
− (2N1−αλt+Nβ−αCt) ≥ B

)
(4.22)

We now split the event of interest into two, based on the location of t0: the short

timescale and the long timescale

P
(
Q

(N)
1 −Q(N)

2 ≥ NαB
)
≤

P

(
sup

t′∈[0,T )

A⊕N1 (0, t)− A⊕N2 (0, t)

Nα
− (2N1−αλt+Nβ−αCt) ≥ B

)

+ P

(
sup

t∈[T,∞)

A⊕N1 (0, t)− A⊕N2 (0, t)

Nα
− (2N1−αλt+Nβ−αCt) ≥ B

)
(4.23)

Let t
′
= N1−αt. We can then rewrite Equation (4.23) as

P
(
Q

(N)
1 −Q(N)

2 ≥ NαB
)
≤ P

(
sup

t∈[0,Nα−1T ′ )

A⊕N1 (0, Nα−1t
′
)− A⊕N2 (0, Nα−1t

′
)

Nα
−

(2λt
′
+Nβ−1Ct′) ≥ B

)
+ P

(
sup

t∈[Nα−1T ′ ,∞)

A⊕N1 (0, Nα−1t
′
)− A⊕N2 (0, Nα−1t

′
)

Nα
−

(2λt
′
+Nβ−1Ct′) ≥ B

)
(4.24)

We make use of the principle of the largest term, which enables us to consider

both terms separately. The assumption from the lemma allows us to make the

second term appropriately small by our choice of T . This means that the first term
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dominates.

The problem is now reduced to bounding

lim sup
N→∞

1

Nα
logP

(
sup

t∈[0,Nα−1T )

A⊕N1 (0, Nα−1t)− A⊕N2 (0, Nα−1t)

Nα

−(2λt+Nβ−1Ct) ≥ B

) (4.25)

To simplify the next few equations let τ = dT
ε
e.

For the processes A1 and A2, any interval I ⊂ [0,∞) and B ∈ R+ for conciseness

we introduce the notation

P̃A1,A2(I, B)=̇P
(

sup
t∈I

A⊕N1 (0, Nα−1t)− A⊕N2 (0, Nα−1t)

Nα
− (2λt+Nβ−1Ct) ≥ B

)

We use the fact that the sum of the probability of events is larger than the probability

of the union of the events, and split the time period of [0, T ] into sections of length

ε/N1−α to get:

P̃A1,A2([0, Nα−1T ), B) ≤
τ∑
i=1

P
(

sup
t∈[(i−1)εNα−1,iεNα−1)

[
A⊕N1 (0, t)− A⊕N2 (0, t)

−(2λt+ Ct)
]
≥ NαB

) (4.26)

Since both A⊕N1 and A⊕N2 are strictly increasing in t, we have:

P̃A1,A2([0, Nα−1T ), B) ≤ P
(
A⊕N1 (0, iεNα−1)− A⊕N2 (0, εNα−1)

−(2λt+ C(i− 1)ε) ≥ NαB

) (4.27)
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We use the Chernoff bound and take the infimum over θ for each term to get

P̃A1,A2([0, Nα−1T ), B) ≤
τ∑
i=1

inf
θi

[
e−θiN

αB−(i−1)ε(2λ+C)+N(Λ1
iεNα−1 (θi)+Λ2

iεNα−1 (−θi))
]

(4.28)

We now approximate each term by the maximum term giving an upper bound on

the sum

P̃A1,A2([0, Nα−1T ), B) ≤
(

max
i

inf
θi

[
e−θiN

αB−(i−1)ε(2λ+C)+N(Λ1
iεNα−1 (θi)+Λ2

iεNα−1 (−θi)
])

×
(
T

ε
+ 1

))
(4.29)

Taking the log of both sides, we get that log P̃A1,A2([0, Nα−1T ), B) is at most

log

(
max
i

inf
θi

[
e−θiN

αB−(i−1)ε(2λ+C)+N(Λ1
iεNα−1 (θi)+Λ2

iεNα−1 (−θi)
])

+ log

(
T

ε
+ 1

)
(4.30)

When we divide both sides by Nα the second term in the Equation (4.30) tends

to 0 as N tends to infinity, so that we now have the following upper bound for

1
Nα log P̃A1,A2([0, Nα−1T ), B):

1

Nα
log max

i
inf
θi

[
e−θiN

αB−(i−1)ε(2λ+C)+N(Λ1
iεNα−1 (θi)+Λ2

iεNα−1 (−θi)
]

Now swap the order of the limsup, max and inf as the result will be greater than

or equal to the previous expression. We expand the maximum of i ∈ 1, . . . , τ to a
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supremum over t ∈ R+ giving

1

Nα
log P̃A1,A2([0, Nα−1T ), B) ≤ sup

t∈R+

inf
θ

lim sup
N→∞

[−θ (B − (t− 1)(2λ+ C)ε)

+ N1−α (Λ1
tεNα−1(θ) + Λ2

tεNα−1(−θ)
)] (4.31)

The first term in the above equation does not depend on N , and so we can take the

limsup into the brackets and see that Equation (4.31) is equal to:

sup
t∈R+

inf
θ

[
−θ (B − (t− 1)(2λ+ C)ε) + lim sup

N→∞
N1−α (Λ1

tεNα−1(θ) + Λ2
tεNα−1(−θ)

)]

(4.32)

We take the limit as ε tends to zero to get the result.

We now move to the lower bound, which we obtain by an application of the

Gärtner-Ellis theorem.

Lemma 4.4.5. Let (Q
(N)
1 , Q

(N)
2 ) be as defined previously, and let A1 and A2 be

stationary marked point processes which describe the arrival processes into queues

1 and 2 of a two-class queuing network. Then given B > 0, α > 0, let Φα,t =

limN→∞N
1−α(Λ1

Nαt/N(θ)− Λ2
Nαt/N(θ)). Assume:

1. Φα,t is differentiable on the interior of its domain

2. 0 ∈ D0
Φα,t

3. Φα,t is steep

Then

− inf
t∈R+

sup
θ∈R
{−θB − Φα,t} ≤ lim inf

N→∞

1

Nα
logP

(
Q

(N)
1 −Q(N)

2 ≥ NαB
)

(4.33)
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Proof. We want to bound

lim inf
N→∞

logP(Q
(N)
1 −Q(N)

2 ≥ NαB)

We begin by substituting in the definitions of Q
(N)
1 −Q(N)

2 to give

= lim inf
N→∞

1

Nα
logP

(
sup

t∈[0,∞)

A⊕N1 (0, t)− A⊕N2 (0, t)− (2Nλt+NβCt) ≥ NαB

)
(4.34)

Let t = Nα−1s. Since the probability of the union of events is greater than or equal

to the probability of any one of the events, we have that Equation (4.34) is greater

than or equal to:

lim inf
N→∞

1

Nα
log sup

s∈R+

P
(

sup
t∈[0,∞)

A⊕N1 (0, Nα−1s)− A⊕N2 (0, Nα−1s)

−(2N1−αλs+ Cs) ≥ NαB

) (4.35)

We use standard identities to see that Equation (4.35) is at least

sup
s∈R+

lim inf
N→∞

1

Nα
logP

(
A⊕N1 (0, Nα−1s)− A⊕N2 (0, Nα−1s)

−(2N1−αλs+ Cs) ≥ NαB

) (4.36)

We now apply the Gärtner-Ellis lower bound to the last expression

ΓN(θ) = logE
(
e(A

⊕N(0,Nαs/N)
1 −A⊕N(0,Nαs/N)

2 −2N1−αλs+Cs−NαB)θ
)

= −(2N1−αλs+NαB − Cs)θ +N
(
Λ1
Nα−1s(θ) + Λ2

Nα−1s(−θ)
)
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So

Γ(θ) = lim
N→∞

1

Nα
ΓN(θ)

= −Bθ + Φα,t

To apply Gärtner-Ellis we need the following conditions to hold for Γ(θ) on its

domain:

1. 0 ∈ D0
Γ

2. Γ(·) differentiable on the interior of its domain

3. Γ(·) is steep

The form of Γ implies we need to check these for Φα,t, but by the assumptions these

hold. Using the Gärtner-Ellis lower bound we obtain

− inf
x∈[0,∞)

Γ∗(x) = − inf
x∈[0,∞)

sup
θ
{θx− Γ(θ)} = − sup

θ
{−Γ(θ)},

and since the infimum occurs at x = 0 we have

lim inf
N→∞

logP(Q
(N)
1 −Q(N)

2 ≥ NαB) ≥ − inf
t∈R+

sup
θ∈R
{−θB − Φα,t}

Proof of Theorem 4.4.2. We are interested in

Φα,t(θ) = lim
N→∞

N1−αΛNα−1t(θ).

Let Θ = Nα−1t which means that for 0 < α < 1 we have Θ→ 0 as N →∞, giving

Φα,t(θ) = lim
Θ→0

t
1

Θ
ΛΘ(θ),

96



Chapter 4: Application of new scaling to multi-class queuing networks

which by Lemma 3.3.3 is

Φα,t(θ) = tλ[Λ1(θ) + Λ2(−θ)− 1]

Now apply both the upper and lower bounds from Lemmas 4.4.4 and 4.4.5. We

check the conditions for the lower bound. Firstly we have stability of the system

by the way it is set up. Now as Φα,t = tλ[Λ1(θ) + Λ2(−θ) − 1] we need Λ1(θ) and

Λ2(θ) to satisfy equivalent conditions on their domains. As they are both moment

generating functions we know that Λ1(0) = Λ2(0) = 1 and that Λ1(θ) and Λ2(θ) are

differentiable on the interior of the regions where they are finite. This is true as any

power series is differentiable with in its radius of convergence. Finally we need to

check the moment generating function is steep and 0 ∈ D◦M , but we have assumed

these (see Assumption 4.4.1). So we can use the lower bound.

Now for the upper bound. Using Assumption 4.4.1 we can see that Lemma 4.4.4

applies in this setting meaning the conditions for the upper bound are satisfied. The

upper and lower bounds are equal, proving the result. �

4.5 Conclusion

What we have shown in this chapter is a probabilistic interpretation of the phe-

nomenon of state space collapse. We have shown that under a given scaling of the

two-class queuing system the probability that the vector of stationary queue lengths

is found a given distance away from the identity line decreases exponentially with

distance. This means that in such a system the stationary queue lengths would tend

to oscillate around the identity line, as illustrated in Figure 4.4.
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Q
(N)
1

Q
(N)
2

Q
(N)
1 = Q

(N)
2

(a) State space collapse
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(b) No state space collapse

Figure 4.4: Illustration of large deviations interpretation of state space collapse
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Chapter 5

Conclusion and Future Work

5.1 Conclusion

In this thesis we achieved a number of objectives.

We began by obtaining one-dimensional large deviations principles for lightly-

loaded single server queues (where the load tends to zero as the number of sources

increases) in the many sources asymptotic. Here we demonstrate a large deviations

principle which has an unusual rate: rather than being polynomial in N we have

log(N). However, we were unable to prove sample path large deviations in the

scaled uniform topology because the log moment-generating function in this case

is not steep, and we were unable to find tools in the literature that enable us to

deal with such scenarios. We found that in such systems the result depends on a

very small number of parameters. This is in contrast to the heavily loaded systems

(where the load tends to 1 as the number of sources increases) which demonstrate

Brownian behaviour for a large class of arrival processes. To do this, we used

the framework introduced by Cruise ([1], [2]) to explore this scaling. This scaling

provides both theoretical insights into the richness of the different scalings which

can be achieved, while also providing qualitative insight into the key features which
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govern the behaviour of real systems.

We then proceeded to consider multi-class queuing networks under this scaling.

We were particularly interested in exploring the phenomenon of state-space collapse.

This phenomenon has been studied widely in the literature, using mainly fluid and

diffusion limit approaches. Our main contribution was to provide a new probabilistic

interpretation of state-space collapse. Our interpretation of this phenomenon was

inspired by the work of Srikant and Maguluri ([6], [7]) who used geometry and drift-

based methods to show state-space collapse; we posited that state space collapse in

any multi-class queuing network would mean that the probability of the vector of

queue lengths being a particular distance away from the hyperplane where all queue

lengths are equal decreases exponentially. We were able to demonstrate this in a

two-class queuing system, where sources feed traffic as a simple stationary point

process.

5.2 Open problems

We now present some of the open problems which arise from the work covered in

this thesis. However, these are not the only problems of interest.

We begin by asking why the rate for lightly-loaded systems is so markedly differ-

ent from the other kinds of scalings. Then there is the obvious open question about

what to do about sample path large deviations when the log moment-generating

function is not steep. Then we move on to consider the many-sources asymptotic

applied to the single-server queue with negatively associated sources.

Finally, we look at the application of the (α, β) scaling the multi-class queues.

In this thesis we considered the case where we had two queues sharing a server. In

the future we would like to consider the case where there are more than two queues.
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5.2.1 What happens at β = 1?

As discussed in the Introduction, and Chapter 3, the rate for lightly-loaded systems

is markedly different from the rate for other classes of systems, which are usually

polynomial in N . This indicates that there is a boundary beyond which the be-

haviour of the system changes. In the context of this thesis, the boundary seems to

be at β = 1. It would be interesting to investigate what happens at this boundary,

and why polynomial rates fail to work beyond it.

A natural question also arises from the attempt to prove a sample path re-

sult: What happens when the log moment-generating function is not steep? To the

best of our knowledge, all of the literature dealing with stationary queuing systems

rely heavily on the Gärtner-Ellis theorem, and consequently on the log moment-

generating function of the arrival process to obtain sample path results. In all of

these cases, the log moment-generating functions were steep. However, it appears

that the steepness assumption does not hold in the case of lightly-loaded systems.

Even though extending the Gärtner-Ellis theorem is beyond the scope of this thesis,

it would be an interesting question to look at extensions to this theorem in that

light.

5.2.2 Negatively Associated Sources

In Chapter 3, we assumed that the traffic was fed from N independent sources, and

therefore the results rely on the asymptotic Poisson behaviour observed from the

superposition of a large number of independent sources. This asymptotic behaviour

should still hold if instead the sources are negatively dependent (that is, sparser

than independent sources). A natural question that arises is what happens if the

assumption of independence is broken? In particular, we want to know how the

behaviour of the system would change if the sources were negatively associated.
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Definition 5.2.1. (Negative Association) Let X = (X1, . . . , Xn) be a vector of

random variables. These random variables are negatively associated if for every

disjoint sets I, J ⊂ {1, . . . , n},

E [f(Xi, i ∈ I)g(Xj, j ∈ J)] ≤ E [f(Xi, i ∈ I)]E [g(Xj, j ∈ J)] (5.1)

for all functions f : R|I| → R, g : R|J | → R that are both non decreasing or both

non-increasing.

We have the following useful lemmas on negative association:

Lemma 5.2.2. [96, Property P2] Let X1, . . . , Xn satisfy the negative association

condition. Then for any non-decreasing nonnegative functions fi, i ∈ [n],

E

 ∏
i∈{1,...,n}

fi(Xi)

 ≤ ∏
i∈{1,...,n}

E [fi(Xi)]

Lemma 5.2.3. Let X1, . . . , Xn be negatively associated identically distributed ran-

dom variables, W =
∑n

i=1Xi and let Λ(θ) = logEeθX(0,t). Also, let Λi(θ) =

logEeθXi(0,t) for any i ∈ {1, . . . , n}. The following apply:

Λ(θ) ≤ NΛi(θ) for θ > 0

Proof. Apply Lemma 5.2.2, with f(x) = eθx, and then take logarithms of both

sides.

Finally, from Lemma 2.2.8, we have
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logEeθA
⊕N
α,β = −N1−β +NΛα,β,t(θ/N

α)

≥ −N1−βµtθ +NΛα,β,t(θ)

≥ NΛα,β,t(θ)

Also,

logE
[
eθA

⊕N
α,β

]
= logE

[
n∏
i=1

eθAi(0,N
α−βt

]

≤ log
n∏
i=1

[
EeθAi(0,Nα−βt

]
by negative association

= N logEeθA1(0,Nα−βt

= NΛα,β,t(θ)

Lemma 5.2.3 provides an upper bound on the unscaled log moment-generating

function of the cumulative arrivals from negatively dependent sources. We are now

working on getting bounds on the scaled version of this function. Once we get

these bounds, we will be able to investigate the original problem, which is that of

probabilities of threshold overflow.

5.2.3 Large deviations for MCQNs with more than 2 classes

A natural extension for the work done in Chapter 4 would be to generalise the result

to the case where k queues share a single server, k ≥ 3.

The setup will be quite similar. We consider a series of N multi-class continuous-

time queuing system with 2 independent queues, such that in the N th system, each

queue is fed by N sources, and there is one server with capacity N
∑

i λi + NβC
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(customers per unit time). For every queue k ∈ K = {1, . . . , K} we assume that

work arrives into the queue given by a sequence Ak(0, t), t ∈ R where Ak(0, t) is

the amount of work brought in by time t. For any t1, t2 ∈ R we define Ak(t1, t2) =

Ak(0, t2) − Ak(0, t1) as the amount of work arriving into queue k between times t1

and t2. Let A⊕Ni represent the superposition of arrivals from N sources into queue

i.

In this thesis, we relied on t0, the time when the queue lengths were last equal.

We did this for two reasons. Firstly, we know that the event that the two queues had

equal lengths must have occurred at some point in the history of the system, given

that both queues were empty from the start. Secondly, and most importantly, in a

two-queue system operating under the Max Weight scheduling policy, we know that

after t0 the server is focused only on the longer queue. It was therefore relatively

easy to write down the dynamics of the system in this case.

However, this device would have some limitations when there are more than two

queues. One idea would have been to consider only the lengths of the two longest

queues at any given point in time. However, this idea is limited by a number of

possibilities. It is possible, for example, that one queue grows while the others

remain stagnant, with equal lengths, or that the longest queue keeps growing, but

the order of the lengths of the remaining queues changes in the time duration we are

focused on. This makes it much trickier to write down the dynamics of the queue.

It would perhaps be necessary to find other approaches to solving this problem,

instead of relying so heavily on the timescale upon which events occur.
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[35] Krzysztof Dȩbicki and Michel Mandjes. Exact overflow asymptotics for queues

with many Gaussian inputs. Journal of Applied Probability, 40(3):704–720,

2003.

[36] Bert Zwart, Sem Borst, and Michel Mandjes. Exact asymptotics for fluid queues

fed by multiple heavy-tailed on–off flows. The Annals of Applied Probability,

14(2):903–957, 2004.

[37] Michel Mandjes and Jeong Han Kim. Large deviations for small buffers: an

insensitivity result. Queueing Systems, 37(4):349–362, 2001.

[38] Ozcan Ozturk, Ravi R Mazumdar, and Nikolay Likhanov. Many sources asymp-

totics for networks with small buffers. Queueing Systems, 46(1-2):129–147,

2004.

[39] Michel Mandjes and Sem Borst. Overflow behavior in queues with many long-

tailed inputs. Advances in Applied Probability, 32(4):1150–1167, 2000.

[40] Damon Wischik. Moderate deviations in queueing theory. Preprint available

online at https://www.cl.cam.ac.uk/∼djw1005/Research/ucl research/moddev.

html, 2001.

[41] Anatolii A Puhalskii. Moderate deviations for queues in critical loading. Queue-

ing Systems, 31(3-4):359–392, 1999.

[42] Cheng-Shang Chang, David D. Yao, and Tim Zajic. Large deviations, moderate

deviations, and queues with long-range dependent input. Advances in Applied

Probability, 31(01):254–278, 1999.

109

https://www.cl.cam.ac.uk/~djw1005/Research/ucl_research/moddev.html
https://www.cl.cam.ac.uk/~djw1005/Research/ucl_research/moddev.html


BIBLIOGRAPHY

[43] J. Cao and K. Ramanan. A poisson limit for buffer overflow probabilities. In

Proceedings.Twenty-First Annual Joint Conference of the IEEE Computer and

Communications Societies. IEEE, 2002.

[44] Mihaela Enachescu, Yashar Ganjali, Ashish Goel, Nick McKeown, and Tim

Roughgarden. Routers with very small buffers. In INFOCOM, 2006.

[45] Gaurav Raina and Damon Wischik. Buffer sizes for large multiplexers: TCP

queueing theory and instability analysis. In Next Generation Internet Networks,

2005, pages 173–180. IEEE, 2005.

[46] Yu Gu, Don Towsley, Chris V Hollot, and Honggang Zhang. Congestion control

for small buffer high speed networks. In INFOCOM 2007. 26th IEEE Inter-

national Conference on Computer Communications. IEEE, pages 1037–1045.

IEEE, 2007.

[47] Arun Vishwanath, Vijay Sivaraman, and Diethelm Ostry. How Poisson is TCP

traffic at short time-scales in a small buffer core network? In Advanced Net-

works and Telecommunication Systems (ANTS), 2009 IEEE 3rd International

Symposium on, pages 1–3. IEEE, 2009.

[48] Do Young Eun and Xinbing Wang. Achieving 100% throughput in TCP/AQM

under aggressive packet marking with small buffer. IEEE/ACM Transactions

on Networking (TON), 16(4):945–956, 2008.

[49] Damon J Wischik. Sample path large deviations for queues with many inputs.

Annals of Applied Probability, pages 379–404, 2001.

[50] Damon J. Wischik. The output of a switch, or, effective bandwidths for net-

works. Queueing Systems, 32(4):383–396, 1999.

110



BIBLIOGRAPHY

[51] AJ Ganesh and Neil O’Connell. A large deviation principle with queueing

applications. Stochastics and Stochastic Reports, 73(1-2):25–35, 2002.

[52] Walter Rudin. Principles of Mathematical Analysis, volume 3. McGraw-hill

New York, 1964.

[53] Ruth J Williams. Stochastic processing networks. Annual Review of Statistics

and Its Applications, 3:323–345, 2016.

[54] J Michael Harrison. Brownian models of queueing networks with heterogeneous

customer populations. In Stochastic Differential Systems, Stochastic Control

Theory and Applications, pages 147–186. Springer New York, 1988.

[55] F. P. Kelly. Networks of queues with customers of different types. Journal of

Applied Probability, 12(3):542, 1975.

[56] Hong Chen and David D. Yao. Kelly networks. In Stochastic Modelling and

Applied Probability, pages 69–96. Springer New York, 2001.

[57] Maury Bramson. State space collapse with application to heavy traffic limits

for multiclass queueing networks. Queueing Systems, 30(1/2):89–148, 1998.

[58] Jim Dai. Stability of fluid and stochastic processing networks, 1999. Available

online at http://www.maphysto.dk/cgi-bin/gp.cgi?publ=70.

[59] R.J. Williams. Diffusion approximations for open multiclass queueing net-

works: sufficient conditions involving state space collapse. Queueing Systems,

30(1/2):27–88, 1998.

[60] J. G. Dai. On positive Harris recurrence of multiclass queueing networks: A

unified approach via fluid limit models. The Annals of Applied Probability,

5(1):49–77, 1995.

111



BIBLIOGRAPHY

[61] Jim G Dai and Sean P Meyn. Stability and convergence of moments for mul-

ticlass queueing networks via fluid limit models. IEEE Transactions on Auto-

matic Control, 40(11):1889–1904, 1995.

[62] Rosario Delgado. State space collapse and stability of queueing networks. Math-

ematical Methods of Operations Research, 72(3):477–499, 2010.

[63] David Gamarnik. Fluid models of queueing networks. Wiley Encyclopedia of

Operations Research and Management Science, 2010.

[64] Jiangang Dai. Steady-state analysis of reflected Brownian motions: character-

ization, numerical methods and queueing applications. PhD thesis, Stanford

University, 1990.

[65] James R Jackson. Networks of waiting lines. Operations research, 5(4):518–521,

1957.

[66] James R Jackson. Jobshop-like queuing systems. Management Sci, 10:131–142,

1963.

[67] Forest Baskett, K Mani Chandy, Richard R Muntz, and Fernando G Palacios.

Open, closed, and mixed networks of queues with different classes of customers.

ACM, 22(2):248–260, 1975.

[68] Hans Daduna. Queueing networks-customers, signals, and product form solu-

tions. International Journal of Stochastic Analysis, 14(4):421–426, 2001.

[69] Arnon Arazi, Eshel Ben-Jacob, and Uri Yechiali. Bridging genetic networks

and queueing theory. Physica A: Statistical Mechanics and its Applications,

332:585–616, 2004.

[70] Erel Levine and Terence Hwa. Stochastic fluctuations in metabolic pathways.

Proceedings of the National Academy of Sciences, 104(22):9224–9229, 2007.

112



BIBLIOGRAPHY

[71] Vlad Elgart, Tao Jia, and Rahul V Kulkarni. Applications of Little’s law to

stochastic models of gene expression. Physical Review E, 82(2):021901, 2010.

[72] Tao Jia and Rahul V Kulkarni. Intrinsic noise in stochastic models of gene

expression with molecular memory and bursting. Physical Review Letters,

106(5):058102, 2011.

[73] William H Mather, Natalie A Cookson, Jeff Hasty, Lev S Tsimring, and Ruth J

Williams. Correlation resonance generated by coupled enzymatic processing.

Biophysical Journal, 99(10):3172–3181, 2010.

[74] William H Mather, Jeff Hasty, Lev S Tsimring, and Ruth J Williams. Factorized

time-dependent distributions for certain multiclass queueing networks and an

application to enzymatic processing networks. Queueing Systems, 69(3-4):313–

328, 2011.

[75] JFC Kingman. The single server queue in heavy traffic. In Mathematical Pro-

ceedings of the Cambridge Philosophical Society, volume 57, pages 902–904.

Cambridge University Press, 1961.

[76] John FC Kingman. On queues in heavy traffic. Journal of the Royal Statistical

Society: Series B (Methodological), 24(2):383–392, 1962.

[77] JFC Kingman. The heavy traffic approximation in the theory of queues. In

Proceedings of the Symposium on Congestion Theory, volume 2. University of

North Carolina Press, Chapel Hill, NC, 1965.

[78] AA Borovkov. Some limit theorems in the theory of mass service. Theory of

Probability & Its Applications, 9(4):550–565, 1964.

[79] AA Borovkov. Some limit theorems in the theory of mass service, ii multiple

channels systems. Theory of Probability & Its Applications, 10(3):375–400, 1965.

113



BIBLIOGRAPHY

[80] Donald L Iglehart and Ward Whitt. Multiple channel queues in heavy traffic.

i. Advances in Applied Probability, 2(1):150–177, 1970.

[81] Donald L Iglehart and Ward Whitt. Multiple channel queues in heavy traffic. ii:

Sequences, networks, and batches. Advances in Applied Probability, 2(2):355–

369, 1970.

[82] Martin I Reiman. Open queueing networks in heavy traffic. Mathematics of

Operations Research, 9(3):441–458, 1984.

[83] Ward Whitt. Weak convergence theorems for priority queues: preemptive-

resume discipline. Journal of Applied Probability, 8(1):74–94, 1971.

[84] Daniel Peter Johnson. Diffusion approximations for optimal filtering of jump

processes and for queueing networks. Dissertation Abstracts International Part

B: Science and Engineering, 44(5), 1983.

[85] Hong Chen and Avi Mandelbaum. Stochastic discrete flow networks: Diffusion

approximations and bottlenecks. The Annals of Probability, 19(4):1463–1519,

1991.

[86] Martin I Reiman. A multiclass feedback queue in heavy traffic. Advances in

Applied Probability, 20(1):179–207, 1988.

[87] William P Peterson. A heavy traffic limit theorem for networks of queues with

multiple customer types. Mathematics of Operations Research, 16(1):90–118,

1991.

[88] Maury Bramson and Jim G Dai. Heavy traffic limits for some queueing net-

works. Annals of Applied Probability, 11:49–90, 2001.

114



BIBLIOGRAPHY
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