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Abstract

Combining information from pension scheme datasets is of fundamental importance

in order to obtain more consistent and efficient estimates of mortality rates, which

are used when assessing and managing longevity risk.

A major problem faced in these type of analysis is given by the case, not uncom-

mon, that pension scheme datasets provide different sets of informations.

In this work we develop techniques, based on missing data statistics, which aim at

carrying out mortality analysis by making the best use of available information, with

particular emphasis on individual socio-economic characteristics. In particular, the

stratification of the combined mortality experience is avoided and the information

not available for all units therein is not discarded.

The techniques of this work are analysed from a three-fold perspective: i) the

analysis of the mathematical conditions needed to uniquely identify the probability

distribution of interest; ii) the analysis, adaptation and the development of fitting

algorithms for tackling the inferential task; and iii) the analysis of the impact of

using these techniques for the estimation of demographic and financial quantities of

interest for an actuary.
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Introduction

The motivating example is that of an actuary modelling the mortality of one or more

pension schemes. We assume data are available at the level of the individual scheme

member, including date of birth, date of joining the scheme, date of leaving observa-

tion, and reason for cessation of observation (usually, death or right censoring). The

age, which can be derived from the date of birth, is certainly the most important

factor throughout a mortality analysis (Richards & Jones (2004), Madrigal et al.

(2011)).

Often, other information will be available in the form of covariates. Gender is

usually known, but increasingly often much richer information is available, such as

benefit or pension size, geo-demographic profile, or health status. Knowing how

mortality depends on these can be important, especially if risk may be concentrated

on certain subsets of the membership (for example, persons with the largest pensions

may have the lightest mortality, see Richards (2008)).

In order to account for all relevant factors, one solution can be the stratification of

the mortality experience, that is the separate estimation of mortality rates for each

value the factor can take, e.g. different mortality rates for males and females. This

solution is advantageous in terms of statistical sophistication. However, splitting the

mortality experience into smaller parts, yields inferences with less statistical power

due to the smaller sample size of the resulting strata. This problem becomes severe

as more factors are jointly taken into consideration.

Furthermore, the stratification of the experience does not allow to statistically

exploit the similarities among different strata of the mortality experience.

The present work focuses on the statistical analysis of the mortality experience

of pension scheme datasets by means of survival models, where a parametric form
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for the individual hazard function is specified and includes covariates which can

be capable to statistically explain the heterogeneity among individuals’ mortality

profile. In this way it is possible to construct mortality tables useful for pricing,

reserving and other risk management purposes. In particular, we focus on current

mortality rates, leaving aside the issue about future improvement assumptions.

Throughout the fitting exercise, the parameter estimates have sampling error,

which is inherited by any quantity calculated using the estimated hazard rates.

In principle, estimation error can be reduced by modelling a larger population,

if it remains sufficiently homogeneous. So, in the UK, the Continuous Mortality

Investigation (CMI) Committee often combines data provided by different life in-

surers writing the same class of business. Our pensions actuary may wish, similarly,

to combine the data from two or more pension schemes, to obtain a larger and, it

is hoped, more reliable data set. But what then happens, if statistically significant

covariates are observed only in some of the various pension schemes? For example,

suppose Scheme A may provide benefit amount but not geo-demographic profile,

while Scheme B may do the opposite. This is the problem considered here.

The analysis of each dataset on a stand alone basis, can be considered as the anal-

ysis of non necessarily different strata of a larger population. For instance, pension

scheme datasets, which represent the focus of the present work, are of small sample

size in terms of the number of observations and exposure-at-risk years compared to

the combined sample used in CMI analysis, and also in terms of observed deaths due

to the occurrence of right-censoring and left truncation data coarsening mechanisms.

As noted in Richards (2016), in many cases these mortality experiences data do

not have a large enough sample size in order to be statistically credible.

Another option is to drop the covariate information and model only what the

schemes have in common. This option could imply problems of model misspecifica-

tion which may cause lack of consistency of the maximum likelihood estimator, see

White (1982).

It is also possible that two or more datasets have some individuals in common,

while for simplicity we hereby assume that the set of units in two or more different
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samples being analysed do not overlap.

The contribution of this work consists of making a step forward, namely to

make inferences combining mortality experiences with similar mortality probabilistic

mechanisms without discarding any relevant information where available, by using

missing-data statistical techniques. Relevant information consist of those individual

features which are statistically significant for the modelling exercise (for example in

terms of information criteria such as AIC and BIC for frequentist inferences).

Summing up, an integrated use of such datasets should consent:

• to perform statistical analysis using a larger sample, wherever the populations

within each dataset can be considered as subsets of a certain population of

interest;

• the possibility of a more efficient use of the information content coming from

several datasets1;

• a use of the combined dataset as reference population when analysing and

assessing the idiosyncratic features of smaller sub-populations2, and allow for

comparisons among these.

This work is structured as follows: Chapter 1 provides a primer about likelihood-

based inference and its extension to the situation where some covariates are miss-

ing, together with some useful results from the literature; Chapter 2 develops the

likelihood-based inferential framework of Chapter 1 for the survival analysis of pen-

sion scheme datasets, distinguishing the cases where the probability distribution

of missing data is known from the case where it is unknown. Furthermore, it in-

cludes a brief description of the effect of the omission of a relevant regressor, and

a bootstrap-based method for the estimation of the variance-covariance matrix of

parameters estimates.

1The observation of features observed just in one sample can bring further informations about
other mortality drivers

2For example in case we want to make a prospective valuation of the liabilities of a pension
scheme, the actuary can make reference to the mortality profile of a larger population. In this
case, it is useful to have comparability between the mortality profile of the smaller pension
scheme and that of the larger population to assess the basis risk due to the use of the latter as
reference.
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In Chapter 3 we address the fitting process by means of two algorithms: the first

is the application of the famous EM algorithm of Dempster et al. (1977), while the

other consists of a transformation of a constrained optimization problem into an

unconstrained one, which turns out to work more efficiently.

Chapter 4 is devoted to the analysis of the behaviour of the maximum likelihood

estimator when data are missing by means of simulation studies, and in Chapter

5 we apply the methodology since then described to the empirical analysis of the

male population of a local authority UK pension scheme dataset, which has been

randomly split into sub-datasets in order to artificially create datasets with missing

covariates.

Chapter 6 describes the impact of the use of missing data statistical techniques

compared with its alternatives, on the estimation of the life expectancy and of the

annuity factor.

An extended and generalized framework based on hierarchical models is developed

in Chapter 7. It allows to account for parameter uncertainty, and allows for a more

flexible assessment of the effect of the covariates. Such hierarchical models allow

also to deal with missing data.

Chapter 8 replicates the analysis of Chapter 6 when the hazard rates are estimated

using the techniques of Chapter 7. Chapter 9 concludes.
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1. Maximum Likelihood theory when

data are missing

1.1. Review of Maximum Likelihood theory

Let Y be a p-dimensional random vector, with density fY ( · ; θ0) in the family

℘{fY ( · ; θ) : θ ∈ Ωθ}, indexed by the parameter vector θ ∈ Ωθ ⊂ Rk.

Throughout an experiment, the sequence (y1,y2, . . . ,yn) is sampled from a popu-

lation, corresponding to n realizations of the random vector Y1. Given the random

sample y = (y1, . . . ,yn), the purpose is the estimation of the true but unknown

value of the parameter θ0.

The i-th individual likelihood contribution Li (θ) and the likelihood function

L (θ | y) are:

Li (θ) = fY (yi; θ) (1.1)

L (θ | y) =
n∏
i=1

Li (θ) =
n∏
i=1

fY (yi; θ) (1.2)

Equation (1.2) represents the joint probability distribution of the observed data,

assuming that the individual observations y1,y2, . . . are independently distributed.

It is written as L (θ | y) because it is a function of the unknown parameter vector θ

given the observed data.

The maximum likelihood estimator (MLE) θ̂ is the value of θ such that L (θ | y)

1The assumed random sampling model is defined as if the population is infinite.
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Chapter 1: Maximum Likelihood theory when data are missing

is maximized2:

θ̂ = arg max
θ⊂Ωθ

L (θ | y) (1.3)

The value of θ̂ is unique if the family of densities ℘ is identifiable given the data,

that is for any θ1, θ2 ∈ Ωθ such that θ1 6= θ2, then:

fY ( · ; θ1) 6= fY ( · ; θ2) (1.4)

for any value in the support of Y.

In order to ease calculations and computations, θ̂ is calculated upon maximisation

of the logarithm of equation (1.2), ` (θ | y):

` (θ | y) = logL (θ | y) (1.5)

which is possible since ` (θ | y) is a monotonic transformation of the likelihood func-

tion in equation (1.2).

Under suitable regularity conditions (see Wald (1949)), the maximum likelihood

estimator is consistent, i.e.:

lim
n→∞

Pr
(
‖ θ̂ − θ0 ‖> ε

)
→p 0 (1.6)

∀ε > 0, and asymptotically normally distributed:

√
n
(
θ̂ − θ0

)
∼MVN

(
0, J (θ0)−1 I (θ0) J (θ0)−1T

)
⇒ θ̂ ∼MVN

(
θ0,

1

n
J (θ0)−1 I (θ0) J (θ0)−1T

) (1.7)

where MVN (θ,Σ) indicates the multivariate normal distribution with mean θ and

variance-covariance matrix Σ. The non-singular matrix J (θ0) is the probability limit

2In (1.3) we used the symbol ⊂ instead of ⊆, because one condition for asymptotic consistency

of parameters estimate θ̂ is that it must lie in the interior of the parameter space Ωθ (Newey
& McFadden (1994)).
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Chapter 1: Maximum Likelihood theory when data are missing

of second-order partial derivatives of the log-likelihood function ` (θ | y):

J (θ | y) = E
(
∂2` (θ | y)

∂θ∂θT

)
(1.8)

and I (θ | y) is equal to the Fisher Information matrix, defined as:

I (θ | y) = E

[(
∂` (θ | y)

∂θ

)⊗2
]

(1.9)

where A⊗2 = AAT , and the expectation is taken with respect to the true probability

distribution of the data fY (y; θ0). In case the probability distribution is correctly

specified, and Wald’s regularity conditions are met, then it is possible to derive

the so called Information Matrix Equality, which simplifies the variance-covariance

matrix expression for the asymptotic distribution of θ̂ in (1.7), see White (1982)

J (θ0 | y) = −I (θ0 | y) (1.10)

Let the random vector Y be partitioned as Y = (T,Z), where T is a sub-vector

of Y, hereby considered as the dependent variable, and Z is the vector of covariates.

Hence, fY (y; θ) can be equivalently written as:

fY (y; θ) = fT,Z (t, z; θ) = fT|Z (t | z; θ) fZ (z; θ) (1.11)

Now, if it can be possible to assume, as in any regression model, that Z is a vector

of exogenous variables (that is, its probabilistic mechanism is generated outside

the regression model represented by the first factor in equation (1.11)), then this

equation can be written as follows:

fT,Z (t, z; θ) = fT|Z (t | z; τ) fZ (z; ζ) (1.12)

where θ = (τ, ζ), and the two parameter vectors τ and ζ are distinct3. In this case,

the estimation of θ is carried out as before, but the likelihood function can be written

3Two parameters τ and ζ are distinct if their joint parameter space Ωτ,ζ is given by the product
of the parameter space of τ and of ζ, that is Ωτ,ζ = Ωτ × Ωζ (Little & Rubin (2002))
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Chapter 1: Maximum Likelihood theory when data are missing

as a product of two separate factors, as follows:

L (θ | y) = L (τ, ζ | t, z) = L (τ | t, z)L (ζ | z)

=
n∏
i=1

Li (τ, ζ | ti, zi) =
n∏
i=1

Li (τ | ti, zi)Li (ζ | zi)

=
n∏
i=1

fT|Z (ti | zi; τ)
n∏
i=1

fZ (zi; ζ) (1.13)

where t = (t1, . . . , tn) and z = (z1, . . . , zn) are the observed values of the random

vectors T and Z for each unit in the sample.

When the interest lies in the probability distribution of T given Z, then the

likelihood function for the two parameter vectors τ and ζ factorize. This is the

reason why the distribution of the covariates is usually disregarded.

1.2. Missing data

The random vector Y is defined as before. For simplicity, suppose for the i-th

individual the statistician cannot observe yi,p, i.e. last element of yi = (yi,1, ..., yi,p).

The vector of observables yi,obs can be defined as:

yi,obs = (yi,1, ..., yi,p−1) (1.14)

If the missing data mechanism is ignorable (see Rubin (1976) and Appendix A

for further details), the likelihood contribution for the i-th individual, Li (θ) is then

based on the data vector in equation (1.14). The marginal density of yi,obs is then

obtained:

Li (θ) = fYobs
(yi,obs; θ) = fYi,1,...,Yi,p−1

(yi,1, ..., yi,p−1; θ) =

∫
R
fY (yi; θ) dyi,p (1.15)

In equation (1.15) we assume that yi,p takes value in the set of real numbers

R, but the extremes of integration can be generalized to any possible state space

(for example, the levels of a categorical variable, for which the density fY (yi; θ) is

dominated by the counting measure). Likewise, the framework so far depicted can be
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Chapter 1: Maximum Likelihood theory when data are missing

extended to the case where more than one variable is missing for the i-th individual,

say the last two elements of yi. Then, (1.14) and (1.15) can be respectively written

as follows:

yi,obs = (yi,1, ..., yi,p−2) (1.16)

Li (θ) = fYobs
(yi,obs; θ) = fYi,1,...,Yi,p−2

(yi,1, ..., yi,p−2; θ) =

∫ ∫
R2

fY (yi; θ) dyi,p−1dyi,p

(1.17)

Same considerations as before apply for the extremes of integration, as well as

(1.14)-(1.17) can be extended to any possible subvector of observed variables.

Summing up, in what follows yi,obs represents a vector of dimension p− p′, (0 ≤

p′ ≤ p) whose elements are given by the observed values of yi for the i-th individual,

and yi,mis will indicate the vector of dimension p′ given by the elements of yi whose

values are not observed.

Hence, equation (1.15) and (1.17) will be more generally written as:

Li (θ) = fYobs
(yi,obs; θ) =

∫
fY (yi; θ) dyi,mis =

∫
fYobs,Ymis

(yi,obs,yi,mis; θ) dyi,mis

(1.18)

where last equality comes from the fact fY (yi; θ) is the joint density of Y =

(Yobs,Ymis).

The integral in (1.18) generalizes also the case where the missing random vector

is discrete, i.e. it takes values in a countable set, say Y . In this case, the integral is

replaced by a sum:

Li (θ) = fYobs
(yi,obs; θ) =

∑
yi,mis∈Y

fYobs,Ymis
(yi,obs,yi,mis; θ) (1.19)

In theory, the maximum likelihood estimator based on the maximization of the

likelihood function of the observable data has the same asymptotic properties (see

Takai & Kano (2013)) as in case data are completely observed (Section 1.1). How-
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ever, when data are missing the sample variances might be larger and statistical

tests of hypothesis have less power.

1.2.1. Conditional distribution modelling

The parameters estimation framework for the missing data case so far described

can be easily extended to the case where the random vector Y is partitioned as

Y = (T,Z) and the interest lies in the probability distribution of T, conditional to

a set of covariates Z, indexed by the parameter vector τ .

The present work focuses on the case where the univariate dependent variable T

is observed for the whole sample, while the covariates can be subject to missingness.

Hence, for those elements of Z which can be missing, we need to specify a probability

distribution.

For notational convenience we partition Z as Z = (Zobs,Zmis) and assume that

its probability distribution is indexed by ζ.

Unobservable data are assumed to be missing at random (MAR, see Appendix

A.1 and Rubin (1976) for further details). Therefore, the missing data probabilistic

mechanism can be ignored throughout the inferential process, and each unit in the

sample contributes to the likelihood function by means of the observable (t, zobs):

L (τ, ζ) = fT,Zobs
(t, zobs; τ, ζ) =

∫
fT |Z (t | z; τ) fZ (z; ζ) dzmis (1.20)

The likelihood function of the observed data is written as:

L (τ, ζ | t, zobs) =
n∏
i=1

∫
fT |Z (ti | zi; τ) fZ (zi; ζ) dzi,mis (1.21)

In equation (1.21) the likelihood function for τ does not any longer factorize with

respect to terms depending on ζ. Hence, also the distribution of the covariates Z

becomes part of the parametric specification for the probability distribution of the

random variable T .
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1.2.2. Statistical Inference

Two possible cases can be now distinguished: the probability distribution of the

vector Z is known because for example it is available from an external source; or

conversely it is not known and should then be estimated. In the former case, this

information can be used in equation (1.21) which can be thus uniquely maximized

with respect to τ , while in the latter τ must be jointly estimated alongside the

parameter vector ζ.

1.2.2.1. Two results from missing data statistical literature

When data are missing, the MLE of θ is given by the solution of the following system

of simultaneous equations in vector form:

Sobs (θ) = ∇θ logL (θ | yobs) = 0 (1.22)

The Mean Score Function theorem of Fisher (1922) allows for the representation of

the likelihood equations in (1.22) in terms of the score function obtainable in case

data are completely observed:

Theorem 1 - Mean score function: Under regularity conditions which allow for

interchange of differentiation and integration4:

Sobs (θ) = E [S (θ) | yobs] (1.23)

where S (θ) is the score function for the case of complete data for the sample under

analysis. The proof follows along the lines of Kim & Shao (2013):

Sobs (θ) =
∂

∂θ
logL (θ | yobs) =

∂L (θ | yobs)
/
∂θ

L (θ | yobs)
=

∫ [
∂L (θ | y)

/
∂θ
]

dymis

L (θ | yobs)

=

∫ [
∂L (θ | y)

/
∂θ
]

L (θ | y)

L (θ | y)

L (θ | yobs)
dymis = E [S (θ) | yobs] (1.24)

4The conditions of Monotone Convergence Theorem, Dominated Convergence Theorem and Fatou
Lemma are met, i.e. Wald (1949) regularity conditions
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The integrand in the first line of equation (1.24) has been multiplied and divided

for the likelihood of the data (observed and missing). The last equality in the

second line of equation (1.24) follows because the first factor in the integrand is

by definition the score function of the log-likelihood of the data, while the other

one is the conditional joint probability distribution of the missing data, given the

observables, that is

L (θ | y)

L (θ | yobs)
=
f (yobs,ymis; θ)

f (yobs; θ)
= fYmis|Yobs

(ymis | yobs; θ) (1.25)

Theorem 1 is useful because in many cases the direct calculation of the gradient

vector of the likelihood function based on the marginal distribution of the observables

is very cumbersome, while it allows to directly write the gradient vector in terms of

the complete data likelihood equations.

The parameter estimation process does not necessarily need to maximize the log-

likelihood function of the observable data, which might be very cumbersome. Such

purpose can be achieved by maximizing a tight lower bound of ` (θ | yobs).

Assuming for simplicity the missing variable has discrete state space, the max-

imisation object is:

` (θ | yobs) = logL (θ | yobs) =
n∑
i=1

log fYobs
(yi,obs; θ)

=
n∑
i=1

log

[ ∑
ymis∈Y

fYobs,Ymis
(yi,obs,ymis; θ)

]
(1.26)

Let fYmis
(ymis) be an arbitrary probability distribution for Ymis, and write:

` (θ | yobs) =
n∑
i=1

log

[ ∑
ymis∈Yi

fYmis
(ymis)

fYobs,Ymis
(yi,obs,ymis; θ)

fYmis
(ymis)

]
(1.27)

where Yi is the state space of the missing data for the i-th unit.

For each i it is possible to use the Jensen’s inequality: for any w ∈ [0, 1] and two
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points t1, t2 ∈ (0,∞), we have5:

w log t1 + (1− w) log t2 ≤ log (wt1 + (1− w)t2) (1.28)

Back to equation (1.27) we have:

` (θ | yobs) =
n∑
i=1

log

[ ∑
ymis∈Yi

fYmis
(ymis)

fYobs,Ymis
(yi,obs,ymis; θ)

fYmis
(ymis)

]
≥

n∑
i=1

∑
ymis∈Yi

fYmis
(ymis) log

[
fYobs,Ymis

(yi,obs,ymis; θ)

fYmis
(ymis)

]
(1.29)

The lower bound in the rhs of equation (1.29) is tight. Suppose fYmis
(ymis) is

given by fYmis|Yobs
(ymis | yobs; θ). We have that:

n∑
i=1

∑
ymis∈Yi

fYmis|Yobs
(ymis | yi,obs; θ) log

[
fYobs,Ymis

(yi,obs,ymis; θ)

fYmis|Yobs
(ymis | yi,obs; θ)

]

=
n∑
i=1

∑
ymis∈Yi

fYmis|Yobs
(ymis | yi,obs; θ) log fYobs

(yi,obs; θ) =
n∑
i=1

log fYobs
(yi,obs; θ)

(1.30)

This proves that the lower bound is tight and that setting fYmis
(ymis) equal to

fYmis|Yobs
(ymis | yobs; θ) leads to the maximization of the likelihood of equation

(1.26).

1.2.2.2. Identifiability of the parameters

Back to the problem of the conditional probability distribution of T given the

covariate vector Z, when data are missing and τ and ζ are both unknown, then

the identifiability of the full model given by the joint density fT,Z (t, z | x; τ, ζ) =

fT |Z (t | z; τ) fZ (z; ζ) cannot be taken for granted as discussed in Cole et al. (2010).

In particular, if data are missing a statistical model may behave as parameter

5The equation below can be generalized to the case of more than two points t1, t2, . . . , tk ∈ (0,∞)
as follows:

K∑
k=1

wk log tk ≤ log

(
K∑
k=1

wktk

)
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Chapter 1: Maximum Likelihood theory when data are missing

redundant6, and this affects its identifiability. Theorem 4 of Catchpole & Mor-

gan (1997) clarifies that if a model is parameter redundant, then it is not locally

identifiable7.

Statistical models which are not parameter redundant are defined as full rank,

although Catchpole & Morgan (1997) distinguish between essentially and condition-

ally full rank models. This can be assessed by looking at the rank of the information

matrix: for essentially full rank models, the information matrix is full rank for all

θ ∈ Ωθ, while for conditionally ones the information matrix is full rank for some but

not all values of θ.

If it is full rank, the eigenvalues of the empirical information matrix which results

from the likelihood maximization process, are all negative and far from zero.

6A statistical model M indexed by the p-dimensional parameter vector θ is parameter redundant
if it can be equivalently indexed by a smaller parameter vector ϑ of dimension d with d < p.

7Let fT ( · ; θ) be a parametric density indexed by the parameter vector θ ∈ Ωθ. A choice of
parameters θ is locally identifiable if there exist a constant ε > 0 such that there is no θ1 6= θ2

such that ‖ θ1 − θ2 ‖2< ε and fT ( · ; θ1) = fT ( · ; θ2) (see Koller & Friedman (2009)).
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2. Survival Analysis of pensioners

mortality when data are missing

This chapter addresses the application of the likelihood-based inferential framework

to the joint mortality analysis of pension schemes datasets.

The variable of interest is the future lifetime, denoted as T , whose probabilistic

law is modelled by means of the specification of a functional form for the hazard

function.

The analysis will be carried out using the two following assumptions:

A1 The set of units within each dataset constitute subsets of a unique population;

A2 Each individual pertains to only one record within the joint sample.

The assumption A1 motivates the combined use of pension scheme datasets to

model the phenomenon of interest: a unique, larger dataset is created, including

all units within each sample. A2 allows to perform statistical inferences for the

population of interest assuming that individuals’ future lifetime are independently

distributed1.

In what follows, we first describe the probabilistic model for generating the data

in a survival analysis, allowing for covariates, censoring and missing data.

Then, we focus on pension scheme datasets informational content, the parametric

specification of the hazard function, the estimation issues which can be encoun-

tered throughout the inferential process and a bootstrap-based methodology for the

estimation of the standard errors.
1In actuarial analysis this assumption is needed because very often individuals hold multiple

policies or multiple pension benefits. Should this case occur, data should be deduplicated, as
described in Macdonald et al. (2018)
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Chapter 2: Survival Analysis of pensioners mortality when data are missing

2.1. Probabilistic modelling of the future lifetime

The focus of a survival modelling exercise is the continuous-time individual hazard

function, which is needed to model the probability distribution of the future lifetime

T (see Macdonald (1996)), defined as:

µt = lim
dt→0+

Pr (t ≤ T < t+ dt | T ≥ t)

dt
=

fT (t)

1− FT (t)
(2.1)

In a mortality analysis, the attained age, indicated by the variable X is the most

important factor when estimating death rates. It is very common to read µx, the

hazard rate of an individual aged x:

µx = lim
dt→0+

=
Pr(death before age x+dt | alive at age x)

dt
= lim

dt→0+

dtqx
dt

(2.2)

where using the actuarial notation, tqx is the probability of death between age x

and x+ t, provided the individual is alive at age x. Its complement to 1, namely the

probability that an individual alive at age x will be alive at age x + t is indicated

as Sx (t) (here the symbol S which is a function of T should not be confused with

the score function of Chapter 1) or tpx:

Sx (t) = exp

− t∫
0

µx+sds

 (2.3)

where
t∫

0

µx+sds is the so called integrated hazard function.

2.1.1. Parametric survival modelling with covariates

The individual hazard function can include covariates, here denoted as zi, such as

the age, and is indexed by the parameter vector τ . It will be indicated as µti (zi; τ).

Similarly, with a slight change in notation, the survival function will be denoted as

ST (ti | zi; τ).

Summing up the results of equations (2.1) and (2.3), we obtain the probability

16



Chapter 2: Survival Analysis of pensioners mortality when data are missing

density function of the future lifetime:

fT |Z (ti | zi; τ) = ST (ti | zi; τ)µti (zi; τ) =

= exp

− ti∫
0

µs (zi; τ) ds

µti (zi; τ)
(2.4)

We further assume:

A3 Individuals’ future lifetime are independently distributed.

Hence, Li (τ) = fT |Z (ti | zi; τ) and the estimation of τ follows as described in Section

1.1.

2.1.2. Parametric survival modelling with covariates and

censoring mechanisms

Throughout experiments structured by means of observational plans typical of sur-

vival analysis, it is not possible to observe all individuals until death: the observation

of the future lifetime can be subject to coarsening mechanisms, and in particular

right censoring and left truncation.

Assuming that the past history of each individual does not affect the future

lifetime (which implies ignorability of left-truncation coarsening mechanism), let

Ui be the random censoring time for the i-th individual, and define the indicator

di = 1[Ti≤Ui], which is equal to 1 if the i-th individual is observed to die throughout

the observation period and 0 otherwise. Hence, for the i-th individual we actually

observe T 0
i = min(Ti, Ui).

Let:

• ST and µ, be respectively the survival and the hazard function for the death

event at time T indexed by the parameter vector τ ;

• SU and µc be respectively the survival and the hazard function for the censoring

time U indexed by the parameter vector η;

• fZ be the probability distribution function of the covariates vector Z, indexed

by the parameter vector ζ.

17
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The i-th individual contribution to the likelihood function based on the observed

data (t0i , di, zi) can be written as follows:

Li (τ, η, ζ) = ST
(
t0i | zi; τ

)
µt0i (zi; τ)di SU

(
t0i | zi; η

)
µct0i

(zi; η)1−di fZ (zi; ζ) (2.5)

If:

i) the censoring mechanism is non-informative (i.e. individuals leave the observa-

tional plan for reasons outside the scope of the analysis);

ii) (τ, ζ) and η are distinct,

then:

Li (τ, η, ζ) = Li (τ, ζ)Li (η) (2.6)

where:

Li (τ, ζ) = ST
(
t0i | zi; τ

)
µt0i (zi; τ)di fZ (zi; ζ) (2.7)

and:

Li (η) = SU
(
t0i | zi; η

)
µct0i

(zi; η)1−di (2.8)

Furthermore, if:

iii) no data is missing;

iv) Z is exogenous with respect to T ;

v) τ and ζ are distinct,

then:

Li (τ, ζ) = Li (τ)Li (ζ) (2.9)

Thus the likelihood function, to be intended as a function of τ , given the observed

values of (t0, d, z) for all units is given by:

L
(
τ | t0,d, z

)
∝

n∏
i=1

Li (τ) =
n∏
i=1

ST
(
t0i | zi; τ

)
µt0i (zi; τ)di (2.10)

whose natural logarithm is to be maximised with respect to τ .

18
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2.2. Pension schemes mortality data

Pension scheme datasets contain a wealth of informations for each member which

can be useful for a mortality analysis, in terms of statistical significance in order to

explain the variability in mortality rates.

For example, when using pension schemes data for CMI Annuities investigations,

among the data submission requirements, the CMI Committee distinguishes between

essential data items and desirable ones (CMI (2018b)). Among the former, we have:

• Gender;

• Date of birth (hence, the entry age, that is the age each individual joins the

observational plan);

• Type of cover (standard, enhanced individual pension annuities, group annu-

ities, insured transfers);

• Policy commencement date;

• Type of pensioner (normal health retirement, ill-health retirement, combined

retirement2, dependant, unknown);

• Benefit amount (initial and current);

• Date and type of exit from the observational plan (e.g. date of death).

The following data are thus considered desirable:

• Joint/Single life indicator;

• Distribution channel for individual pension annuities;

• Socio-economic indicators (possibly based on the Index of Multiple Deprivation

- see CMI (2018a));

Other data which can be available are:

• Geo-demographic profile, which maps UK postcodes into a small set of socio-

demographic profiles;

2The health status of the member at retirement is not known.
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• Membership to an executive sub-scheme;

• Last known salary;

• Type of occupation (manual/non-manual);

• Smoking status.

2.3. The missing data pattern of this work

In order to explain the methodology and the usefulness of a joint modelling of

different mortality experiences with the same mortality law, we assume that for

each individual we can observe:

• T , the observed lifetime, that is how long an individual has been observed

throughout the observational plan (from now on T represents what was pre-

viously indicated as T 0);

• X, the attained age when joining the observational plan;

• D, the alive/dead status (D = 0 if the individual is alive at the end of the

observational period and D = 1 if we observe the individual to die throughout

the observational period);

• B, a categorical variable with two levels, B ∈ {Low,High} depending on

whether the benefit amount is lower or higher than a certain threshold3;

• C, the geo-demographic profile modelled as an ordered three-level categorical

variable, C ∈ {0, 1, 2} where level 0 indicates the most deprived areas of UK,

while level 2 indicates the least deprived ones.

The reasons for this modelling approach for the benefit amount and for the geo-

demographic profile will be clear throughout the empirical analysis of a dataset of

life exposures in a defined-benefit UK local authority pension scheme.

3Richards (2008) fits several models in order to find the thresholds which better separate the
benefit amount levels. Here the approach is simplified and aimed to have enough individuals
in both levels of the benefit amount category.
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The covariate gender is disregarded in this work, because in actuarial practice

different models are fitted for males and females (Richards (2008)).

Given the available dataset, we discuss the example mentioned in the Introduction,

that is the case of two pension scheme datasets where one provides information

benefit amount but not geo-demographic profile, while the other does the opposite.

In order to avoid further complications, the following assumption A4 is needed:

A4 All individuals within each dataset have the same set of observed informations.

Let Y be a data matrix with n = n1 + n2 rows representing the units in the two

pension schemes, denoted as P1 and P2, and whose columns are given by T , X,

B, C, D. Furthermore, we add the column E representing a categorical variable

indicating the dataset from which the i-th unit comes.

The set (T , X, D, E) is the column subset of the data which can be observed for

all individuals in the new dataset Y, while B is missing for all units whose ei = P2,

and C is missing for all units for which ei = P1.

The creation of a combined dataset is aimed at the characterization of a unique

sample. In this case we work with a (n × 6)-dataset, whose columns are given by

Y = (T,X,B,C,D,E).

We write Y = (T,Z) where Z = (Z1,Z2):

• T = Y1

• Z1 = (Y2, Y5, Y6) = (X,D,E)

• Z2 = (Y3, Y4) = (B,C)

D is placed within the covariates set Z1 (and thus Z) just to emphasize that it is

observed for all units in the sample. In the remainder of this work, Z, and thus zi

will only include the mortality drivers used as covariates for the dependent variable

T .
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Table 2.1.: The set of available data within the combined dataset

Sample i T X D E B C

1 t1 x1 d1 e1 b1 ×

P1 ... ... ... ... ... ... ×

n1 tn1 xn1 dn1 en1 bn1 ×

n1 + 1 tn1+1 xn1+1 dn1+1 en1+1 × cn1+1

P2 ... ... ... ... ... × . . .

n1 + n2 tn1+n2 xn1+n2 dn1+n2 en1+n2 × cn1+n2

Note: × indicates the missing observations

In this way, we treat covariates B and C as missing for pension scheme datasets

whereas these are not observed, in the sense that these hide values which are poten-

tially relevant to statistically explain individuals’ mortality profile.

Indeed, Richards (2008) points out how the geo-demographic profile acts as a

proxy for the true underlying mortality differentials (smoking, diet and so on, which

can be considered as latent variables in mortality analysis). The inclusion of this

covariate within the regression framework improves the explanatory power of the

model as measured by means of information criteria, while at the same time the

regression coefficient of the benefit amount is decreased in absolute value. A similar

evidence is obtained throughout the empirical analysis of Chapter 5.

2.4. Model and likelihood function

For reasons which will be clearer in Section 5.1, the following Gompertz-type hazard

function (Gompertz (1825)) has been specified for the i-th life:

µti (xi, bi, ci; τ) = exp
[
α + β (xi + ti) + γ1[bi=High] + δ11[ci=1] + δ21[ci=2]

]
(2.11)

where τ = (α, β, γ, δ1, δ2), and 1[a∈A] is an indicator variable equal to 1 if a ∈ A and

zero otherwise.

The parameter β measures the age effect, γ captures the effect of receiving a
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benefit in excess of the threshold per annum, while δ1 and δ2 capture the effect of

different geo-demographic areas.

Hence, these parameters represent the mortality differentials between the different

groups, and the baseline mortality exp (α + βx), which is the mortality rate of an

individual aged x who has a low benefit level, and who lives in the most deprived

geo-demographic area.

Using equation (2.3), the hazard function specification of equation (2.11) corre-

sponds to the survival function ST (ti | xi, bi, ci; τ), given by:

ST (ti | xi, bi, ci; τ) = exp

[
−
(

exp (βti)− 1

β

)

× exp
(
α + βxi + γ1[bi=High] + δ11[ci=1] + δ21[ci=2]

) ]
(2.12)

and the probability density function in equation (2.4) for T becomes:

fT |X,B,C (ti | xi, bi, ci; τ) = ST (ti | xi, bi, ci; τ)µti (xi, bi, ci; τ) (2.13)

The censoring and the missing data mechanism are assumed to be both ignorable

(See Appendix A.1.3 for further details). This assumption holds if the following

three conditions are met:

i) the censoring mechanism is non-informative;

ii) both the censoring and missing data probabilistic mechanisms do not involve

zi,mis, i.e. censoring and missing data probabilistic mechanisms do not depend

on the value of the missing covariates (data are MAR);

iii) η is distinct from (τ, ζ).

Hence, given conditions i)-iii) the i-th likelihood contribution in terms of (τ, ζ) is:

Li (τ, ζ) ∝
∫
ST (ti | zi; τ)µti (zi; τ)di fZ (zi; ζ) dzi,mis (2.14)
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and the following likelihood function is obtained:

L (τ, ζ | t,di, zi,obs) ∝
n∏
i=1

Li (τ, ζ) (2.15)

∝
n∏
i=1

∫
ST (ti | zi; τ)µti (zi; τ)di fZ (zi; ζ) dzi,mis

If the i-th likelihood contribution in equation (2.14) is written in terms of the

hazard function of equation (2.11), and of the aforementioned arguments, then for

any individual in P1, whose geo-demographic profile is missing, we have the following

likelihood contribution:

Li (τ, ζ) ∝
∑

c∈{0,1,2}

ST (ti | xi, bi, c; τ)µditi (xi, bi, c; τ) fX,B,C|E (xi, bi, c | ei = P1; ζ)

(2.16)

and similarly, for those in P2:

Li (τ, ζ) ∝
∑

b∈{Low,High}

ST (ti | xi, b, ci; τ)µditi (xi, b, ci; τ) fX,B,C|E (xi, b, ci | ei = P2; ζ)

(2.17)

Since the missing variables are categorical, the integration in equations (2.16) and

(2.17) becomes a sum over the sample space of the missing variable.

The likelihood function, based on the marginal distribution of the observables,

and which represents the core of the parameter estimation process for τ is:

L (τ, ζ | t,x,bobs, cobs,d, e) ∝
∏

{i:ei=P1}

Li (τ, ζ)×
∏

{i:ei=P2}

Li (τ, ζ) (2.18)

As emphasized in Section 1.2.1, missing values among the elements of Z implies

for the actuary the problem of specifying the probability distribution fZ (z; ζ), in

this case written as fX,B,C|E (·, ·, · | ·; ζ).

The dependence on the original dataset E will be shortly discussed, while for the

moment we omit the parameter vector ζ for notational convenience.

First of all,

fX,B,C|E (x, b, c | e) = fB,C|X,E (b, c | x, e) fX|E (x | e) (2.19)
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It can be possible to assume that the entry age X is independently distributed

with respect to (B,C), representing the socio-economic characteristics for pensioners

population4. Hence,

fB,C|X,E (b, c | x, e) = fB,C|E (b, c | e) (2.20)

while B and C cannot be assumed as independently distributed, since it is more

likely that an individual pertaining the most affluent level of the geo-demographic

profile has a larger pension benefit and vice-versa. Hence, B and C are positively

associated, as these are both proxies of individual socio-economic status.

A different probability distribution of (B,C) due to different values of E is due

to the possibility that the two or more sub-populations can have a different socio-

economic composition. Clearly, this does not exclude that individuals in different

sub-populations can share the same mortality law, which then suggests a joint mod-

elling of two or more mortality experiences5.

Now, since fX|E (x | e) is observed for all individuals and the actuary is not inter-

ested in this probability distribution, it can be treated as multiplicative constant of

the likelihood function:

L (τ, ζ | t,x,bobs, cobs,d, e)

∝
∏

{i:ei=P1}

 ∑
c∈{0,1,2}

ST (ti | xi, bi, c; τ)µdiT (ti | xi, bi, c; τ) fB,C|E (bi, c | ei; ζ)


×

∏
{i:ei=P2}

 ∑
b∈{Low,High}

ST (ti | xi, b, ci; τ)µdiT (ti | xi, b, ci; τ) fB,C|E (b, ci | ei; ζ)


(2.21)

We remark how ζ in equation (2.21) is just a nuisance parameter we need to consider

in order to estimate τ , and is not of inferential interest. In the next section we discuss

4This assumption does not always hold: the older the individual, the more likely his geo-
demographic profile can correspond to the address of a retirement care home, and the older an
individual, the more likely his benefit is higher, due to their career progression. In the latter
case, equation (2.20) might hold since we are analysing a dataset of individuals aged more than
60.

5If there are mortality differentials between the sub-populations, these can be accounted by means
of interaction effects within the mortality law.
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how crucial is the factor fB,C|E (b, c | e).

We assume that conditional on the value of E, the vector (B,C) has a multinomial

distribution Mult(1,6), where six is the number of possible outcomes, indexed by

the parameter vector ζ whose elements are the probabilities of individual outcomes.

For completeness, we assume:

A5 The values of B and C whether observed or missing, will not change for each

individual throughout the observational plan6.

In a mortality analysis the observation time-span is of great importance, as at

every age the mortality rates change over time. This problem is not addressed in

the present work, as stated in the Introduction.

2.5. Inference when the distribution of the covariates

is known

As aforementioned, when covariates are missing, the parameter vector of interest τ

depends also on the probability distribution of the covariates.

For the case under analysis, if the p.m.f. fB,C|E (b, c | e) is known, as it may be

available from an external source, then its value can be plugged into (2.21) and the

likelihood function can be uniquely maximized for τ , as mentioned in Section 1.2.2.

Again, we omit the parameter ζ for convenience.

Indeed, from a glimpse to Table 2.1, the joint probability distribution of B and C

cannot be estimated with complete data techniques, since the combined sample with

the lives in P1 and P2 never allows for their joint observation. From available data it

is possible to estimate fB|E (· | e = P1) and fC|E (· | e = P2). Furthermore, if these

two datasets share the same socio-economic composition in terms of the probability

distribution of (B,C) (e.g. the case of a joint analysis of the mortality experiences

of UK car manufacturers employees, for which it can be assumed these populations

6An example of a covariate which changes throughout the observation period is clearly the age.
Furthermore, also the benefit can change in nominal terms because of inflation, or in real terms
because of re-evaluation, while the geo-demographic profile might change as well, because very
old people may choose to live in retirement care homes.
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have the same mortality profile) then it is possible to remove the dependence with

respect to E:

fB,C|E (b, c | e) = fB,C (b, c) (2.22)

Alternatively, the actuary can estimate the marginal probability distribution of B

and C and construct non-parametric bounds for fB,C (b, c) for any discrete7 bivariate

variable with finite number of outcomes. The lower bound is obtained by using the

Bonferroni inequality8, while the upper bound is obtained through the application

of the law of total probability (Casella & Berger (2002)). For a bivariate probability

distribution we have:

max (0, fB (b) + fC (c)− 1) ≤ fB,C (b, c) ≤ min (fB (b) , fC (c)) (2.23)

for each value of b and c.

These probability bounds include also the case where B and C are independently

distributed.

The actuary is however to be warned about the potential risks due to the specifica-

tion of an untestable probabilistic phenomenon: different choices (or specifications)

of fB,C|E (b, c | e), yield different values for τ̂ . This is shown by means of a numerical

example in next subsection.

The specification of the wrong probability distribution of (B,C) can yield an

inconsistent maximum likelihood estimate of τ , and the information matrix equality

of equation (1.10) does not hold (White (1982)).

The MLE for τ due to a misspecified model is defined in the literature as Quasi

MLE: it is proved to exist (LeCam (1953)), to be unique, and represents the es-

timator of τ ∗, the parameter vector of the probability distribution the researcher

assumes for the phenomenon of interest, in this case of

7This generalizes to Pr (Y ∈ A) for any A in the σ-algebra of the random vector Y , regardless it
is discrete or continuous.

8Given a set of n events Ai, i = 1, ..., n Bonferroni inequality gives:

Pr

(
n⋂
i=1

Ai

)
≥

n∑
i=1

Pr (Ai)− (n− 1)
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f1 = fT |X (t | x; τ, ζ) =
∑

bk∈{Low,High}

∑
cj∈{0,1,2}

fT |X,B,C (t | x, bk, cj; τ) fB,C(bk, cj; ζ) for

a given probability distribution of (B,C).

In particular, τ ∗ is the value of τ which minimizes the Kullback-Leibler divergence,

defined as IKL (f0 : f1; τ), where f0 is the true probability distribution, assumed

equal to

fT |X (t | x; τ0, ζ0) =
∑

bk∈{Low,High}

∑
cj∈{0,1,2}

fT |X,B,C (t | x, b, c; τ0) fB,C(bk, cj; ζ0):

IKL (f0 : f1; τ) = E
[
log

fT |X (t | x; τ0, ζ0)

fT |X (t | x; τ, ζ)

]
=

∫
log fT |X (t | x; τ0, ζ0) dFT |X (t | x; τ0, ζ0)

−
∫

log fT |X (t | x; τ, ζ) dFT |X (t | x; τ0, ζ0) (2.24)

The expectation in (2.24) is taken with respect to the true probability distribution

of the model of interest. Furthermore, (2.24) is a function of the unknown τ , and

whenever fT |X (t | x; τ, ζ) includes the true structure fT |X (t | x; τ0, ζ0), then τ̂ →p τ0

(since τ0 = τ ∗) under the regularity conditions of Wald (1949); in the opposite case

where the model is misspecified, we have τ̂ →p τ
∗, where τ0 6= τ ∗. This is formally

stated at the end of this section.

The consequences of a misspecification of a probability distribution on the max-

imum likelihood estimator are extensively discussed and addressed in the seminal

work of White (1982), which describes how the correct specification of a probability

model is a sufficient but non necessary condition for the consistent estimation of a

parameter vector of interest or some of its elements.

2.5.1. A numerical example

A simulation study is conducted to show the effect of five different specifications of ζ

(with respect to its true value shown in equation (2.25)) on the parameter estimates
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of τ .

fB,C (b, c; ζ) =



ζ1 = 0.18 if (b = Low, c = 0)

ζ2 = 0.04 if (b = High, c = 0)

ζ3 = 0.40 if (b = Low, c = 1)

ζ4 = 0.16 if (b = High, c = 1)

ζ5 = 0.12 if (b = Low, c = 2)

ζ6 = 0.10 if (b = High, c = 2)

(2.25)

An artificial pension scheme dataset with 50,000 lives is created: for each life

a value of (B,C) is randomly drawn from the probability distribution of equation

(2.25), as well as a value of X, drawn from a uniform distribution Unif (60, 90).

Once the set of covariates has been generated for all lives in the dataset, con-

ditional on these, the survival time T can be generated using the fact that the

integrated hazard function has Exp (1) distribution (see Appendix A.6 for further

details).

We set τ = (α, β, γ, δ1, δ2) = (−9.2, 0.095,−0.5,−1,−2) and in order to show the

main ideas, we assume that the observational period is long enough such that it is

possible to disregard any censoring mechanism.

Then, the artificial dataset is split into two non-overlapping sub-samples of equal

sample size with the same missing data pattern as in Table 2.1, hiding the value of

C for the lives in the first dataset, and hiding the value of B for the units in the

second dataset. In this way we could be able to create the two datasets P1 and P2

which are used for the joint analysis of different mortality experiences.

Given the marginal distribution of B and C, we can construct a joint probability

distribution of (B,C) (see Appendix A.7). In particular, using the bivariate normal

distribution we gradually change the correlation parameter ρ from −1 (where we

place the highest possible probability masses in the bottom left and top right cells

of Table 2.2, which shows the value of ζ and its probability bounds) to 1.
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Table 2.2.: Probability distribution of (B,C) and its non-parametric bounds in
brackets based on the marginal probability distribution of B and C

fB,C (·, ·; ζ)
Geo-dem. profile (C)

0 1 2 fB (·; ζ)

Benefit

level (B)

Low
0.18 0.40 0.12

0.7
(0-0.22) (0.36-0.56) (0-0.22)

High
0.04 0.16 0.10

0.3
(0-0.22) (0-0.30) (0-0.22)

fC (·; ζ) 0.22 0.56 0.22 1

The models will be indexed by M and fitted using the R statistical package (R

Core Team (2013)):

M1: ζ = (0, 0.21, 0.48, 0.09, 0.22, 0), i.e. ρ = −1

M2: ζ = (0.09, 0.12, 0.41, 0.16, 0.20, 0.02), i.e. ρ = −0.5;

M3: ζ = (0.15, 0.06, 0.40, 0.17, 0.15, 0.07) i.e. B and C are independently dis-

tributed (ρ = 0);

M4: ζ = (0.19, 0.02, 0.41, 0.16, 0.09, 0.12), i.e. ρ = 0.5;

M5: ζ = (0.21, 0, 0.49, 0.08, 0, 0.22), i.e. ρ = 1.

Table 2.3 shows the parameter estimates of τ for models M1−M5. These param-

eter estimates are compared with the results obtainable in case data are completely

observed (MC), and with respect to a model where γ, δ1 and δ2 are assumed to be

known and equal to zero (M0).
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Table 2.3.: Parameters estimates and log-likelihood value (`) on the base of different
assumptions about ζ

Model α̂ β̂ γ̂ δ̂1 δ̂2 `

M0 −7.48 0.06 − − − −165,274.31

MC −9.18 0.09 −0.50 −0.98 −1.97 −154,723.00

M1 −7.96 0.09 −1.49 −1.72 −2.94 −161,519.75

M2 −9.44 0.10 −1.12 −1.34 −2.61 −159,623.26

M3 −9.45 0.10 −0.74 −1.05 −2.14 −159,168.76

M4 −9.06 0.09 −0.32 −0.96 −1.93 −159,138.30

M5 −8.59 0.09 0.55 −1.12 −2.50 −159,397.50

It can be possible to observe how different modelling assumptions yield parameter

estimates different one another, and far from both the true parameter values and

from the value of τ̂ obtainable in case of no covariate is missing.

The choice among these competing models can be carried out by using information

criterion whose application in case of missing data does not change with respect to

the case data are completely observed if regularity conditions for consistency and

asymptotic normality of the MLE are met. Same applies for the Likelihood-ratio

test, as hinted in Chapter 1.

A first alternative to the use of missing data statistical techniques is to fit a

model like M0. In this case, the effect of relevant available information where it is

not observed for all individuals is discarded, hence making use of commonly available

covariates only. Here, granularity of information is sacrificed in favour of a larger

sample.

A second, yet suboptimal possibility for actuaries is to model mortality separately

for each sub-population, based on available covariates. The possibility of making

inferences using a larger sample is given up, in favour of available granular infor-

mation, that is the hazard function is fitted separately for each pension scheme

population. For example, for individuals in P1 the following law can be fitted, still
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assuming the benefit acts proportionally on the hazard function:

MP1 : µti (xi, bi; τ) = exp
[
α + β (xi + ti) + γ1[bi=High]

]
(2.26)

Similarly, for individuals in P2, assuming that geo-demographic profile acts pro-

portionally on the hazard function, the following model can be fitted:

MP2 : µti (xi, bi, ci; τ) = exp
[
α + β (xi + ti) + δ11[ci=1] + δ21[ci=2]

]
(2.27)

However, due to the interpretation of the parameters, the mortality profile of two

or more different populations cannot be compared, since the models M0, MP1 and

MP2 have a different meaning.

When a relevant covariate is omitted, the resulting parameter estimates are biased,

as shown in Section 2.7, other than implying problems of model misspecification.

Furthermore, we show how the presence of a further source of heterogeneity implies

that the other included variables do not any longer act proportionally on the hazard

function.

When looking at whether to include covariates (observed or not), it must be

considered the case whether these further factors are functionally related to those

already observed and included within the model, since a problem of identifiability

of the mortality p.d.f. would occur. For example, suppose C is a further covariate

included within a model together with a covariate X such that C = g(X): the p.d.f.

of interest is not identifiable given the data, and its parameters are not uniquely

estimated. Let us further suppose that C has a linear relationship with respect X,

i.e. ci = τ + λxi, where we can have the following hazard function:

µti (xi, ci;α, β, γ) = exp [α + β (xi + ti) + γci] = exp [α + β (xi + ti) + γ (τ + λ (xi + ti))]

(2.28)

A probability distribution based on the hazard function (2.29) can be rewritten as:

µti (xi) = exp
[
α
′
+ β

′
(xi + ti)

]
(2.29)
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with α
′

= α + γτ and β
′

= β + γλ. Clearly, there would be infinitely many

combinations of α, β, γ, τ and λ returning the same p.d.f.. In this case we should

avoid to include such covariate in the hazard function specification.

Given the considerations of this section, the following corollary to the maximum

likelihood estimator consistency theorem discussed in Newey & McFadden (1994)

can be stated. Its proof and check of its conditions are provided in Appendix A.2.

The mathematical conditions needed to obtain a consistent MLE for τ , are set with

respect to the parameter estimates obtainable in case of no missing data (which in

its turn is consistent with respect to the true value if the model - its parametric

family - is correctly specified). In what follows, the notation is simplified, setting

y = (t,x,b, c,d, e) and yobs = (t,x,bobs, cobs,d, e):

Corollary 2 - Convergence of the MLE with missing data τ̂m towards the MLE

with complete data τ̂c:

If there exist a function `c (τ | y) = logL (τ | y) such that i) `c (τ | y) is uniquely

maximized at τ̂c; ii) `c (τ | y) is concave and τ̂c ∈ Ωτ ; iii) `c (τ | y) is a continuous

function of τ ; iv) the unestimable probability distribution of missing observation

is correctly specified; v) `m (τ | yobs, ζ) = logL (τ | yobs, ζ) converges uniformly to

`c (τ | y), then ‖ τ̂c − τ̂m ‖→p 0, where τ̂m = arg maxτ⊂Ωτ `m (τ | yobs, ζ).

2.6. Inference when the distribution of the covariates

is unknown

As stated in Section 1.2.2.2, when data are missing it might not be possible to

uniquely estimate the parameters. For this reason we present two mathematical

conditions which need to be met for the identifiability of θ̂ =
(
τ̂ , ζ̂
)

.

We discuss the case where neither B nor C is observed for an individual. The

resulting likelihood contribution is that of a finite mixture distribution with the

number of components given by the number of possible outcomes of (B,C).

If either B or C is observed, the analysis follows the same arguments with the

resulting finite mixture distribution having the same number of components as the
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number of possible outcomes of the missing variable.

More precisely, identifiability means that for every (τ, ζ) , (τ ′, ζ ′) ∈ Ωτ × Ωζ such

that (τ, ζ) 6= (τ ′, ζ ′) we have:

f (· | x; τ, ζ) 6= f (· | x; τ ′, ζ ′) ∀x (2.30)

In our application, following equation (1.20) the mixture p.d.f. with six compo-

nents can be written as follows:

f (t | x; τ, ζ) = ζ1f (ti | x, b = Low, c = 0; τ) + ζ2f (t | x, b = High, c = 0; τ)

+ ζ3f (t | x, b = Low, c = 1; τ) + ζ4f (t | x, b = High, c = 1; τ)

+ ζ5f (t | x, b = Low, c = 2; τ) + ζ6f (t | x, b = High, c = 2; τ) (2.31)

From McLachlan & Peel (2000), the following two conditions are necessary for the

identifiability of our finite mixture model:

1. For every value of X, different values of (B,C) should return a different p.d.f.,

that is:

f (· | x, (b, c) = h) 6= f (· | x, (b, c) = k) for h 6= k (2.32)

For a survival model this means that different values of (B,C) return different

hazard functions, since this latter characterizes the p.d.f. of T (see equation

(2.4));

2. 0 < ζj < 1 for j = 1, . . . , 6.

While these are necessary conditions, they are not sufficient, see Titterington et al.

(1985).

The first condition is needed because if two hazard functions have the same value

for different (B,C), then there exist infinitely many values of ζ which return the

same value of f (t | x; τ, ζ). The second condition is needed because if any value

of (B,C) has probability zero, then its related parameters in τ can take any value

without changing the mixture probability distribution.
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In case B and C affect the hazard function multiplicatively, as assumed in our

model, the identifiability conditions follow from those of the finite mixtures of

Gamma distributions established in Teicher (1963). In all other cases, in absence

of analytical results, the identifiability of our statistical model can be assessed on a

case by case basis by checking the eigenvalues of the information matrix evaluated

at the estimated parameters, as discussed in Section 1.2.2.2.

If the two conditions above are fulfilled, the mixture model of equation (2.31) is

identifiable up to a permutation of the parameters. This means that swapping the

labels of ζ, B and C, we would end up with exactly the same p.d.f.. For example:

f (t | x; τ, ζ) = ζ1f (t | x, b = Low, c = 0; τ) + ζ2f (t | x, b = High, c = 0; τ)

+ ζ3f (t | x, b = Low, c = 1; τ) + ζ4f (t | x, b = High, c = 1; τ)

+ ζ5f (t | x, b = Low, c = 2; τ) + ζ6f (t | x, b = High, c = 2; τ)

= ζ1f (t | x, b = High, c = 1; τ) + ζ2f (t | x, b = Low, c = 1; τ)

+ ζ3f (t | x, b = High, c = 0; τ) + ζ4f (t | x, b = Low, c = 0; τ)

+ ζ5f (t | x, b = High, c = 2; τ) + ζ6f (t | x, b = Low, c = 2; τ) (2.33)

In the words of Koller & Friedman (2009) “the likelihood surface is duplicated”.

For each parametrization, there is another equivalent one, which can be obtained

exchanging the labels of the unobservable variables.

In the field of mixture models, this is defined as the label switching problem

(Titterington et al. (1985)).

For this reason in the statistical literature, the following weaker version of identi-

fiability is defined, the so called “local identifiability”, which is a sufficient condition

in order to uniquely identify parameters. From a computational point of view it will

not present any problem.

Definition 1 - Local identifiability : let fT ( · ; θ) be a parametric density indexed

by the parameter vector θ ∈ Ωθ. A choice of parameters θ is locally identifiable if

there exist a constant ε > 0 such that there is no θ1 6= θ2 such that ‖ θ1 − θ2 ‖2< ε
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and fT ( · ; θ1) = fT ( · ; θ2).

2.7. Omission of a relevant covariate

This section summarizes two consequences of the omission of a statistically sig-

nificant covariate (whether observed or not) acting multiplicatively on the hazard

function alongside other covariates. In particular, it is first shown how the hazard

function is not any longer proportional with respect to the included covariates, and

then we show that when a covariate is omitted the maximum likelihood estimator

can be biased.

2.7.1. Non proportionality of the hazard function

Suppose the true law for individual mortality is given by the following specification:

µ (b, k;α, γ,$) = exp
(
α + γ1[b=High] +$1[k=Y es]

)
(2.34)

where b is the realization of the random variable B indicating the benefit level,

B ∈ {Low,High}, and k is the realization of the categorical random variable K

with two levels, such as the smoking status, K ∈ {Y es,No}. For simplicity we

assume that K is independently distributed with respect to B.

Now, suppose the actuary omits K from the model, that is $ is wrongly assumed

as known and equal to zero, and fits the following hazard function µ′:

µ′ (b;α, γ) = exp
(
α + γ1[b=High]

)
(2.35)

First of all we would incur a problem of model specification whose consequences

have been already described in Chapter 1 and Section 2.5. The estimator bias is

discussed in next subsection.

Furthermore, the omission of a relevant variable implies that mortality differentials

due to different value of the covariates do not have a proportional effect on the hazard

function. Indeed, suppose the actuary cannot observe K, and omits this variable
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from the hazard function specification.

The true hazard function, integrated out the unobserved variable K is:

µ (b;α, γ,$) =
fT |B (t | b;α, γ,$)

1− FT |B (t | b;α, γ,$)

=
fT |B,K (t | b, k = No;α, γ,$) Pr (k = No) + fT |B,K (t | b, k = Yes;α, γ,$) Pr (k = Yes)

Pr (k = No)ST (t | b, k = No;α, γ,$) + Pr (k = Yes)ST (t | b, k = Yes;α, γ,$)

=
ST (t | b, k = No;α, γ,$)µ (b, k = No;α, γ,$) Pr (k = No)

ST (t | b, k = No;α, γ,$) Pr (k = No) + ST (t | b, k = Yes;α, γ,$) Pr (k = Yes)

+
ST (t | b, k = Yes;α, γ,$)µ (b, k = Yes;α, γ,$) Pr (k = Yes)

ST (t | b, k = No;α, γ,$) Pr (k = No) + ST (t | b, k = Yes;α, γ,$) Pr (k = Yes)

(2.36)

By means of the specification of eq. (2.34), this hazard function is not any longer

proportional for different values of B.

For example, suppose that a high benefit halves the hazard function all else being

equal, (that is exp (γ) = 0.5), while smoking triples it (exp ($) = 3): the two

survival functions for a low and high benefit are now mixture distributions with

weights given by the proportions of smokers and non-smokers:

ST (t | b = Low;α, γ,$) = Pr (k = No)ST (t | b = Low, k = No;α, γ,$)

+ Pr (k = Yes)ST (t | b = Low, k = Yes;α, γ,$) (2.37)

ST (t | b = High;α, γ,$) = Pr (k = No)ST (t | b = High, k = No;α, γ,$)

+ Pr (k = Yes)ST (t | b = High, k = Yes;α, γ,$) (2.38)

In order to obtain the hazard functions from (2.37) and (2.38) we calculate their

negative logarithm and then differentiate with respect to t. Figure 2.1 shows the

difference in the log-hazard functions of an individual with low benefit and of an

individual with high benefit.
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Figure 2.1.: Log-difference between the hazard functions of two individuals with low
and high benefit (α = −9.53, 70% non-smokers)

It is possible to observe how the log-difference between the two hazard func-

tions (log µ (b = Low;α, γ,$)− log µ (b = High;α, γ,$)) is not any longer constant

throughout the time, despite the proportional hazards assumption given the benefit

level.

The decrease in the log-difference is due to the fact that as time lapses, only less

riskier individuals will be alive, hence the population becomes less heterogeneous.

2.7.2. Bias in the parameters estimates

Once again, suppose the true hazard function is given by (2.34), while the actuary fits

the hazard function (2.35). This latter specification implies that T has exponential

distribution with parameter µ′9.

The bias due to this wrong model specification can be derived by looking at

the likelihood equations which need to be solved in order to obtain the parameter

estimates.

9In the hazard function of equation (2.11), the quantity exp(βt)−1
β has exponential distribution

with parameter exp
(
α+ βx+ γ1[b=High] + δ11[c=1] + δ21[c=2]

)
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Given the log-likelihood function:

` (α, γ | t,b) =
n∑
i=1

[
α + γ1[bi=High] − ti exp

(
α + γ1[bi=High]

)]
(2.39)

the following likelihood equations can be derived:

∂

∂α
` (α, γ | t,b) = n− exp (α̂)

n∑
i=1

ti exp
(
γ̂1[bi=High]

)
= 0

⇒ exp (α̂) =
n

n∑
i=1

ti exp
(
γ̂1[bi=High]

)
⇒ α̂ = log n− log

[
n∑
i=1

ti exp
(
γ̂1[bi=High]

)]
(2.40)

∂

∂γ
` (α, γ | t,b) =

n∑
i=1

1[bi=High] − exp (α)
n∑
i=1

1[bi=High]ti exp
(
γ1[bi=High]

)
= 0

⇒ nBH − exp (α̂ + γ̂)
∑

{i:1[bi=High]=1}

ti = 0

⇒ γ̂ = log nBH − α̂− log
∑

{i:1[bi=High]=1}

ti (2.41)

where nBH =
n∑
i=1

1[bi=High], i.e. the number of individuals in the sample having a

benefit higher than the threshold .

We analyse the bias in the estimated parameters due to omitted K separately for

each one. Let us rewrite α̂ as follows:

α̂ = log n− log

 ∑
{i:1[bi=Low]=1}

ti + exp (γ̂)
∑

{i:1[bi=High]=1}

ti

 (2.42)

Now, multiply and divide each term in the second logarithm in the rhs of equation
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(2.42) by nBL and nBH respectively:

α̂ = log n− log

nBL
∑

{i:1[bi=Low]=1}

ti

nBL
+ nBH exp (γ̂)

∑
{i:1[bi=High]=1}

ti

nBH

 (2.43)

For large nBL and nBH , then:

∑
{i:1[bi=Low]=1}

ti

nBL
→p E (t | b = Low)

= exp (−α) Pr (k = No) + exp (−α−$) Pr (k = Yes)

= exp (−α) [Pr (k = No) + exp (−$) Pr (k = Yes)]

= exp (−α)E
[
exp

(
−$1[k=Y es]

)]
, (2.44)

and ∑
{i:1[bi=High]=1}

ti

nBH
→p E (t | b = High)

= exp (−α− γ) Pr (k = No) + exp (−α− γ −$) Pr (k = Yes)

= exp (−α− γ) [Pr (k = No) + exp (−$) Pr (k = Yes)]

= exp (−α− γ)E
[
exp

(
−$1[k=Yes]

)]
(2.45)

Hence, back to equation (2.43)

α̂ = log n− log
[
nBL exp (−α)E

[
exp

(
−$1[k=Y es]

)]
+ nBH exp (−α− γ + γ̂)E

[
exp

(
−$1[k=Yes]

)] ]
= log n+ α− logE

[
exp

(
−$1[k=Yes]

)]
− log [nBL + nBH exp (−γ + γ̂)] (2.46)

The bias for α̂ is then derived:

α̂− α = log n− logE
[
exp

(
−$1[k=Yes]

)]
− log [nBL + exp (−γ + γ̂)nBH ] (2.47)
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From equation (2.47) it is possible to conclude that the omission of a relevant

covariate (i.e. $ 6= 0) yields a biased MLE of α, which depends on the value of $,

the probability distribution of K and on the bias in the MLE of γ. We remark how

in the previous formulation we assumed independence between B and K.

The bias in γ̂ is analysed in the following way: in the second line of (2.41) we first

plug in the value of α̂ (equation (2.42)), and then rearranging the terms we obtain:

nBH =

n exp (γ̂)
∑

{i:1[bi=High]=1}

ti

n∑
i=1

ti exp
(
γ̂1[bi=High]

) ⇒

⇒ nBH
n

=

exp (γ̂)
∑

{i:1[bi=High]=1}

ti

n∑
i=1

ti exp
(
γ̂1[bi=High]

) (2.48)

This latter is thus an expression to be uniquely solved in γ̂, where in the lhs there

is the percentage of individuals with high benefit amount in the sample, while

the expression in the rhs is a weighted average of 1[b=High] with weights given by

t exp
(
γ̂1[b=High]

)
, hence the maximum likelihood estimator of γ must be such that

this equality is met.

For the numerator and the denominator of the rhs in the second line of equation

(2.48) the same asymptotic results of equations (2.44)-(2.45) can be applied. We

obtain:

nBH
n

=
nBH exp (γ̂ − γ − α)E

[
exp

(
−$1[k=Yes]

)]
exp (−α)E

[
exp

(
−$1[k=Yes]

)]
[nBL + nBH exp (γ̂ − γ)]

⇒

⇒ nBH
n

=
nBH exp (γ̂ − γ)

nBL + nBH exp (γ̂ − γ)
(2.49)

This equation is met by choosing γ̂ = γ, hence it turns out to be unbiased when B

is independently distributed with respect to the eventually omitted K.

The extension to the case of censoring (not hereby analysed) follows in a straight-

forward way, by considering that the expectation of status indicator D (alive/died)

can be replaced by its expectation given by Pr (D = 1) under the true distribu-
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tion, that is the probability of being dead at the end of the observational period,

conditional to the value of the covariates.

Beside this analytical explanation, there is also a practical one: under the true

model α is the baseline hazard function for an individual with benefit lower than

the threshold and who is not a smoker, while under the wrong model omitting a

relevant variable (whether observed or not), like (2.35), the parameter α plays the

role of baseline hazard for an individual in the lower benefit band.

2.8. Estimation of the Standard Errors of the MLE

Any standard error estimation procedure based on the empirical information matrix

is a delta method, hence it often leads to their underestimation (Efron (1994)). For

this reason it is preferable to use a parametric bootstrap approach for the estimation

of standard errors in finite samples10.

In particular, for each life, given the observed covariates, and the estimated value

of the parameters, a value for T is sampled. Once a new mortality experience

has been created, then parameters are estimated by means of the fitting algorithm

described in Section 3.2. This process is repeated for K times.

Due to the nature of the available mortality experience there is the need also to

account for censoring, as it yields more uncertain parameter estimates. For each life

we consider the exact Entry Time (ET), that is when the life joined the observational

plan, and the end of the observational period (END).

The bootstrapped sample is not just the value of T , but the bivariate variable

(T,D), where D represents the death (or event) indicator taking value of 1 if the

life is observed to die and 0 otherwise. The following steps are defined:

1 - Generate a bootstrapped dataset: for each life use τ̂ and ζ̂ to gener-

ate a value of T , denoted as t′ conditional to the value of the observables

(see Appendix A.6). If t′ < (END − ET ), then the bootstrapped value of

10Furthermore, since one output of the estimation process is the Hessian of the likelihood function
with respect to (τ, π), a bootstrap procedure for the parameter (τ, ζ) avoids the use of the
Delta-method for a vector-valued function, to obtain an approximation of the Hessian matrix
of the log-likelihood function with respect to (τ, ζ), which can be computationally cumbersome.
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(T,D), denoted as (t∗, d∗) will be equal to (t′, 1), otherwise it will be equal to

(END − ET, 0), and that is we observe the life for the whole observational

period and it is then censored. In formula:

(t∗, d∗) =


(t′, 1) if t′ < (END − ET )

((END − ET ) , 0) otherwise

(2.50)

2 - Estimate the MLE of τ and ζ on the base of the bootstrapped dataset

at Step 1, i.e.:

θ̂∗ =
(
τ̂ ∗, ζ̂∗

)
= arg max

(τ,ζ)

logL (τ, ζ | t∗,x,bobs, cobs,d
∗, e) (2.51)

3 - Estimate the bootstrap covariance matrix: after repeating Step 1 and

Step 2 for K times, then the Monte Carlo approximation of the bootstrap

estimate of cov (θ) is given by11:

̂covK (θ) =
1

K − 1

K∑
k=1

(
θ̂∗k − θ̂∗

)(
θ̂∗k − θ̂∗

)T
(2.53)

where θ̂∗ = 1
K

K∑
k=1

θ̂∗k.

The choice of a lower bound of K, the minimum number of required bootstrap

samples, can be based on the arguments of Booth & Sarkar (1998), who suggest the

following formula:

K ≥ 1

ε2
2

∣∣∣∣∣Φ−1

(
ι

2p

) ∣∣∣∣∣
2

(2.54)

where p is the number of estimated unknown parameters, ι is the p-value of the test

for the null hypothesis that the ratio
̂covK(θ)

ĉov(θ)
is equal to one, Φ−1

(
ς

2p

)
is the ς

2p
-th

11The bootstrap estimate of cov (θ) is given by:

ĉov (θ) = E∗
[(
θ̂∗ − E∗

(
θ̂∗
))2

]
(2.52)

where E∗ represents the conditional expectation with respect to the probability distribution
fitted on the observed sample.
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quantile of the standard normal distribution and ε is the acceptable relative Monte

Carlo error with probability ς.

2.9. Conclusions of the chapter

This chapter addressed the general inferential problem for the case data are missing.

The focus has been on the file matching pattern for the covariates (Figure A.1 (e)),

although the techniques hereby discussed find application to any possible missing

data pattern.

Throughout this chapter the missing data mechanism has been assumed to be

ignorable. In case this assumption does not hold, then a parametric assumption

will be needed also for such mechanism (see Appendix A.1), for example in case the

benefit level may be unobserved in case it is larger than a certain amount. Herring

& Ibrahim (2002) suggest some guidelines which can be helpful for the specification

of the missing data mechanism, and then propose sensitivity analyses to check which

parameters are most sensitive with respect to the distribution of the missing data

mechanism. The parametric form they propose is based on the logistic regression

model.
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When covariates are missing and ζ is unknown, the optimization problem can be

written as follows:

(
τ̂ , ζ̂
)

= arg max
(τ,ζ)

logL (τ, ζ | t,x,bobs, cobs,d, e) (3.1)

The likelihood with respect to τ and ζ in (2.18) is the sum of 3n12n2 complete

data likelihood functions of the parameters τ and ζ, since for each individual in P1

and P2 we sum three and two terms, respectively. Hence, the likelihood function

could be multimodal (see Koller & Friedman (2009)).

A general computational issue is how to handle the constraint on the parameter

vector ζ, representing the joint distribution of B and C (its elements are bounded

between zero and one, and add up to one).

For these reasons, any constrained optimization routine might suffer from a lack

of stability and robustness.

This chapter contains a description of two methods for the solution of the op-

timization problem of equation (3.1), namely the Expectation-Maximization (EM)

algorithm of Dempster et al. (1977) and an optimization method based on the Iso-

metric Log-Ratio transform of ζ proposed by Egozcue et al. (2003).

The multi-modality of the resulting likelihood function implies that the solution

of the likelihood equations may be affected by the choice of the starting values. For

this reason, the search for all possible solutions might entail a two-fold problem: i)

computational time, ii) lack of guarantee that all roots have been found. Lehmann &

Casella (1998) argue that if a consistent estimator of θ exists, then also the closest

solution to the likelihood equations are consistent and efficient if the regularity
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conditions for consistency of the MLE are met. Furthermore, Gan & Jiang (1999)

proposed a test of hypothesis based on the information matrix equality, whose null

hypothesis is that a certain root of the likelihood equations is the consistent and

asymptotically efficient MLE.

3.1. Expectation-Maximization (EM) algorithm

The set up of the EM algorithm is gradually discussed. We first describe the com-

plete data likelihood function, and then the iterative process for optimization.

As discussed in Chapter 1, when in a regression framework covariates are missing

for some units in the sample, also their probability distribution needs to be taken

into account, as shown in equations (1.20) and (1.21):

fT,B,C|X (t, b, c | x; τ, ζ) = fT |X,B,C (t | x, b, c; τ) fB,C (b, c; ζ) (3.2)

The factorization on the rhs of equation (3.2) is due to the independence assumption

between (B,C) and X stated in Section 2.4.

In Section 2.4, we modelled (B,C) as a discrete variable with a finite number

of values, with multinomial distribution, indexed by the parameter vector ζ =

(ζ1, ..., ζ6).

For the p.d.f. of equation (3.2) the i-th individual likelihood contribution for the

case of no missing observation as function of (τ, ζ) and of the data (ti, xi, ri) is:

Li (τ, ζ) =
6∏
j=1

[
fT |B,C,X

(
ti | xi, (b, c)j ; τ

)
fB,C

(
(b, c)j ; ζ

)]ri,j
(3.3)

where ri = (ri,1, ..., ri,6) is a six-dimensional vector whose elements are indicator

functions which are equal to 1 if the i-th unit has the j-th value of (B,C) and zero

otherwise, hence
6∑
j=1

ri,j = 1. The order among the elements of ri follows from

equation (2.25). That is, (b, c)1 = (b = Low, c = 0), (b, c)2 = (b = High, c = 0),

and so on. Thus, Pr
(

(B,C) = (b, c)j

)
= ζj.

Once again, the complete data likelihood function upon assumption of indepen-
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dence among individuals’ future lifetime is given by:

L (τ, ζ | t,x, r) =
n∏
i=1

Li (τ, ζ) (3.4)

We remark that the information about the observed values of (B,C) for the i-th

individual is captured by the vector ri.

As usual, to simplify matters, the maximisation is carried out over ` (τ, ζ | t,x, r) =

logL (τ, ζ | t,x, r), with respect to (τ, ζ):

` (τ, ζ | t,x, r) =
n∑
i=1

log

[
6∏
j=1

(
fT |B,C,X

(
ti | xi, (b, c)j ; τ

)
ζj

)ri,j]

=
n∑
i=1

6∑
j=1

ri,j

[
log ζj + log fT |B,C,X

(
ti | xi, (b, c)j ; τ

)]
(3.5)

In case of complete data, the MLE of τ and ζ is:

(
τ̂ , ζ̂
)

= arg max
τ,ζ

` (τ, ζ | t,x, r) (3.6)

The maximisation with respect to ζ is carried out over five out of six ζk (k =

1, .., 6), as each element of ζ can be expressed in terms of the remaining ones.

The fitting algorithm consists of two steps which are iterated until convergence of

parameter estimates, or of the log-likelihood function.

The Expectation (E) step is about the calculation of the expected value of the

log-likelihood function in equation (3.4), conditional to the observed data and the

current value of the parameters. This expectation consists of the tight lower bound

described in equation (1.29).

In the Maximisation (M) step the expected value of the likelihood function ob-

tained in step (E) is maximised with respect to the parameters.

More precisely, we use the Expectation-Conditional Maximization algorithm (ECM)

of Meng & Rubin (1993), since the maximisation of the the complete data log-

likelihood function with respect to τ is alternated from the optimization with respect

to ζ. This iterative algorithm has been shown to sequentially increase the objective

function (see Theorem 1 of Dempster et al. (1977)).
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Expectation (E) step

Let Q
(
τ, ζ | τ (k), ζ(k)

)
be the tight lower bound described in Section 1.2.2:

Q
(
τ, ζ
∣∣∣τ̂ (k), ζ̂(k)

)
= E

[
` (τ, ζ | t,x, r)

∣∣∣t,x,g; τ̂ (k), ζ̂(k)
]

= E

[
n∑
i=1

6∑
j=1

ri,j

(
log ζj + log fT |B,C,X

(
ti | xi, (b, c)j ; τ

))∣∣∣t,x,g; τ̂ (k), ζ̂(k)

]

=
n∑
i=1

6∑
j=1

E
[
ri,j

∣∣∣ti, xi, gi,j; τ̂ (k), ζ̂(k)
] [

log ζj + log fT |B,C,X

(
ti | xi, (b, c)j ; τ

)]
(3.7)

The superscript (k) in equation (3.7) represents the value of the parameter at the

k-th iteration, and gi = (gi1, ..., gi6) is an indicator random vector which describes

the values (B,C) can take given the observed value of a set of covariates for the i-th

life. For example, an individual who is observed to be in the Low benefit and whose

geo-demographic profile is missing, has gi = (1, 0, 1, 0, 1, 0), i.e. (B,C) is restricted

to take the following set of values

{(B = Low,C = 0) , (B = Low,C = 1) , (B = Low,C = 2)}.

Since the value of ri,j is not observed, the ECM algorithm replaces it with its

expected value qij. By Bayes’ rule qi,j is derived as follows:

q
(k)
i,j = E

[
ri,j

∣∣∣ti, xi, gi,j; τ̂ (k), ζ̂(k)
]

= Pr (ri,j = 1 | ti, xi, gij)

=
Pr (ti, xi, gi,j | ri,j = 1)Pr (ri,j = 1)
6∑
l=1

Pr (ti, xi, gi,l | ri,l = 1)Pr (ri,l = 1)

=
gi,jfT |B,C,X

(
ti | xi, (b, c)j ; τ̂ (k),

)
ζ̂j

(k)

6∑
l=1

gi,lfT |B,C,X
(
ti | xi, (b, c)l ; τ̂

(k)
)
ζ̂l

(k)

(3.8)

q
(k)
i,j thus represents the conditional probability of the i-th individual to take the

j-th value of (B,C), given its observed value of t, x, and of the other covariates.

These are also called posterior weights, and depend on the value of the parameters

at the k-th iteration.

Conditional Maximisation (CM) step

Once the weights in equation (3.8) have been calculated, the (k + 1)-th iteration is
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about the global maximisation of (3.7) with respect to (τ, ζ):

(
τ̂ (k+1), ζ̂(k+1)

)
= arg max

τ,ζ
Q
(
τ, ζ
∣∣∣τ̂ (k), ζ̂(k)

)
(3.9)

For completeness we write down the likelihood equations for Q
(
τ, ζ | τ̂ (k), ζ̂(k)

)
,

where we omit the arguments where useful:

∇τQ =
n∑
i=1

6∑
j=1

q
(k)
i,j ∇τ log fT |B,C,X

(
ti | xi, (b, c)j ; τ

)
(3.10)

∂Q

∂ζj
=

n∑
i=1

q
(k)
i,j

ζj
−

q
(k)
i,6

(1− ζ1 − ζ2 − ζ3 − ζ4 − ζ5)
(3.11)

for j = 1, ..., 5. At the values
(
τ̂ (k+1), ζ̂(k+1)

)
these likelihood equations take on the

value of zero. The likelihood equations from (3.10) need to be solved numerically

(e.g. by using a Newton-Raphson type algorithm), while for j = 1, ..., 5 equation

(3.11) (where ζ6 = (1− ζ1 − ζ2 − ζ3 − ζ4 − ζ5)) can be solved in closed form for

ζ̂(k+1):

ζ̂
(k+1)
j =

1

n

n∑
i=1

q
(k)
i,j (3.12)

The likelihood equations in (3.10) and (3.11) represent a straightforward applica-

tion of the Mean Score Function theorem in Chapter 1: it is possible to note how

these are weighted averages of the score function for the case data are completely

observed. A by-product of this theorem is that ζ̂ can be written in closed form as if

no data is missing. Clearly, this estimator still depends on τ , as this latter affects

the fractional weights qij.

In what follows, the EM steps are summarized:

0 - Set initial starting values:
(
τ̂ (0), ζ̂(0)

)
, and two tolerance levels, one for the

parameters, and the other for the objective function Q, namely tol0 and tol1;

1 - E-step: calculate the values of q
(k)
i,j ;

2 - CM-step:

2.1 - Calculate the value of ζ̂(k+1) on the base of (3.12);
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2.2 - Calculate the value of τ̂ (k+1) solving simultaneously (3.10) forQ
(
τ | τ̂ (k), ζ̂(k+1)

)
,

where ζ̂(k+1) is obtained at step 2.1);

3 - If any of the following three conditions occurs:

a -
∣∣∣α̂(k+1)− α̂(k)

∣∣∣+∣∣∣β̂(k+1)− β̂(k)
∣∣∣+∣∣∣γ̂(k+1)− γ̂(k)

∣∣∣+∣∣∣δ̂1

(k+1)
− δ̂1

(k)
∣∣∣+∣∣∣δ̂2

(k+1)
−

δ̂2

(k)
∣∣∣ ≤ tol0;

b -
5∑
j=1

∣∣∣ζ̂j(k+1)
− ζ̂j

(k)
∣∣∣ ≤ tol0;

c -
∣∣∣Q(τ̂ (k+1), ζ̂(k+1) | τ̂ (k), ζ̂(k)

)
−Q

(
τ̂ (k), ζ̂(k)

) ∣∣∣ ≤ tol1

then stop; otherwise repeat Step 1 and 2 until any of the conditions in Step 3

is met.

3.1.1. Posterior weights and clustering

In case the actuary is interested about the classification of individuals based on

socio-economic levels, the posterior probabilities of equation (3.8) can be used at

this purpose, in particular their value as function of the parameter estimates:

qi,j = Pr (ri,j = 1 | ti, xi, gij) =
gi,jfT |B,C,X

(
ti | xi, (b, c)j ; τ̂ ,

)
ζ̂j

6∑
l=1

gi,lfT |B,C,X (ti | xi, (b, c)l ; τ̂) ζ̂l

(3.13)

As before qij is probability the i-th individual belongs to the j-th level of the

bivariate variable (B,C), given the values of its observables.

The socio-economic clustering of the lives in the sample can be done by means

of Bayes’ rule, described in McLachlan & Peel (2000). Let κBAY (i) be a function

which assigns each individual to the j-th value of (B,C) as follows:

κBAY (i) = j

if qi,j ≥ qi,l for l = 1, ..., 6.

This means that each individual is assigned to the cluster (the value of (B,C))

where its posterior weight is largest.
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3.2. ILR-transformation based algorithm

A viable alternative to the EM algorithm consists of a direct maximization of the

likelihood function of equation (2.21). In particular, given the maximization also

with respect to the parameter vector ζ, this constrained optimization problem is

transformed into an unconstrained one, such that the usual optimization routines

can be used, like the Newton-Raphson iterative scheme.

This can be accomplished applying the Isometric Log-Ratio transform (ILR,

Egozcue et al. (2003)) mainly used in Compositional Data Analysis, for the re-

parametrisation of the vector ζ = (ζ1, ..., ζk), where k is equal to six for the problem

under analysis.

The ILR consists of a distance-preserving mapping1 of the k-dimensional simplex

onto Rk−1:

π = ILR (ζ) = ΨT log (ζ) (3.14)

where π is a (k−1)-dimensional vector and Ψ is a matrix of dimension (k × (k − 1)),

whose columns (ψ1, ..., ψk−1) represent the orthonormal basis for the hyperplane of

Rk orthogonal to the k-unit vector 1. This means that the block matrix
[
Ψ 1√

k

]
is

orthogonal, that is:

[
Ψ;

1√
k

]T [
Ψ;

1√
k

]
= ΨΨT +

11T

k
= I. (3.15)

Following Proposition 1 of Egozcue et al. (2003), the k-dimensional columns, ψi,

of Ψ are given by:

1Definition - Distance-preserving mapping (Isometry): Let X and Y be metric spaces
with metrics ρX (·, ·) and ρY (·, ·) respectively. A map f : X → Y is distance preserving (or
isometric) if ∀x1, x2 ∈ X we have ρY (f (x1) , f (x2)) = ρX (x1, x2) (see Kolmogorov & Fomin
(1975)).
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ψi =

√
i

i+ 1

1

i
, ...,

1

i︸ ︷︷ ︸
i elements

,−1, 0, ..., 0︸ ︷︷ ︸
k-i-1 elements

 (3.16)

for i = 1, ..., k − 1.

To obtain the values of ζ for any given π, the inverse of the ILR transform in

(3.14) is applied:

ζ = ILR−1 (π) =


exp (ψ1π)
k∑
i=1

exp (ψiπ)

, ...,
exp (ψkπ)
k∑
i=1

exp (ψiπ)

 (3.17)

where(ψ1, ..., ψk) are the rows of Ψ.

Our optimisation algorithm then consists of the following steps:

0 - Set starting values for the parameter vectors τ̂ (0) and ζ̂(0);

1 - Calculate π̂(0) from ζ̂(0) using the ILR transform in equation (3.14):

π̂(0) = ILR
(
ζ̂(0)
)

; (3.18)

2 - In the log-likelihood function, replace ζj with the individual components:

ζj =
exp (ψjπ)
k∑
i=1

exp (ψiπ)

, j = 1, . . . , k

of the inverse ILR transform, see (3.17);

3 - Calculate τ̂ and π̂:

(τ̂ , π̂) = arg max
(τ,π)

logL
(
τ, ILR−1 (π)

)
(3.19)

using a Newton-Raphson algorithm with starting values τ̂ (0) and π̂(0);
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4 - Use the inverse ILR transform in (3.17) to calculate ζ̂ from π̂:

ζ̂ = ILR−1 (π̂) . (3.20)

This is the maximum likelihood estimator for ζ, due to the invariance property

of the MLE (see Casella & Berger (2002)).

In the remainder of the present work, we use this algorithm for a two-fold reason:

first, we found that it leads to faster convergence and improved robustness of esti-

mates with respect to different starting values compared to the EM algorithm, and

also it allows to immediately obtain the Hessian matrix from the fitting process.
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4. Identifiability of the maximum

likelihood estimator and behaviour

of the log-likelihood function

when data are missing: a

simulation study

This chapter contains an analysis of the main determinants of the parameter redun-

dancy, and of the behaviour of the log-likelihood function when data are missing.

These two aspects are of great importance when looking at the identifiability of the

maximum likelihood estimator as discussed in Section 2.6.

This analysis is carried out by means of two simulation studies, the first aimed at

the analysis of the identifiability conditions of Section 2.6, while the other is aimed

at the analysis of how parameter values, missing data and censoring affect the shape

of the log-likelihood function.

4.1. Analysis of the identifiability conditions for the

maximum likelihood estimator

Let P1 and P2 be the same two pension schemes described in Chapter 2, whose lives

have the same probabilistic mechanism for the future lifetime. Hence, the combined

dataset which includes all lives in P1 and P2 never allows for the joint observation
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of B and C.

Suppose (B,C) have the joint probability distribution summarized in Table 4.1.

This probability distribution has been specified on the basis of the bivariate normal

distribution with correlation parameter equal to 0.4, in the same way as described

in Section 2.5.1.

Table 4.1.: Probability distribution of (B,C)

fB,C (·, ·; ζ, ρ = 0.4)
Geo-dem. profile (C)

0 1 2 fB (·; ζ)

Benefit

level (B)

Low 0.2 0.44 0.12 0.75

High 0.02 0.13 0.09 0.25

fC
(
·; ζC

)
0.22 0.57 0.21 1

Then, in order to analyse the condition of equation (2.32) we chose three different

values for the parameter vector τ , namely τ1, τ2 and τ3:

τ1 =



α = −9.53

β = 0.095

γ = −1

δ1 = −0.25

δ2 = −0.5

τ2 =



α = −9.53

β = 0.095

γ = −0.22

δ1 = −0.23

δ2 = −0.45

τ3 =



α = −9.53

β = 0.095

γ = −0.25

δ1 = −0.5

δ2 = −1

(4.1)

From these three values of τ , Tables 4.2-4.4 show the values of

φ(b, c) = exp [γ1b=High + δ11c=c1 + δ21c=c2 ].

Table 4.2.: Values φ(b, c) for the case τ = τ1.

φ(b, c)
Geo-demographic level (C)

0 1 2

Benefit

level (B)

Low 1 0.78 0.61

High 0.37 0.29 0.22
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Table 4.3.: Values φ(b, c) for the case τ = τ2.

φ(b, c)
Geo-demographic level (C)

0 1 2

Benefit

level (B)

Low 1 0.79 0.64

High 0.80 0.64 0.51

Table 4.4.: Values φ(b, c) for the case τ = τ3.

φ(b, c)
Geo-demographic level (C)

0 1 2

Benefit

level (B)

Low 1 0.61 0.37

High 0.78 0.47 0.29

τ1 places a stronger effect on the benefit covariate with respect to the effect of

the geo-demographic profile, while the opposite occurs for τ3, still trying to meet

the identifiability condition of equation (2.32). Conversely, the choice of τ2 implies

that different values of (B,C) return hazard functions very close one another (all

else being equal), hence missing data may cause the analysed statistical model to

behave as parameter redundant.

Given the joint distribution of (B,C) and the values of τ , we have three probabilis-

tic mechanisms for the distribution of the conditional value of the future lifetime.

As in Section 2.5.1 the observational period is assumed to be long enough such that

no individual lifetime is subject to censoring.

The simulation study is structured as follows: a dataset of 10,000 lives is generated

following the same procedure described in Section 2.5.1, and then we divide the

dataset into two sub datasets P1 and P2.

For the lives in P1 we hide the value of C while for those in P2 we hide the covariate

B, so we create the joint dataset where for no unit it is possible to observe both B

and C.

Once a mortality experience with missing observations is obtained, the parameters

τ and ζ are first estimated and then the analysis focuses on the eigenvalues of
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the Hessian matrix at the value of parameters estimates which results from the

optimization process. In this way, it is possible to check whether the model behaves

as parameter redundant or not: in the latter case, such eigenvalues are all negative

and far from zero.

This process of generating datasets with missing data is repeated for 1,000 times

(only the realization of T for each individual is sampled), obtaining a set of 1,000

parameter estimates θ̂k, k = 1, . . . , 1, 000. Tables 4.5-4.10 show the values of param-

eters estimates and the Hessian matrix eigenvalues from the fitting process for the

first 10 simulated datasets. The last two rows of 4.5-4.10 show the average of θ̂k,

θ̂ = 1
1,000

∑
k θ̂k and the standard deviation of the obtained parameters estimates,

that is σPAR =

√
1

999

∑
k

(
θ̂k − θ̂

)2

.

Table 4.5.: Parameters estimates of the probability distribution of T with τ = τ1 for
the first ten simulated datasets, and summary of 1,000 random splits.

α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ −9.53 0.095 −1 −0.25 −0.5 0.19 0.03 0.43 0.13 0.13

θ̂1 −9.57 0.095 −0.97 −0.19 −0.35 0.20 0.02 0.45 0.13 0.10

θ̂2 −9.79 0.097 −0.95 −0.15 −0.53 0.20 0.01 0.43 0.14 0.11

θ̂3 −9.55 0.094 −0.98 −0.19 −0.42 0.20 0.02 0.44 0.13 0.10

θ̂4 −9.40 0.093 −1.05 −0.16 −0.27 0.20 0.01 0.45 0.12 0.09

θ̂5 −9.24 0.092 −0.99 −0.28 −0.55 0.18 0.03 0.44 0.14 0.12

θ̂6 −9.49 0.096 −1.07 −0.34 −0.58 0.17 0.04 0.46 0.12 0.12

θ̂7 −9.66 0.097 −1.02 −0.23 −0.42 0.21 0.01 0.43 0.14 0.10

θ̂8 −9.23 0.092 −0.99 −0.35 −0.48 0.18 0.03 0.46 0.12 0.10

θ̂9 −9.50 0.093 −0.98 −0.13 −0.40 0.20 0.02 0.43 0.14 0.11

θ̂10 −9.51 0.095 −1.02 −0.30 −0.60 0.19 0.03 0.44 0.13 0.12

θ̂ −9.50 0.095 −1.01 −0.25 −0.46 0.19 0.02 0.44 0.13 0.11

σPAR × 103 138.40 1.72 37.96 79.81 120.36 9.69 9.06 18.77 18.36 17.73
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Table 4.6.: Eigenvalues of the Hessian matrix of the likelihood function for the first
ten simulated datasets. Case of the probability distribution of T with
τ = τ1.

1 −63266912.87 −1940.90 −1504.14 −982.20 −923.03 −415.79 −307.50 −67.71 −9.78 −7.09

2 −62227659.84 −1853.70 −1434.18 −1072.72 −999.67 −505.62 −301.54 −70.15 −17.37 −4.77

3 −63004274.50 −1959.06 −1501.25 −1034.56 −942.72 −420.44 −296.06 −69.71 −7.92 −3.63

4 −62871340.84 −2040.73 −1569.69 −1053.41 −920.21 −380.83 −284.36 −65.62 −14.65 −5.62

5 −61208760.64 −1822.96 −1450.59 −1025.38 −884.35 −535.96 −317.00 −71.21 −14.60 −9.30

6 −59998088.12 −1874.95 −1492.95 −911.55 −793.64 −491.58 −340.74 −69.93 −16.78 −11.36

7 −62742718.67 −1930.83 −1524.87 −1116.95 −987.55 −428.08 −286.61 −66.84 −16.83 −3.27

8 −61948426.09 −2049.39 −1563.49 −879.27 −816.09 −393.10 −323.93 −70.55 −10.60 −9.56

9 −62119687.06 −1832.94 −1429.11 −1036.05 −984.09 −486.66 −302.69 −69.39 −13.17 −5.37

10 −60909530.45 −1784.82 −1454.68 −1029.26 −874.62 −538.68 −330.44 −71.12 −13.38 −9.71

Table 4.7.: Parameters estimates of the probability distribution of T with τ = τ2 for
the first ten simulated datasets, and summary of 1,000 random splits.

α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ −9.53 0.095 −0.22 −0.23 −0.45 0.19 0.03 0.43 0.13 0.13

θ̂1 −9.60 0.095 0.20 −0.18 −0.69 0.22 0.00 0.54 0.04 0.00

θ̂2 −9.47 0.098 −0.53 −0.55 −0.70 0.08 0.14 0.50 0.07 0.17

θ̂3 −9.55 0.095 −0.09 −0.27 −0.48 0.22 0.00 0.51 0.07 0.02

θ̂4 −9.54 0.095 −0.20 −0.25 −0.47 0.19 0.02 0.44 0.14 0.12

θ̂5 −9.61 0.096 −0.37 −0.19 −0.54 0.18 0.04 0.38 0.20 0.19

θ̂6 −9.33 0.094 −0.36 −0.43 −0.46 0.11 0.10 0.57 0.01 0.07

θ̂7 −9.47 0.094 −0.24 −0.29 −0.31 0.22 0.00 0.52 0.05 0.00

θ̂8 −9.50 0.095 −0.18 −0.26 −0.36 0.22 0.00 0.53 0.05 0.00

θ̂9 −9.45 0.094 −0.17 −0.22 −0.33 0.22 0.00 0.51 0.06 0.02

θ̂10 −9.67 0.096 −0.13 −0.19 −0.42 0.20 0.01 0.46 0.12 0.08

θ̂ −9.52 0.095 −0.23 −0.27 −0.50 0.18 0.03 0.47 0.10 0.09

σPAR × 103 129.73 1.74 176.13 109.49 157.85 41.48 41.21 62.76 62.70 66.97
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Table 4.8.: Eigenvalues of the Hessian matrix of the likelihood function for the first
ten simulated datasets. Case of the probability distribution of T with
τ = τ2.

1 −69912898.66 −4089.39 −2563.93 −1310.95 −673.63 −75.48 −39.16 −7.81 −0.01 0.00

2 −65159097.17 −2090.95 −1844.71 −1054.89 −815.39 −233.19 −189.58 −71.80 −7.44 −1.40

3 −69834435.63 −3567.21 −2254.02 −1293.48 −714.58 −75.67 −69.98 −43.81 −0.03 0.02

4 −68717705.50 −1901.87 −1340.58 −957.92 −909.70 −449.14 −306.70 −73.96 −1.08 0.02

5 −66824370.59 −2377.71 −1276.08 −903.16 −864.97 −595.25 −386.01 −67.62 −1.01 −0.20

6 −68250380.22 −3680.92 −2342.04 −588.83 −415.18 −180.75 −115.12 −70.89 −1.96 −0.04

7 −69832102.70 −3892.40 −2524.94 −1333.70 −706.66 −77.35 −45.66 −20.29 0.00 0.01

8 −69911892.29 −3894.94 −2506.36 −1310.56 −695.81 −76.14 −44.45 −19.06 0.00 0.02

9 −70042320.75 −3649.75 −2350.08 −1290.76 −690.10 −76.13 −57.12 −33.02 −0.02 0.02

10 −69395166.60 −2278.33 −1517.46 −1082.69 −887.31 −296.82 −208.92 −72.85 −0.11 −0.03

Table 4.9.: Parameters estimates of the probability distribution of T with τ = τ3 for
the first ten simulated datasets, and summary of 1,000 random splits.

α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ −9.53 0.095 −0.25 −0.50 −1 0.19 0.03 0.43 0.13 0.13

θ̂1 −9.59 0.097 −0.38 −0.61 −1.01 0.15 0.06 0.47 0.09 0.13

θ̂2 −9.52 0.094 −0.19 −0.46 −0.98 0.22 0.00 0.43 0.14 0.10

θ̂3 −9.48 0.094 0.07 −0.53 −1.09 0.21 0.00 0.49 0.09 0.04

θ̂4 −9.62 0.097 −0.41 −0.58 −1.07 0.16 0.06 0.45 0.13 0.14

θ̂5 −9.50 0.094 0.35 −0.55 −1.41 0.22 0.00 0.52 0.05 0.00

θ̂6 −9.39 0.094 −0.17 −0.55 −1.06 0.19 0.03 0.46 0.12 0.09

θ̂7 −9.62 0.096 −0.22 −0.51 −1.04 0.20 0.02 0.44 0.13 0.10

θ̂8 −9.56 0.095 −0.17 −0.46 −0.98 0.21 0.02 0.44 0.14 0.09

θ̂9 −9.65 0.098 −0.39 −0.54 −1.16 0.19 0.04 0.41 0.17 0.15

θ̂10 −9.52 0.095 −0.20 −0.53 −1.08 0.22 0.01 0.41 0.16 0.12

θ̂ −9.52 0.095 −0.19 −0.52 −1.06 0.19 0.03 0.46 0.12 0.10

σPAR × 103 129.83 1.75 209.92 59.99 121.66 22.70 22.66 39.64 39.87 41.91
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Table 4.10.: Eigenvalues of the Hessian matrix of the likelihood function for the first
ten simulated datasets. Case of the probability distribution of T with
τ = τ3.

1 −65961166.06 −2216.50 −1537.78 −699.66 −635.53 −439.63 −396.16 −72.34 −8.61 −1.82

2 −67705967.50 −2147.16 −1384.78 −1164.58 −1014.24 −443.46 −265.11 −73.97 −1.84 0.02

3 −68943140.10 −3375.14 −2062.21 −1227.35 −700.51 −139.88 −107.62 −63.33 −0.53 −0.05

4 −64688961.84 −1859.21 −1342.10 −914.18 −651.47 −597.55 −398.96 −69.60 −6.10 −3.44

5 −69605309.24 −4101.49 −2502.27 −1355.30 −665.98 −89.63 −53.42 −18.57 −0.06 0.02

6 −67391635.16 −2370.12 −1481.73 −967.46 −746.54 −346.27 −309.32 −75.04 −2.45 −0.42

7 −66830040.31 −2304.79 −1438.17 −1052.39 −819.27 −388.05 −296.99 −73.31 −2.17 −0.20

8 −67660463.76 −2179.02 −1410.40 −1081.46 −904.97 −386.28 −287.13 −73.49 −1.27 −0.24

9 −63396767.33 −2002.78 −1177.11 −1008.23 −842.86 −683.73 −403.56 −66.36 −7.63 −1.92

10 −66403474.39 −2012.48 −1356.63 −1083.72 −1025.68 −540.37 −305.01 −71.83 −3.47 −0.05

For every value of τ , parameter estimates are in line with respect to their true

values.

However, for τ = τ1, when looking at the eigenvalues, sorted in ascending order,

it is possible to see that the largest eigenvalue is larger than −1 only for 16 datasets

out of 1,000 generated ones. One problem faced during the optimization process is

that when the Hessian matrix is singular, the optimization routine becomes fooled

due to the nearly flat likelihood ridge, and stops working.

These 16 cases where the largest eigenvalue is close to zero, correspond to parame-

ter estimates lying on the boundary of the parameter space, particularly for ζ, since

its elements are bounded between 0 and 1. Other than for parameter redundancy,

the estimated value of ζ can lie on the boundary of the parameter space also due to

the sampling variation of the maximum likelihood estimator.

In case τ = τ2, the largest eigenvalue is larger than −1 for 925 datasets out of

1,000, meaning that the statistical model behaves as parameter redundant for most

of the simulations. Furthermore, the second largest eigenvalue is higher than −1 for

662 simulated datasets. When looking at σPAR, its value for the parameters α and β,

which are estimated on the basis of the whole sample and do not measure the effect

of (B,C) is very close to the case where τ = τ1, while it sharply increase for the

parameters γ, δ1, δ2 and ζ, which at the opposite depend on the two socio-economic

variables, which are subject to missingness.
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For the case τ = τ3 the largest eigenvalue is larger than −1 in 625 cases out of

1,000, which again correspond to parameter estimates lying on the boundary of the

parameter space. This proportion of parameter redundancy situations is larger than

expected. The value of σPAR decreases for the parameters δ1, δ2 and ζ with respect

to the case τ = τ2, but sharply increases for the parameter γ. A possible explanation

can be that the variable C is now more likely to explain also the variation in T due to

B (considering the true probability distribution of (B,C)), hence this might create

a problem of parameter redundancy, which may translate in an estimated value of

ζ lying closer to the boundary of the parameter space.

When the experiment is repeated with a combined sample of 50,000 units there

is a slight improvement in the results. In particular, for τ1, τ2 and τ3, the largest

eigenvalues from the fitting process is larger than −1 in 0, 773 and 262 cases re-

spectively. This is an indication of how it is possible to obtain consistent parameter

estimates when the sample is very large.

In conclusion, we can see how there occurs the situation depicted in Cole et al.

(2010), namely the fitting exercise of a formally full rank statistical model, which

behaves as parameter redundant in practice, which they refer as a “near parameter

redundancy”. The same authors argue indeed how this is the consequence of an

“inevitably-imprecise numerical method, because the model is very similar to a

parameter redundant model for a particular dataset”.

Summing up, we started from a model which is full rank, but behaves as a pa-

rameter redundant one due to missing observations, and in particular because of the

missing data pattern and of parameter values. In particular, the statistical model

is conditionally full rank, since such its behaviour as a parameter redundant one

depends on the true value of the parameters.
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4.2. Analysis of the likelihood profiles

Suppose the hazard function for the future lifetime is given by the following simple

proportional-hazards model:

µ (b;α, γ) = exp (α + γb) (4.2)

where in this section b is the realization of B, a binary (0, 1) random variable with

Bernoulli probability distribution with parameter ζ.

The analysis is carried out by looking at two different true parameter values, two

different percentages of units whose value of the factor B is missing, and include the

case of Type 1 censoring1, with censoring time chosen in a way such that 50% of

lifetimes in the sample are censored, in order to ease comparisons. As in Section 2.4

the censoring mechanism is assumed to be non-informative, and data are missing

independently with respect to censoring.

In all cases, we work with a sample of 5,000 units, α = 2 and ζ = 0.3. Two values

of γ, γ = log 1.03 and γ = log 8 are considered: the former returns two hazard

functions (one for B = 0 and the other for B = 1) very close one another in value,

while the other places a much stronger effect on the covariate B. In this way it is

possible to analyse the effect of the condition of equation (2.32).

Then, we consider two missing data percentages, indicated as ϕ, given by 20%

and 80%.

Summing up, the purpose is to analyse how the difference between the hazard

functions for different values of the factor B, the amount of missing data, and the

censoring mechanism affect the shape of of the log-likelihood function, by plotting

the profile likelihoods with respect to the value of the parameters.

The profile likelihoods are plotted starting from a lower bound of −10,000, given

different values of γ, and of ϕ, that is the probability that B is missing.

In order to ease comparisons, when plotting the value of the log-likelihood func-

tions, the marginal distribution of the observable B (at the value of the MLE for ζ)

1Type 1 censoring occurs when the observational plan stops at a predetermined time, so that the
individuals alive at that time are only known to live longer.
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is subtracted.

Hence, there is a total of eight cases to analyse, due to the combination of the

values of γ, ϕ, and censoring (Yes/No).

Case 1: γ = log 1.03, ϕ = 0.2, no censored observations;
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Figure 4.1.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 2: γ = log 1.03, ϕ = 0.8, no censored observations;
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Figure 4.2.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 3: γ = log 1.03, ϕ = 0.2, censored observations;
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Figure 4.3.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 4: γ = log 1.03, ϕ = 0.8, censored observations;
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Figure 4.4.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 5: γ = log 8, ϕ = 0.2, no censored observations;
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Figure 4.5.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 6: γ = log 8, ϕ = 0.8, no censored observations;
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Figure 4.6.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 7: γ = log 8, ϕ = 0.2, censored observations;
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Figure 4.7.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Case 8: γ = log 8, ϕ = 0.8, censored observations;
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Figure 4.8.: Log-likelihood profiles with respect to α (a), γ (b), and ζ (c).

Table 4.11 shows parameter estimates, log-likelihood and the eigenvalues for each
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case under analysis.

Table 4.11.: Parameters estimates, log-likelihood and eigenvalues from the simula-
tion

Case α̂ γ̂ ζ̂ Log-lik. Eigenv. 1 Eigenv. 2 Eigenv. 3

Case 1 1.98 0.03 0.30 4927.26 −19161.86 −5515.09 −750.96

Case 2 1.99 −0.03 0.29 4927.15 −5473.88 −4819.71 −177.17

Case 3 1.99 0.03 0.30 2624.95 −19132.98 −2892.89 −398.71

Case 4 1.99 0.03 0.29 2622.51 −4874.03 −2840.72 −96.49

Case 5 2.00 2.04 0.30 7784.45 −21097.77 −5074.21 −867.25

Case 6 2.00 2.04 0.30 7069.39 −13534.69 −2815.44 −522.77

Case 7 2.01 2.08 0.30 5338.06 −21122.32 −3108.38 −419.03

Case 8 2.01 2.14 0.29 4680.34 −13715.39 −1117.26 −262.10

When γ = log 1.03, the increase of the percentage of individuals with missing

value for B from 20% to 80% yields a more flat log-likelihood function (Fig. 4.1-

4.2), and the largest eigenvalues of the Hessian matrix at the maximum value of the

log-likelihood function decreases from −750.96 to −177.17. When looking at the

profile log-likelihood for each parameter, we can notice that this flattening is very

marked for the parameters γ and ζ.

The parameter α (Fig. 4.1-4.4 (a)), which represents the baseline, seems not

affected from the missingness of the covariate, since it can be thus estimated using

all units in the sample, regardless the value B can take, while conversely, the other

parameters are estimated with more uncertainty, since these depend on the value of

B.

When considering the censoring effect (Fig. 4.3-4.4), we see a decrease in the

log-likelihood function, which also becomes more flat, mainly for the parameters α

and γ, all else being equal (given the same percentage of missing B). For the case of

censored observations (Case 3 and Case 4), the increase in the percentage of missing

B yields a more flat profile likelihoods for γ and ζ as before (Fig. 4.1-4.8 (b,c)).

When analysing the case γ = log 8, we obtain the same evidences as for the case

γ = log 1.03, while the likelihood function increases and becomes more peaked as
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we can see from the largest eigenvalue, all else being equal.

A striking feature we can further notice is that when comparing Figures 4.3,

4.4, 4.7 and 4.8 the flattening of the log-likelihood function profile is much lower

when γ = log 8. This means that there is less uncertainty about the values of the

parameters the more the two hazard functions for B = 0 and B = 1 are different,

and this evidence can be confirmed when looking at the eigenvalues of the Hessian

matrix which are smaller when γ = log 8.
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5. Empirical analysis of a UK

pension scheme

In this chapter we use the inferential techniques described in Chapter 2 for the

mortality analysis of a medium sized defined-benefit UK pension scheme. We call

this the complete dataset

At this purpose, a preliminary data preparation process, described in Appendix

A.3, has been carried out to account only for the male pension scheme members

aged 60 and above, and discard those exposures after 31st December 2009 in order

to exclude a period influenced by late reporting of deaths.

The complete dataset has the following characteristics:

• 18,741 records of pensions in payment;

• 172,601.4 person-years of time exposed to risks;

• 4,956 observed deaths;

• period of observation: 10th November 1992 – 31st December 2009.

• The annual benefit amount is observed for each individual.

• The geo-demographic profile is observed at individual level on the basis of

Mosaicr profiler, widely used in the UK for pricing longevity swaps and bulk

buy-outs (Richards (2008)).

Although the benefit amount is observed in pounds, and could be treated as a

continuous covariate, we treat it as categorical for two reasons. Firstly, Macdonald

et al. (2018) showed how its direct use within the model does not improve the fit.
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Secondly, treating a continuous variable as categorical is more convenient in terms

of parsimony of the modelling approach.

For these two reasons, we treat the benefit amount as a two-level categorical

variable which we denote by B as in Chapter 2. This random variable has two

possible realisations, namely Low (low benefit) and High (high benefit). Using

cluster analysis (see Appendix A.4) we set the threshold between high and low

benefits at £8, 500 per annum.

In general, Madrigal et al. (2011) observed that a low pension amount can be

a misleading indicator of individual affluence, as it could be observed because an

employee was low-paid with long service, or highly-paid with short service.

Similarly, we treat the geo-demographic profile as a categorical variable and denote

it by C. The level is determined by the postcode, therefore by the geographic area of

a member’s postal address. Using cluster analysis (see Appendix A.4) we determined

three levels for C, denoted by 0, 1 and 2. Each represents a set of geo-demographic

codes with level 0 indicating the most deprived areas of the UK and level 2 the least

deprived.

As in Chapter 2, the bivariate variable (B,C) has a multinomial distribution

Mult(1,6) with six possible outcomes, indexed by the parameter vector ζ whose

elements are the probabilities of individual outcomes.

5.1. Preliminary data analysis

In Figure 5.1 we plot the crude estimates of death rates at single years of age

µ̂x = Dx/Ex. Here, Dx is the number of individuals who die between exact ages x

and x + 1, while Ex (exposed-to-risk) is the total time all individuals are observed

and alive between those ages1.

1This means that the definition of age last birthday has been used.
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Figure 5.1.: Crude log-death rates by age

From Figure 5.1 we see an approximately log-linear relationship between age and

death rates, even for very old ages at which sampling errors are higher because of

smaller exposures (see Appendix A.5 for full details about exposures and deaths

within our analysed mortality experience).

The slightly irregular pattern around age 60 may be caused by our inability to

distinguish between people retiring at age 60 as they had planned, and people re-

tiring at that age because of poor health, who were willing to work for longer, as

hypothesised by the CMI Committee (see CMI (2007)).

Dividing the population into two groups according to the benefit level, Figure 5.2

reveals that death rates are higher for low-benefit individuals up to age 90, and that

the gap between the log-mortality rates in the two groups is narrowing as the age

increases.

70



Chapter 5: Empirical analysis of a UK pension scheme

60 70 80 90 100

−
5

−
4

−
3

−
2

−
1

0

Age

lo
g−

de
at

h 
ra

te
s

Low benefit
High benefit

Figure 5.2.: Crude log-death rates by age on the base of benefit level

Figure 5.2 shows the Kaplan-Meier estimates of the survival functions Sx (t) for

the two groups. The plot confirms that the mortality differential between the two

groups narrows with age.
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Figure 5.3.: Kaplan-Meier Survival function by benefit level

To investigate the impact of the other covariate, the geo-demographic profile, we

plot the age and profile specific death rates in Figure 5.4 and the corresponding
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Kaplan-Meier estimate of the survival function in Figure 5.5.
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Figure 5.4.: Crude log-death rates by age on the base of geo-demographic profile
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Figure 5.5.: Kaplan-Meier Survival function by geo-demographic profile level

The evidence so far suggests that log-mortality rates can be modelled as a linear

function of the age X, including decreasing mortality differentials as each individual

becomes older.
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Nevertheless, in order to simplify the framework and show the main ideas, we ig-

nore the closing gap between mortality rates for different groups at high ages. Hence

we model individual mortality by means of the proportional hazards specification of

equation (2.11).

5.2. Empirical Results from Complete Data

Using the complete dataset (no missing data) we investigate how the goodness of fit

of our model for µt in equation (2.11) compares to the nested models where some

of the parameters γ, δ1 and δ2 are set to zero. To this end we consider the following

models for the force of mortality µti (xi, bi, ci; τ)

model M0: exp [α + β (xi + ti)]

model M1: exp
[
α + β (xi + ti) + γ1[bi=High]

]
model M2: exp

[
α + β (xi + ti) + δ11[ci=1] + δ21[ci=2]

]
model M3: exp

[
α + β (xi + ti) + γ1[bi=High] + δ11[ci=1] + δ21[ci=2]

]
Model M0 is the Gompertz model which makes no use of the available extra infor-

mation about benefit level and geo-demographic profile. In models M1 and M2 only

one covariate is used (benefit amount and geo-demographic profile, respectively),

and in model M3 both covariates are used.

As mentioned in previous chapters, with the completed dataset the likelihood

function factorises as in equation (1.13). Since we want to estimate τ we need to

consider only the factor L(τ | t, z) and ignore L(ζ | z).

We compare these models using information criteria, such as the AIC (Akaike

(1974)) and the BIC (Schwarz (1978)), calculated as follows:

AIC = −2`M + 2aJ (5.1)

BIC = −2`M + aJ log n (5.2)

where `M indicates the value of the log-likelihood function2 of model M , and aJ is

the penalization term given by the number of free parameters.

2With no missing data this value does not need to include also the marginal probability distribu-
tion of the observed values of B and C.
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We also look at the value of the Likelihood Ratio Test Statistic (LR):

LR = −2 (`M − `M0) (5.3)

where model M is tested against the null model M0. The random variable LR has

χ2 distribution with degrees of freedom given by the number of restrictions on the

parameters.

The results are shown in Table 5.1:

Table 5.1.: Parameters estimates, Likelihood Ratio Test Statistic and Information
Criteria for comparison among nested models

Model α̂ β̂ γ̂ δ̂1 δ̂2 ` LR d.f. p-value AIC BIC

M0 −11.58 0.11 − − − −20,592.61 − − − 41,189.23 41,204.90

M1 −11.54 0.11 −0.28 − − −20,561.88 61.47 1 0.00 41,129.75 41,153.27

M2 −11.42 0.11 − −0.24 −0.48 −20,528.93 127.37 2 0.00 41,065.85 41,097.21

M3 −11.41 0.11 −0.21 −0.22 −0.43 −20,512.69 159.85 3 0.00 41,035.38 41,074.57

Note: ` represents the logarithm of the Likelihood function, LR is the value of the

Likelihood Ratio Test Statistic of each model with respect to model M0, d.f. stands

for degrees of freedom of LR.

We find that including B and C separately and jointly improves the goodness of fit

of the model, with larger improvement given by the inclusion of the geo-demographic

profile; AIC and BIC are smallest for model M3 in which both B and C are included.

We conclude that there are significant mortality differentials between different socio-

economic groups.

Information criteria compare the goodness of fit of competing models but do not

tell us how well the best fitting model for the hazard function explains the observed

data. To investigate the quality of fit of our model in (2.11), in Figure 5.6 and 5.7 we

plot the Poisson Deviance Residuals (Cox & Miller (1977)), for the models M0 and

M3 respectively. We observe that the residuals are centred around zero and do not

show any particular pattern. The two residuals which lie outside the [−1.96, 1.96]

are those at ages 60 and 61 which we already discussed in the previous section.
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Figure 5.6.: Poisson Deviance residuals plotted against the age for model M0
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Figure 5.7.: Poisson Deviance residuals plotted against the age for model M3

Furthermore, the Poisson Deviance Residuals can be used to perform a set of

statistical tests of goodness of fit of the model (see Macdonald et al. (2018)).

Since the complete dataset is available for this part of the study, the estimated

joint distribution of the covariates B and C is given by the relative frequencies

reported in Table 5.2.
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Table 5.2.: Relative empirical frequencies of benefit level and geo-demographic pro-
file among 18,741 pension scheme members

fB,C

(
·, ·; ζ̂

) Geo-dem. profile (C)

0 1 2 fB

(
·; ζ̂
)

Benefit

level (B)

Low 0.19 0.43 0.13 0.75

High 0.03 0.13 0.09 0.25

fC

(
·; ζ̂
)

0.22 0.56 0.22 1

5.3. Empirical analysis when data can be missing

Back to the example mentioned in the Introduction, and following the set up of

Chapter 2 and 4, we now generate artificially two such datasets by randomly deleting

one or the other of the two covariates in the complete dataset.

5.3.1. Generating the datasets with missing observations

To generate a dataset with missing observations, we first randomly split the complete

dataset, containing n individuals, into two subsets, denoted by P1 and P2 with sizes

n1 and n2 respectively (n1 + n2 = n). We suppose that for each individual in P1

we observe B but not C, and for each individual in P2 we observe C but not B.

We treat P1 and P2 as two separate pension schemes, that we would like to model

jointly. Therefore, B and C are never jointly observed in the combined dataset, P1

combined with P2. In this section n1 = 9, 375 and n2 = 9, 376.

Because the combined dataset has been generated from the same source (the

complete dataset) there is no further hidden source of heterogeneity, hence the same

mortality law can be assumed for all lives in P1 and P2.

As shown, both covariates are relevant for the analysis, so we would like to take

both into consideration, whether observed or not. As mentioned in Section 1.2.1,

when data are missing the likelihood function does not factorize as in equation

(1.20), therefore it has to be maximized simultaneously with respect to τ and ζ.
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5.3.2. Results of the empirical analysis

We repeat the random splitting of the complete dataset into sets P1 and P2, and

the estimation exercise 1,000 times. As in Chapter 4 we obtain a sample of 1,000

parameter estimates θ̂k, k = 1, . . . , 1, 000. The last two rows in Table 5.3 show the

average of θ̂k, θ̂ = 1
1,000

∑
k θ̂k and the standard deviation of the parameters over the

splits, that is σPAR =

√
1

999

∑
k

(
θ̂k − θ̂

)2

.

Table 5.3.: Parameter estimates from the complete dataset (θ̂), parameter estimates
when data are missing for the first random split of the complete dataset
(θ̂1 − θ̂10), mean parameter estimate over 1,000 random splits of the

complete dataset (θ̂), and standard deviation of the parameters (× 1,000)
over 1,000 random splits of the complete dataset (σPAR). All figures are
rounded to two decimal places.

α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ̂ −11.41 0.11 −0.21 −0.22 −0.43 0.19 0.03 0.43 0.13 0.13

θ̂1 −11.40 0.11 −0.12 −0.27 −0.35 0.22 0.00 0.53 0.03 0.00

θ̂2 −11.45 0.11 −0.14 −0.18 −0.33 0.21 0.00 0.53 0.03 0.00

θ̂3 −11.43 0.11 −0.17 −0.23 −0.32 0.22 0.00 0.52 0.04 0.00

θ̂4 −11.40 0.11 −0.10 −0.22 −0.36 0.21 0.00 0.54 0.02 0.00

θ̂5 −11.42 0.11 −0.10 −0.22 −0.37 0.22 0.00 0.53 0.04 0.00

θ̂6 −11.41 0.11 −0.02 −0.28 −0.50 0.22 0.00 0.52 0.03 0.01

θ̂7 −11.45 0.11 −0.14 −0.23 −0.37 0.22 0.00 0.54 0.02 0.00

θ̂8 −11.41 0.11 −0.10 −0.23 −0.36 0.22 0.00 0.53 0.03 0.00

θ̂9 −11.42 0.11 −0.10 −0.25 −0.37 0.22 0.00 0.53 0.03 0.00

θ̂10 −11.40 0.11 −0.04 −0.26 −0.47 0.22 0.00 0.53 0.03 0.00

θ̂ −11.42 0.11 −0.13 −0.23 −0.33 0.22 0.00 0.53 0.03 0.01

σPAR × 103 16.62 0.19 99.67 30.56 113.29 3.00 0.23 13.80 13.76 13.17

We find in Table 5.3 that when data are missing, the estimators for γ, δ1, δ2

and ζ, which depend on B and C, and which should be jointly considered, lead to

estimated values that are very different from those obtained when data are fully

observed. In particular, ζ̂ lies on the boundary of the parameter space. If the true

value of ζ was on the boundary of the parameter space, then one regularity condition
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of the maximum likelihood estimator would be violated3. Nevertheless, the marginal

probability distributions of B and C estimated from data with missing observations

are always very close to those estimated from complete data, e.g. Pr(B = Low) =

ζ1 +ζ3 +ζ5 = 0.75, which is the same as in the first line in Table 5.3 (complete data).

The estimated values of α and β, which are estimated using all units in the

combined sample P1 and P2, are very close to the estimates in θ̂ obtained from

the complete dataset, confirming the results obtained in the simulation studies in

Chapter 4.

To investigate the reasons for the poor estimates obtained from P1 and P2 com-

bined we consider the identifiability of the parameters. As the missing observations

in our study are simulated and the complete dataset is available, we are able to

consistently estimate the parameters, which allows us to check whether the identi-

fiability conditions discussed in Section 2.6 are met. Given the hazard function we

need to consider the value of φ̂(b, c) = exp
[
γ̂1[b=High] + δ̂11c=c1 + δ̂21c=c2

]
, which

defines the hazard function for different values of (B,C) given the baseline and the

age X, shown in Table 5.4 for different values of (B,C) based on the complete

dataset.

Table 5.4.: Estimated values of φ(b, c) for the complete dataset.

φ̂(b, c)
Geo-demographic level (C)

0 1 2

Benefit

level (B)

Low 1 0.80 0.65

High 0.81 0.65 0.53

In Table 5.4 we find that an individual with geo-demographic profile 0 and a high

benefit level has a very similar mortality profile to that of an individual with low

benefit level and geo-demographic profile 1 (given they are the same age). A similar

argument can be made for individuals with high benefits and geo-demographic profile

1 compared to individuals with low benefits and geo-demographic profile 2. The

identifiability conditions discussed in Section 2.6 are therefore not fulfilled.

3The true values of the parameter must lie in the interior of the parameter space.
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The identifiability of parameters in our model given the available data can be

further analysed by looking at the eigenvalues of the Hessian matrix resulting from

the estimation process, as discussed in Section 1.2.2.2. Table 5.5 shows the eigen-

values of the Hessian matrix corresponding to the fitting exercise for the first ten

random splits considered in Table 5.3. More precisely, we can investigate whether

for the simulated datasets the model behaves as parameter redundant, and hence

parameters are not identifiable.

Table 5.5.: Eigenvalues from the maximization of the Likelihood function in equation
(2.18) on the base of the first 10 dataset random splits.

1 −30205986.60 −5232.23 −2496.95 −1801.02 −385.79 −56.16 −28.17 −6.73 −0.02 0.00

2 −30299046.50 −5260.60 −2486.25 −1794.78 −404.46 −55.00 −28.80 −6.33 −0.01 0.00

3 −30241701.55 −5110.90 −2514.15 −1742.44 −402.44 −55.88 −40.40 −8.72 −0.10 0.00

4 −30259320.32 −5443.35 −2508.12 −1836.22 −379.45 −55.64 −11.12 −4.99 −0.03 0.00

5 −30262594.68 −5081.39 −2487.27 −1739.22 −408.40 −55.75 −43.53 −8.76 −0.01 0.00

6 −30189313.77 −5012.13 −2465.79 −1695.68 −406.38 −55.67 −37.15 −11.20 −0.11 −0.01

7 −30261644.64 −5336.04 −2507.60 −1826.82 −391.53 −55.48 −16.32 −5.28 0.00 0.02

8 −30255593.35 −5242.52 −2514.41 −1775.18 −390.12 −55.83 −22.49 −7.19 −0.01 0.02

9 −30235525.52 −5261.92 −2520.59 −1817.75 −391.69 −55.82 −22.77 −6.13 0.00 0.02

10 −30219511.25 −5291.05 −2505.45 −1792.28 −407.18 −55.56 −26.36 −7.60 −0.06 0.00

We observe that in all 1,000 random splits the two largest eigenvalues of the

Hessian matrix are close to zero, indicating that the log-likelihood function has a

surface with a flat ridge. This means that the estimated information matrix does

not have full rank, and that the model is parameter redundant given the data.

Furthermore, there might be an issue with model risk. We are fitting a Gompertz-

type model to our data, which may not reflect the true hazard function for this

mortality experience. It is also possible that mortality differentials due to different

socio-economic characteristics do not affect the log-hazard proportionally.

In conclusion, given the true value of the parameters, the missing data pattern

may lead to the situation of “near parameter redundancy” already described in the

conclusions of Section 4.1.
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5.4. Availability of further information

The identifiability problem arising when two covariates are never jointly observable

blocks any further inference about the hazard function. We now investigate the effect

of the availability of a further dataset, P3 of smaller sample size n3 representing a

pension scheme where no covariate information is missing.

In order to show the robustness of our results, we further consider the availability

of a dataset, P4 of larger sample size n4 representing a pension scheme where both

B and C are missing. Table 5.6 illustrates the missing data pattern for P3 and P4.

Table 5.6.: The set of available data in pension schemes P3 and P4.

Sample i T X D B C

1 t1 x1 d1 b1 c1

P3 ... ... ... ... ... ...

n3 tn3 xn3 dn3 bn3 cn3

n3 + 1 tn3+1 xn3+1 dn3+1 × ×

P4 ... ... ... ... × ×

n3 + n4 tn3+n4 xn3+n4 dn3+n4 × ×

Note: × indicates the missing observations

We now have four pension schemes, P1, P2, P3 and P4, obtained by randomly

splitting the complete dataset and deleting covariates as appropriate. In the new

combined dataset with missing observations, 5% have completely observed data

(P3), 20% have observation of B only (P1), 20% have observation of C only (P2),

and we fail to observe both B and C for the remaining 55% (P4) of the units. Hence,

n1 = n2 = 3, 748, n3 = 937 and n4 = 10, 308. The random splitting of the complete

dataset into four pension schemes is again repeated 1,000 times.

The likelihood contribution for each life in P3 (no missing data) is:

Li (τ, ζ) ∝ ST (ti | xi, bi, ci; τ)µditi (xi, bi, ci; τ) fB,C (bi, ci; ζ) (5.4)
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while for individuals in P4 (B and C both missing) the likelihood contribution is:

Li (τ, ζ) ∝
∑

bk∈{Low,High}

∑
cj∈{0,1,2}

ST (ti | xi, bk, cj; τ)µditi (xi, bk, cj; τ) fB,C (bk, cj; ζ)

(5.5)

We compare estimated parameter values and standard errors obtained from dif-

ferent datasets. We consider estimates based on all four sets combined (denoted by

P1 − P4), estimates based on P1, P2 and P3 combined (denoted by P1 − P3), i.e.

excluding only the (large) dataset where both B and C are not observed, and esti-

mates based only on P3 (no missing data, but very small sample size). The results

are shown in Tables 5.7-5.9.

We compare these estimates with those obtained from the complete dataset (the

first line in Table 5.7). The standard errors are estimated calculating the inverse of

the empirical information matrix4 (in Section 2.8 we discussed why it is preferable

to use parametric bootstrap for this purpose).

4The estimation process described in Section 3.2 involves (τ, π), hence the standard errors for
(τ, ζ) need to be estimated using the delta method for vector valued functions.

81



Chapter 5: Empirical analysis of a UK pension scheme

Table 5.7.: Parameter estimates from the complete dataset, θ̂; parameter estimates
when data are missing for the first ten random splits of the complete
dataset, θ̂1−θ̂10, and their estimated standard errors (× 1,000 in brackets)
using the lives in datasets P1 − P4; mean parameter estimate over 1,000

random splits of the complete dataset, (θ̂ = 1
1,000

∑
k θ̂k); mean of the

parameter standard error estimate, (σ̂
(
θ̂
)

= 1
1,000

∑
k σ̂
(
θ̂k

)
× 1,000);

and standard deviation (× 1,000) of the parameter over 1,000 random

splits of the complete dataset, (σPAR =

√
1

999

∑
k

(
θ̂k − θ̂

)2

). All figures

are rounded to two decimal places.

Estimation α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ̂ −11.41 0.11 −0.21 −0.22 −0.43 0.19 0.03 0.43 0.13 0.13

θ̂1 −11.43 0.11 −0.20 −0.20 −0.27 0.20 0.02 0.43 0.13 0.12

(135.50) (1.71) (68.34) (61.75) (83.86) (6.85) (4.34) (9.41) (7.81) (7.47)

θ̂2 −11.41 0.11 −0.18 −0.25 −0.38 0.20 0.02 0.43 0.13 0.12

(134.89) (1.72) (70.59) (58.83) (81.41) (6.95) (4.48) (9.37) (7.75) (7.61)

θ̂3 −11.47 0.11 −0.11 −0.15 −0.28 0.20 0.02 0.42 0.13 0.13

(135.90) (1.70) (67.76) (63.04) (83.28) (6.80) (4.22) (9.45) (8.01) (7.68)

θ̂4 −11.42 0.11 −0.26 −0.25 −0.31 0.19 0.02 0.45 0.13 0.11

(135.68) (1.73) (71.83) (63.43) (86.33) (6.70) (4.17) (9.35) (7.87) (7.30)

θ̂5 −11.47 0.11 −0.15 −0.12 −0.29 0.19 0.03 0.43 0.13 0.13

(136.87) (1.70) (68.45) (61.74) (81.93) (7.13) (5.01) (9.39) (7.88) (7.46)

θ̂6 −11.41 0.11 −0.13 −0.23 −0.31 0.18 0.03 0.42 0.14 0.13

(135.27) (1.71) (65.77) (62.16) (80.67) (6.88) (4.74) (9.51) (8.13) (7.77)

θ̂7 −11.46 0.11 −0.10 −0.15 −0.36 0.19 0.03 0.42 0.14 0.13

(136.72) (1.71) (65.96) (62.39) (82.38) (7.01) (4.83) (9.46) (8.06) (7.67)

θ̂8 −11.48 0.11 −0.18 −0.13 −0.41 0.19 0.03 0.43 0.13 0.13

(137.92) (1.73) (68.13) (61.17) (83.00) (7.06) (4.80) (9.41) (7.85) (7.54)

θ̂9 −11.41 0.11 −0.20 −0.23 −0.34 0.19 0.02 0.43 0.14 0.13

(135.77) (1.72) (69.10) (62.06) (81.81) (6.97) (4.64) (9.33) (7.74) (7.61)

θ̂10 −11.47 0.11 −0.07 −0.22 −0.53 0.20 0.02 0.42 0.14 0.13

(137.16) (1.76) (66.38) (63.59) (86.45) (6.74) (4.30) (9.59) (8.43) (7.58)

θ̂ −11.45 0.11 −0.18 −0.19 −0.36 0.19 0.03 0.43 0.13 0.13

σ̂
(
θ̂
)
× 103 136.43 1.72 68.33 61.66 82.09 6.94 4.68 9.45 7.96 7.66

σPAR × 103 24.48 0.31 50.42 47.71 64.19 6.22 4.54 8.45 7.52 7.21
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Table 5.8.: Parameter estimates from the complete dataset, θ̂; parameter estimates
when data are missing for the first ten random splits of the complete
dataset, θ̂1−θ̂10, and their estimated standard errors (× 1,000 in brackets)
using the lives in datasets P1 − P3; mean parameter estimate over 1,000

random splits of the complete dataset, (θ̂ = 1
1,000

∑
k θ̂k); mean of the

parameter standard error estimate, (σ̂
(
θ̂
)

= 1
1,000

∑
k σ̂
(
θ̂k

)
× 1,000);

and standard deviation (× 1,000) of the parameter over 1,000 random

splits of the complete dataset, (σPAR =

√
1

999

∑
k

(
θ̂k − θ̂

)2

). All figures

are rounded to two decimal places.

Estimation α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ̂ −11.41 0.11 −0.21 −0.22 −0.43 0.19 0.03 0.43 0.13 0.13

θ̂1 −11.39 0.11 −0.24 −0.23 −0.32 0.20 0.02 0.43 0.13 0.12

(200.91) (2.55) (74.66) (67.34) (91.44) (6.85) (4.36) (9.41) (7.82) (7.48)

θ̂2 −11.15 0.11 −0.20 −0.29 −0.43 0.20 0.02 0.43 0.13 0.12

(194.56) (2.48) (77.24) (62.97) (87.96) (6.96) (4.50) (9.36) (7.73) (7.60)

θ̂3 −11.54 0.11 −0.12 −0.17 −0.32 0.20 0.02 0.42 0.13 0.13

(200.07) (2.53) (72.39) (67.35) (89.02) (6.80) (4.23) (9.46) (8.02) (7.68)

θ̂4 −11.65 0.11 −0.29 −0.28 −0.35 0.19 0.02 0.45 0.13 0.11

(200.83) (2.55) (76.59) (67.90) (92.08) (6.70) (4.18) (9.35) (7.87) (7.30)

θ̂5 −11.39 0.11 −0.18 −0.14 −0.33 0.19 0.03 0.43 0.13 0.13

(202.10) (2.54) (74.32) (66.50) (88.36) (7.13) (5.04) (9.44) (7.91) (7.61)

θ̂6 −11.39 0.11 −0.15 −0.26 −0.36 0.18 0.03 0.42 0.14 0.13

(200.53) (2.53) (70.19) (66.65) (86.29) (6.88) (4.74) (9.51) (8.14) (7.76)

θ̂7 −11.48 0.11 −0.12 −0.17 −0.42 0.19 0.03 0.42 0.14 0.13

(201.69) (2.54) (72.25) (67.97) (89.76) (7.01) (4.84) (9.47) (8.07) (7.66)

θ̂8 −11.45 0.11 −0.21 −0.16 −0.48 0.19 0.03 0.42 0.14 0.13

(205.59) (2.59) (75.33) (66.91) (91.10) (7.06) (4.81) (9.40) (7.84) (7.55)

θ̂9 −11.37 0.11 −0.22 −0.27 −0.38 0.19 0.02 0.43 0.14 0.13

(202.54) (2.57) (72.73) (66.59) (86.60) (6.98) (4.69) (9.38) (7.77) (7.69)

θ̂10 −11.31 0.11 −0.08 −0.26 −0.61 0.20 0.02 0.42 0.14 0.13

(200.05) (2.57) (73.32) (69.46) (95.04) (6.74) (4.29) (9.58) (8.41) (7.59)

θ̂ −11.43 0.11 −0.20 −0.21 −0.41 0.19 0.03 0.43 0.13 0.13

σ̂
(
θ̂
)
× 103 200.57 2.54 73.99 66.44 88.42 6.95 4.70 9.45 7.96 7.67

σPAR × 103 148.13 1.88 59.03 55.80 74.72 6.23 4.56 8.46 7.53 7.22
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Table 5.9.: Parameter estimates from the complete dataset, θ̂; parameter estimates
when data are missing for the first ten random splits of the complete
dataset, θ̂1−θ̂10, and their estimated standard errors (× 1,000 in brackets)
using only the lives in dataset P3; mean parameter estimate over 1,000

random splits of the complete dataset, (θ̂ = 1
1,000

∑
k θ̂k); mean of the

parameter standard error estimate, (σ̂
(
θ̂
)

= 1
1,000

∑
k σ̂
(
θ̂k

)
× 1,000);

and standard deviation (× 1,000) of the parameter over 1,000 random

splits of the complete dataset, (σPAR =

√
1

999

∑
k

(
θ̂k − θ̂

)2

). All figures

are rounded to two decimal places.

Estimation α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

θ̂ −11.41 0.11 −0.21 −0.22 −0.43 0.19 0.03 0.43 0.13 0.13

θ̂1 −11.57 0.11 −0.33 −0.33 −0.44 0.20 0.03 0.40 0.14 0.12

(596.78) (7.55) (156.58) (144.24) (188.48) (13.14) (5.37) (16.00) (11.26) (10.60)

θ̂2 −10.02 0.09 −0.19 −0.32 −0.45 0.18 0.03 0.43 0.15 0.11

(588.31) (7.50) (163.99) (140.64) (196.05) (12.65) (5.16) (16.19) (11.72) (10.04)

θ̂3 −11.38 0.11 0.08 -0.08 −0.24 0.21 0.02 0.41 0.13 0.13

(578.57) (7.33) (154.31) (147.48) (185.84) (13.39) (4.72) (16.09) (10.84) (10.96)

θ̂4 −11.69 0.11 −0.55 −0.30 −0.37 0.18 0.02 0.45 0.13 0.12

(578.57) (7.41) (175.96) (160.78) (197.32) (12.62) (4.23) (16.23) (10.84) (10.72)

θ̂5 −11.28 0.11 −0.37 −0.14 −0.30 0.19 0.03 0.43 0.12 0.14

(653.24) (8.18) (177.80) (153.55) (204.05) (12.84) (5.47) (16.17) (10.80) (11.26)

θ̂6 −11.97 0.11 −0.24 −0.02 −0.27 0.19 0.03 0.41 0.14 0.13

(638.65) (7.93) (160.83) (156.15) (196.91) (12.82) (5.56) (16.05) (11.18) (11.00)

θ̂7 −10.73 0.10 −0.15 −0.16 −0.30 0.19 0.03 0.43 0.14 0.13

(571.72) (7.17) (161.57) (152.67) (203.01) (12.71) (5.16) (16.18) (11.37) (10.92)

θ̂8 −11.52 0.11 −0.03 −0.29 −0.56 0.18 0.03 0.42 0.14 0.13

(607.97) (7.66) (155.62) (161.46) (203.04) (12.56) (5.37) (16.13) (11.47) (10.84)

θ̂9 −11.22 0.11 −0.35 −0.34 −0.46 0.17 0.02 0.44 0.15 0.12

(583.71) (7.31) (167.79) (149.05) (190.58) (12.17) (5.06) (16.22) (11.78) (10.76)

θ̂10 −11.84 0.12 −0.12 −0.28 −0.68 0.21 0.01 0.44 0.11 0.15

(610.65) (7.83) (187.14) (151.24) (200.26) (13.21) (3.67) (16.21) (10.39) (11.54)

θ̂ −11.47 0.11 −0.21 −0.23 −0.44 0.19 0.03 0.43 0.13 0.13

σ̂
(
θ̂
)

603.84 7.65 166.74 151.87 198.40 12.81 5.14 16.15 11.08 11.01

σPAR × 103 597.79 7.59 153.31 150.84 186.81 12.41 5.02 15.82 10.76 10.63

Figure 5.8 shows the empirical c.d.f. of parameters estimates obtained from the

1,000 random splittings of the complete dataset. The two vertical lines indicate

the estimated parameter for the case that data are completely observed, θ̂, and the

average estimate using datasets P1 − P4 combined, that is θ̂.
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Figure 5.8.: CDF of τ̂ on the basis of 1,000 random splitting and the dataset com-
binations for parameter estimation

Furthermore, in Table 5.10 we show the eigenvalues of the Hessian matrix corre-

sponding to the parameter estimates shown in Table 5.7.

Table 5.10.: Eigenvalues of the empirical information matrix when parameters are
estimated using pension schemes P1−P4 only from the first ten random
splits of the available datasets (5% of units in P3, 20% in P1 and P2 and
55% in P4).

1 −30005382.84 −1271.70 −868.14 −484.09 −442.93 −266.82 −119.98 −109.10 −52.98 −33.49

2 −29886930.65 −1269.87 −868.45 −512.92 −447.68 −269.30 −112.02 −110.04 −54.02 −31.19

3 −30134151.69 −1259.77 −892.20 −498.35 −467.76 −287.94 −113.19 −105.17 −52.63 −26.14

4 −29830161.62 −1313.11 −862.96 −482.71 −425.21 −251.01 −116.25 −100.26 −52.60 −20.75

5 −30076155.35 −1265.07 −811.71 −499.97 −486.79 −254.61 −116.11 −106.94 −51.89 −36.04

6 −30045082.40 −1254.98 −833.32 −499.59 −481.16 −279.20 −120.62 −116.57 −53.22 −36.75

7 −30028830.73 −1235.51 −840.61 −511.40 −490.10 −281.23 −111.84 −110.13 −52.18 −31.99

8 −29825431.21 −1252.17 −844.53 −504.74 −469.14 −266.78 −116.70 −110.96 −51.33 −34.18

9 −29909729.21 −1244.86 −825.17 −516.45 −470.27 −255.75 −115.04 −110.91 −53.07 −30.60

10 −29733497.45 −1244.03 −901.78 −505.15 −469.77 −304.28 −105.46 −96.59 −52.60 −15.48

We find that parameter estimates are in line with estimates obtained based on the

complete dataset, as can be seen from the values of θ̂k and θ̂. However, as parts of
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the complete dataset are excluded from the inference, the estimated standard errors

of the parameters σ̂
(
θ̂k

)
increase due to the smaller sample size of the resulting

utilized dataset, even if information is incomplete for the excluded individuals.

The increase in the estimated standard errors is most evident for the parameters γ,

δ1 and δ2 since mortality differentials based on benefit and geo-demographic profile

depend on covariates which are sometimes missing. This effect is less remarked for

the parameters α and β as age is observed for all individuals, and the baseline is

common for all individuals in the four simulated pension scheme datasets. Those

differences are confirmed further when comparing the estimated standard errors of

γ̂, δ̂1 and δ̂2 when using all four pension schemes (P1−P4) with estimates based on

pension schemes P1 − P3 only.

As in the previous section, we check whether the statistical model behaves as pa-

rameter redundant by examining the eigenvalues of the Hessian matrix. We observe

that in all 1,000 missing data scenarios the eigenvalues are all negative and far from

zero. In fact, we find that the eigenvalue closest to 0 across all simulations is equal

to −9.93.

When missing data do not lead to parameter redundancy, the maximum likelihood

estimator has its usual asymptotic properties, as discussed in Section 1.2. Therefore,

statistical tests such as the Likelihood-ratio test for restrictions on the parameters,

and information criteria such as the AIC and BIC, can still be applied for model

selection. However, when data are missing the sample variances might be larger,

and statistical tests might have less power.

Table 5.11 shows Likelihood Ratio (LR) test statistic value, AIC and BIC for the

first random split corresponding to θ̂1 when considering all four available datasets.

In order to ease comparisons, the log-likelihood function of the data for model M0

includes the log-likelihood function of the observable B and C, even if for model

M0 the likelihood function for the parameters (α, β) factorizes with respect the

likelihood function of ζ.
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Table 5.11.: Likelihood Ratio Test Statistic and Information Criteria for comparison
between model M0 and model M3 when data are missing, considering
the first random split.

Model ` LR d.f. p-value AIC BIC

M0 −27,867.14 − − − 55,720.28 55,665.41

M3 −27,850.15 33.97 3 0.00 55,680.31 55,601.92

Note: ` represents the logarithm of the Likelihood function, LR is the value of the

Likelihood Ratio Test Statistic of each model with respect to model M0, d.f. stands

for degrees of freedom of LR.

The number of degrees of freedom of the Likelihood Ratio test corresponds to the

number of restrictions placed on model M3, which is the same as in the case data

are completely observed. Indeed, also in that case we had γ, δ1 and δ2 both equal

to zero in M0. As we can notice from the value of the test statistic in Table 5.11,

and the value obtained when data are completely observed (159.85 from Table 5.1)

the LR test statistic in the former case is lower, indicating that model M0 is closer

in fit with respect to M3.

The analysis in this Section has a practical implication: obtaining completely

observed information can be extremely expensive, hence the actuary can seek a

small amount of information such that a non identifiable statistical model (given

the available data), can turn out to be identifiable at a lower cost.

This may be compared to a problem faced by the CMI. Because it collected data

relating to policies rather than lives, it faced a problem of duplicates — one person

having several policies. It could not de-duplicate this data, but from time to time

carried out a special investigation to estimate the distribution of the number of

duplicates policies, and with this ancillary information was able to improve the

quality of its key outputs, namely life tables for the UK industry.
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6. Impact of the use of missing data

techniques on the estimation of

the life expectancy and of the

annuity factor

The Introduction of this work remarked the importance of working with larger sam-

ples (assuming the units therein are sufficiently homogeneous from a probabilistic

perspective), since the sampling error of the estimated hazard function parameters

is then inherited by any quantity which is calculated using the estimated hazard

rates.

This chapter contains an analysis of the impact of the most efficient use of available

data on the estimation of the life expectancy e̊x, which is relevant in demographic

studies, and of the annuity factor, a key quantity in life insurance mathematics

which is used for the calculation of the reserves, pricing of annuities and longevity

swaps among the others.

In addition, particular attention is devoted to the capital requirement for mis-

estimation risk (a component of longevity risk, see Richards et al. (2014)), namely

the risk that the current estimate of the mortality distribution is wrong, whose

measurement and impact has been described in Richards (2016).

This quantity, which depends on the annuity factor, is a striking example where

the use of the techniques of this work is extremely relevant.

We consider the case where four pension scheme datasets P1, P2, P3 and P4 are
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available, with the same sampling scheme described in Section 5.4. Hence, the

complete dataset is split into four sub-datasets P1 − P4, where 20% of lives are

placed in P1, and P2, 5% in P3 and 55% of lives are placed in P4 according to the

same sampling scheme described therein.

The uncertainty on the estimated hazard function is considered by looking at the

asymptotic properties of the maximum likelihood estimator, as described in Chapter

1.

In this chapter, the variance-covariance matrix of θ̂, denoted as Σ is estimated

using the bootstrapping technique described in Section 2.8 where ε = 10% and

ι = 5%.

The simulated values for the parameter vector θ, called θ′ are computed as follows:

θ′ = θ̂ + Au (6.1)

where A is the lower triangular matrix obtainable from the Cholesky decomposition

of Σ̂, the estimate of Σ, that is Σ̂ = AAT, and u is a vector of i.i.d. standard

normal variates of the same dimension as θ.

The analysis will be thus be based on 10,000 simulated values of θ′. The fitted

hazard functions used in this chapter correspond to the parameter estimates from

the first random split of Tables 5.7-5.9 in Chapter 5, which are shown in Table 6.1

for reference (i.e. θ̂1).

Table 6.1.: Hazard function parameter estimates.

Case Datasets Model α̂ β̂ γ̂ δ̂1 δ̂2 ζ̂1 ζ̂2 ζ̂3 ζ̂4 ζ̂5

i) P1 − P4 M0 −11.58 0.11 − − − 0.20 0.02 0.43 0.13 0.12

ii) P1 − P4 M3 −11.43 0.11 −0.20 −0.20 −0.27 0.20 0.02 0.43 0.13 0.12

iii) P1 − P3 M3 −11.39 0.11 −0.24 −0.23 −0.32 0.20 0.02 0.43 0.13 0.12

iv) P3 M3 −11.57 0.11 −0.33 −0.33 −0.44 0.20 0.03 0.40 0.14 0.12

The corresponding fitted hazard functions for the cases i), ii) and iii) in Table 6.1,

for an individual aged 65 and 80 are shown in Table 6.2.
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Table 6.2.: Estimated hazard function µ̂x, standard deviation σ (µ̂x), 2.5 − th (L.
95% C.I.) and 97.5 − th (U. 95% C.I.) quantile on the basis of an age-
only model (M0 for the whole sample P1 − P4) and compared to the
model which adjusts mortality for the effect of socio-economic factors
estimated pension schemes P1 − P4, and pension schemes P1 − P3. All
figures are multiplied by 1,000.

Age 65 80

Dataset Segmentation µ̂65 σ (µ̂65) L. 95% C.I. U. 95% C.I. µ̂80 σ (µ̂80) L. 95% C.I. U. 95% C.I.

P1 − P4 No segmentation (M0) 10.66 0.29 10.10 11.24 54.11 0.87 52.42 55.86

P1 − P4

Low ben., Geo-d. 0 13.08 0.49 12.11 14.04 67.26 2.93 61.52 73.01

High ben., Geo-d. 0 10.68 1.01 8.70 12.65 54.92 5.35 44.44 65.40

Low ben., Geo-d. 1 10.74 0.60 9.56 11.92 55.26 2.31 50.73 59.78

High ben., Geo-d. 1 8.77 0.76 7.28 10.26 45.12 3.53 38.21 52.04

Low ben., Geo-d. 2 9.96 1.00 8.00 11.91 51.22 4.73 41.95 60.49

High ben., Geo-d. 2 8.13 0.75 6.65 9.61 41.82 3.54 34.89 48.76

P1 − P3

Low ben., Geo-d. 0 13.26 0.69 11.91 14.60 67.78 3.45 61.02 74.53

High ben., Geo-d. 0 10.46 1.13 8.25 12.67 53.48 5.57 42.56 64.40

Low ben., Geo-d. 1 10.52 0.80 8.95 12.09 53.78 2.82 48.25 59.30

High ben., Geo-d. 1 8.30 0.90 6.55 10.06 42.43 3.76 35.07 49.80

Low ben., Geo-d. 2 9.67 1.19 7.33 12.01 49.43 5.41 38.82 60.04

High ben., Geo-d. 2 7.63 0.89 5.88 9.38 39.00 3.85 31.45 46.56

The differences between the estimated hazard functions and the standard errors

for the cases ii) and iii) in Table 6.1, where datasets P1 − P4 and P1 − P3 are used

respectively, are due to the sampling variation which excluded in the latter case

55% of the lives into the combined mortality experience, as discussed in Section 5.3.

Indeed, when parts of the mortality experience are excluded from the inference, then

the uncertainty about the parameter estimates is larger, and this turns out to yield

wider confidence intervals for the fitted hazard function.

The estimated hazard function with model M0 has a lower standard deviation,

since parameters are estimated with a lower uncertainty, regardless the possibility

of model mis-specification, as shown with a numerical example in Appendix A.8.

The increase in the standard errors as the age increases is due to the lower amount

of data at higher ages, as implied from the model, due a positive value of the

parameter β.
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6.1. Analysis of the Life Expectancy e̊x

Life expectancy, namely the expected value of the future lifetime of an individual

aged x can be calculated using the hazard function as follows:

e̊x = E (Tx) =

∫ 120−x

0
spxds =

∫ 120−x

0

exp

[
−
∫ s

0

µx+tdt

]
ds (6.2)

where 120 is the assumed maximum attainable age and spx is the probability that

an individual alive at age x will be alive at age x+ s, as defined in Section 2.1. The

variance of Tx can be calculated as follows (Dickson et al. (2013)):

V (Tx) = E
(
T 2
x

)
− [E (Tx)]

2 = 2

∫ 120−x

0

sspxds− e̊2
x (6.3)

As we assume a parametric form for the hazard function indexed by the unknown

parameter vector τ , any empirical estimate of the variance V (Tx) is affected by

the sampling distribution of τ̂ , which in turn depends on the parameter ζ when

covariates are missing.

The variance of Tx induced by the sampling distribution of τ̂ can be decomposed

applying the Conditional Variance Identity (Casella & Berger (2002)):

V (Tx) = E
[
V
(
Tx | θ̂

)]
+ V

[
E
(
Tx | θ̂

)]
(6.4)

The second term on the rhs of equation (6.4), V
[
E
(
Tx | θ̂

)]
, is helpful to understand

the variability of the life expectancy due to the randomness of τ̂ .

Due to missing data τ̂ depends on ζ̂, hence we need to consider the sampling

distribution of θ̂ =
(
τ̂ , ζ̂
)

. As hinted in Section 1.2, asymptotically θ̂ has a mul-

tivariate Normal distribution with mean θ and variance-covariance matrix Σ, this

latter estimated using the bootstrap method outlined in Section 2.8.

The analysis is structured as follows: the life expectancy is first estimated for

each value of (B,C) on the basis of the hazard function fitted using the lives in

pension schemes P1 − P4, and then using lives in P1 − P3. In this way, it is possible

to show how the exclusion of one dataset, which yielded parameter estimates with
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larger standard error, implies that also the life expectancy is estimated with higher

uncertainty.

Then, these results are compared with the case where the life expectancy is esti-

mated on the basis of a simpler model for the hazard function, that is model M0.

Results are shown in Table 6.3.

Table 6.3.: Estimated values of e̊x (x = 65, 80) for each value of (B,C) using pension
schemes P1 − P4 and P1 − P3, percentage change with respect to e̊x
based on model M0 (estimated using lives in P1 − P4), and value of

V
[
E
(
Tx | θ̂

)]
.

Age 65 80

Dataset Segmentation ̂̊e65 % change V
[
E
(
T65 | θ̂

)] ̂̊e80 % change V
[
E
(
T80 | θ̂

)]
P1 − P4 No segmentation (M0) 18.72 − 0.01 8.52 − 0.01

P1 − P4

Low ben., Geo-d. 0 17.15 -8.37 0.09 7.46 -12.46 0.06

High ben., Geo-d. 0 18.62 -0.55 0.49 8.42 -1.19 0.25

Low ben., Geo-d. 1 18.57 -0.79 0.09 8.39 -1.54 0.04

High ben., Geo-d. 1 20.08 7.26 0.35 9.42 10.56 0.17

Low ben., Geo-d. 2 19.13 2.20 0.46 8.77 2.89 0.22

High ben., Geo-d. 2 20.65 10.34 0.41 9.83 15.30 0.21

P1 − P3

Low ben., Geo-d. 0 17.09 -8.70 0.11 7.44 -12.74 0.08

High ben., Geo-d. 0 18.81 0.48 0.58 8.57 0.52 0.30

Low ben., Geo-d. 1 18.77 0.26 0.15 8.54 0.20 0.08

High ben., Geo-d. 1 20.55 9.76 0.45 9.77 14.59 0.23

Low ben., Geo-d. 2 19.39 3.61 0.66 8.97 5.19 0.32

High ben., Geo-d. 2 21.19 13.21 0.57 10.23 19.98 0.30

We see that the uncertainty in the estimated life expectancy is lowest when model

M0 is used, because the standard errors of its parameters are lower than those of

model M3 as observed when analysing the hazard function. When looking at the

estimated values for each value of (B,C), it is possible to see how the exclusion

of parts of the mortality experience from the fitting process of the hazard function

increases the variability of the estimated life expectancy at both considered ages, as

consequence of a larger uncertainty in the estimated hazard function.

The decrease in the value of V
[
E
(
Tx | θ̂

)]
as the age increases is due to a lower

uncertainty of the life expectancy as the individual becomes older.

The increase in absolute value of the percentage change as an individual becomes

older, is due to the fact that at old ages, only wealthier individuals are more likely
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to be alive, while at the same time, the analysed mortality experience is largely

composed by less wealthier individuals, which mostly determine the value of the

fitted hazard function when using model M0. A directly related reason is the lack

of modelling of the closing gap in mortality at higher ages as discussed in Chapter

5, that is the assumption of a log-linear difference in mortality rates at all ages.

However, as we are focusing on the effect of missing observations and combining

data sets, analysing the effect of a possible interaction term between X and (B,C)

is beyond the scope of the this work.

6.2. Analysis of the annuity factor

Let Yx be the random variable denoting the present value of the cash flows a pension

fund member aged x receives during his remaining lifetime.

If cash flows are assumed to be £1 per year paid continuously, the expected value

of Yx, called the annuity factor, is denoted by ax and calculated as follows (see

Dickson et al. (2013)):

ax = E (Y ) =

∫ 120−x

0

exp (−δt)ST (t | z; τ) dt (6.5)

where in equation (6.5) δ = log (1 + i) is the force of interest (given the interest

rate i, assumed constant for the remaining lifetime) and ST (t | z; τ) is the survival

function, which depends on the hazard function specification, as discussed in Section

2.1. As in equation (6.2), 120 is the assumed maximum attainable age.

The variance of Yx is calculated as follows (Dickson et al. (2013)):

V (Yx) =
2Ax − A

2

x

δ2
(6.6)

where:

Ax =

∫ 120−x

0

exp (−δt) fT |Z (t | z; τ) dt; dacxds 2Ax =

∫ 120−x

0

exp (−2δt) fT |Z (t | z; τ) dt

(6.7)
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Since in this work we assume a parametric form for the hazard function, also

in this case the variance of the annuity factor V (Yx) is affected by the sampling

distribution of the parameter estimates. For this reason, V (Yx) can be decomposed

using the Conditional Variance Identity similarly to equation (6.4):

V (Yx) = E [V (Yx | τ̂)] + V [E (Yx | τ̂)] (6.8)

The second term on the rhs of equation (6.8) is helpful to understand how the

uncertainty in parameter estimates affects the value of the annuity factor. The un-

certainty on the parameter estimates is again assessed by looking at the asymptotic

distribution of the maximum likelihood estimator.

The analysis is structured in a similar fashion as for the life expectancy: we

compare the values of âx = E (Yx | τ̂) calcuated using parameters: (a) estimated by

observing all four schemes (P1−P4); and (b) estimated by observing schemes P1−P3

only. We compare these results with those obtainable using model M0 from Section

5.2, which is a simple Gompertz model which does not make any socio-economic

segmentation based on B and C.

The numerical analysis is carried out for two interest rates, i = 1% and i = 3%,

and two attained ages, x = 65 and x = 71, where the former is the typical retirement

age, and the latter is approximately the average age among individuals alive in the

complete dataset at the end of the observation period. Table 6.4 shows the values

of the annuity factor, the percentage change compared to annuity factors based on

model M0, and the value of V [E (Yx | τ̂)], based on 10,000 sampled values for θ.
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Table 6.4.: Values, percentage change and variance of the annuity factor estimated
on the basis of an age-only mortality model (M0 for the whole population,
see Section 5.2) and compared to the model which adjusts mortality for
the effect of socio-economic factors estimated based on the four combined
pension schemes P1 − P4, and based on P1 − P3.

Age i=1% i=3%

Dataset Segmentation âx % change V
[
E
(
Yx | θ̂

)]
âx % change V

[
E
(
Yx | θ̂

)]
Age 65

P1 − P4 No segmentation (M0) 16.78 − 0.008 13.76 − 0.004

P1 − P4

Low ben., Geo-d. 0 15.50 −7.66 0.06 12.87 −6.45 0.03

High ben., Geo-d. 0 16.71 −0.45 0.33 13.70 −0.37 0.15

Low ben., Geo-d. 1 16.67 −0.68 0.06 13.68 −0.55 0.03

High ben., Geo-d. 1 17.90 6.65 0.23 14.51 5.49 0.10

Low ben., Geo-d. 2 17.12 1.99 0.31 13.98 1.66 0.14

High ben., Geo-d. 2 18.35 9.34 0.26 14.81 7.67 0.11

P1 − P3

Low ben., Geo-d. 0 15.45 -7.97 0.08 12.83 -6.73 0.04

High ben., Geo-d. 0 16.86 0.47 0.37 13.81 0.39 0.17

Low ben., Geo-d. 1 16.82 0.25 0.10 13.78 0.21 0.05

High ben., Geo-d. 1 18.27 8.84 0.29 14.75 7.25 0.13

Low ben., Geo-d. 2 17.34 3.34 0.43 14.13 2.76 0.20

High ben., Geo-d. 2 18.79 11.97 0.37 15.10 9.76 0.16

Age 71

P1 − P4 No segmentation (M0) 12.99 − 0.009 11.06 − 0.005

P1 − P4

Low ben., Geo-d. 0 11.80 −9.18 0.06 10.17 −8.05 0.03

High ben., Geo-d. 0 12.91 −0.62 0.29 11.00 −0.54 0.16

Low ben., Geo-d. 1 12.87 −0.90 0.05 10.98 −0.77 0.03

High ben., Geo-d. 1 14.02 7.92 0.20 11.81 6.81 0.10

Low ben., Geo-d. 2 13.29 2.30 0.26 11.28 1.99 0.14

High ben., Geo-d. 2 14.44 11.20 0.23 12.12 9.58 0.12

P1 − P3

Low ben., Geo-d. 0 11.76 −9.49 0.08 10.14 −8.34 0.04

High ben., Geo-d. 0 13.06 0.54 0.33 11.11 0.45 0.18

Low ben., Geo-d. 1 13.02 0.26 0.08 11.09 0.23 0.05

High ben., Geo-d. 1 14.37 10.64 0.26 12.07 9.09 0.13

Low ben., Geo-d. 2 13.51 3.98 0.37 11.44 3.42 0.20

High ben., Geo-d. 2 14.87 14.46 0.33 12.42 12.29 0.17

The results in Table 6.4 show that for the two attained ages and the two interest

rates, there are significant differences between the annuity factors obtained from

our model based on socio-economic covariates and the values obtained from model
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M0. Those differences are larger for the lower interest rate, reflecting the fact that

mortality is a more important risk factor for annuities when interest rates are low,

see Karabey et al. (2014) for a more detailed discussion.

As noticed by Richards (2008) the pricing margin for an annuity is around 5%,

hence the mortality differentials are extremely material from a financial and business

perspective.

We also find in Table 6.4 that relative differences are higher for the older popula-

tion (x = 71). This might actually be a disadvantage of the model applied here as

our model M3 in Section 5.2 does not include an interaction term between age and

either of the covariates, B or C. Therefore, one of our implicit modelling assump-

tions is that mortality differentials between socio-economic groups do not change

with age.

In addition, the exclusion of the pension scheme, P4, with no observed socio-

economic covariates leads to higher standard errors of parameter estimates, and, in

turn, to an increased variance of annuity factors. The lower value of V
[
E
(
Yx | θ̂

)]
for model M0 is a direct consequence of the results obtained for the hazard function.

6.2.1. Mis-estimation risk capital requirement

The analysis is now extended to a portfolio of annuities with different initial ages

x and investigate the impact of parameter uncertainty on the capital requirement

associated with such a portfolio.

The question of interest is whether it is possible to reduce the capital requirement

for a given pension scheme by combining it with other pension schemes for the

purpose of estimating the parameters of the hazard rate. As an example, we take

scheme P1 (B is observed, but not C) and calculate its capital requirement, and

then repeat the process using the combined schemes P1−P4 to estimate the hazard

rate. Of course, this affects only that part of the total capital requirement relating

to parameter mis-estimation risk.

Following Richards (2016) for the calculation of the Solvency Capital Require-

ment, we perform repeated valuations of the whole annuity portfolio on the basis of
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a large set of alternative parameter values. The portfolio value as a function of the

parameter θ is denoted by P (θ).

For our portfolio the capital requirement resulting from the risk of mis-estimated

parameters is then calculated as follows:

(
99.5thpercentile of P (θ)

mean of P (θ)
− 1

)
× 100. (6.9)

To obtain estimates of the quantile and the mean of P (θ), we apply the approach

described in the introduction of this chapter to generate 10,000 simulated values for

θ. We denote the simulated values again by θ′ and obtain that the k-th simulated

value of the portfolio, P (θ′k) is given by:

P (θ′k) =
n∑
i=1

wiaxi (θ′k) (6.10)

where wi represents the pension amount of the i-th individual, and where we have

emphasised the dependence of the annuity factor on the parameter values.

Based on (6.9) we calculate the mis-estimation risk capital requirement for pension

scheme P1 in three ways:

• The hazard function parameter τ is estimated using only the data available

in respect of P1. In order to keep things simple, and avoid the identifiability

issues due to missing C, the hazard function is that of model M1 (see Section

5.2), whose parameters can be estimated by ordinary maximum likelihood;

• The hazard function of equation (2.11) parameters are estimated using the

combined schemes P1 − P3, using the approach to missing data described in

Chapter 2;

• The parameters in equation (2.11) are then estimated again using the data

from all four pension schemes P1 − P4.

The capital requirements for mis-estimation risk based on these two approaches, and

the same two interest rates as in Section 6.2, are shown in Table 6.5.
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Table 6.5.: Mis-estimation capital requirement for pension scheme P1 on the basis of
two interest rate assumptions and on the schemes used to estimate the
hazard rates.

Samples

P1 −P4 P1 −P3 P1

Int. rate 1% 3% 1% 3% 1% 3%

Cap. Req. 2.12% 1.68% 2.69% 2.11% 3.96% 3.09%

We repeat the same experiment for pension scheme P3, which is the other scheme

where benefit is observable, whose hazard function specification is always that of

equation (2.11). Results are shown in Table 6.6.

Table 6.6.: Mis-estimation capital requirement for pension scheme P3 on the basis of
two interest rate assumptions and on the schemes used to estimate the
hazard rates.

Samples

P1 −P4 P1 −P3 P3

Int. rate 1% 3% 1% 3% 1% 3%

Cap. Req. 2.37% 1.88% 2.89% 2.29% 7.27% 5.72%

We see that including the other datasets when estimating the hazard rates can

reduce the capital requirements. This is a direct consequence of the results obtained

for the annuity factors: the schemes P1 and P3 have smaller sample size with re-

spect to the combined sample. Therefore, parameter uncertainty is high. Including

observations for which some or all covariates are missing increases the sample size

and reduces the parameter uncertainty. As we have seen in Section 5.3, this is par-

ticularly true for the parameters α and β which are estimated with a greater degree

of certainty even when data are missing.

These results show that including samples with missing observations can reduce

the sampling variability of estimates and, in turn, reduce capital requirements, and

one way of obtaining such extra observations is combining experience data from

different pension schemes assuming that the members of those schemes share the

same underlying mortality law.

98



Chapter 6: Impact of the use of missing data techniques on the estimation of the
life expectancy and of the annuity factor

6.3. Conclusions

The results of this chapter showed how the use of missing data techniques, which

allow to base an inferential exercise using all units within a sample is preferable

as it lowers the uncertainty about relevant quantities of interest such as the life

expectancy and the annuity factor.

From a financial perspective, the use of the statistical techniques of this work

turn out useful in order to reduce the extent of the selection effect. In particular,

if we do not model the heterogeneity due to socio-economic characteristics, then

the estimated mortality rates turn out to be over-estimated if the available sample

includes lower socio-economic individuals and vice-versa. This means that for ex-

ample, wealthier individuals will find cheaper to purchase an annuity if we do not

model the heterogeneity due to socio-economic characteristics. This particular risk

set can be the most financially significant one, as they can afford the purchase of an

annuity which allows them to earn a high benefit amount.
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7. A general hierarchical survival

model with parameter uncertainty

The simulation exercise of Chapter 4 and the empirical analysis of Chapter 5 showed

that when data are missing, the log-likelihood function can have a flat ridge. This

means that due to missing data a statistical model might behave as parameter

redundant.

The discussion about the identifiability of the analysed hazard function in Section

2.6, considered the case where both B and C were not observed, and the resulting

p.d.f. turned out to be mixture distribution (same applies if either B or C are

observed).

In this chapter the mixture modelling approach represents the starting point for a

more general hazard function specification, where now the future lifetime T depends

on the age X and on a latent categorical variable G ∈ {0, ..., J} (J constant and

unknown), this latter independently distributed with respect to X. Indeed, it will

be shown how the hazard modelling approach analysed in Chapters 2, 4 and 5 is

just a particular case of modelling approach addressed in this chapter.

The resulting p.d.f. of T is the following mixture distribution, similar to the p.d.f.

of equation (2.31):

fT |X (ti | xi; τ) = Pr (g = 0) fT |X,G (ti | xi, g = 0; τ) + . . .

+ Pr (g = J) fT |X,G (ti | xi, g = J ; τ) (7.1)

where from now on g is the realization of G, and should not be confused with the

notation used in Chapter 3 when constructing the EM algorithm.
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In this way, each life is assumed to be sampled from J + 1 sub-populations, each

one with its own data generating process.

As for any mixture model, the p.d.f. of equation (7.1), must meet the following

two necessary but not sufficient conditions in order to be identifiable, as discussed

in Section 2.6: for j = 0, . . . , J , i) Pr (g = j) > 0 and ii) fT |X,G (t | x, g = j; τ) 6=

fT |X,G (t | x, g = k; τ) for j 6= k (see McLachlan & Peel (2000) for a discussion). This

model is thus identifiable up to a permutation of the parameters. For this reason,

a local identifiability constraint can be placed, or the model can be re-parametrized

in a way such that for example lower values of G correspond to a larger hazard

function, hence a lower life expectancy all else being equal.

The modelling framework of this chapter will account also for parameter uncer-

tainty: τ and ζ are now random quantities drawn from an unknown probability

distribution, which is estimated by means of Bayesian techniques. As in Chapter 2,

the censoring mechanism will be assumed to be non-informative (see Section 2.1.2).

This chapter is organized as follows: in Section 7.1 we discuss how to account for

covariates, in Section 7.2 we describe model specification and its parametrization,

and in Section 7.3 we describe the Bayesian inferential process and the MCMC

sampler.

In Section 7.4 we describe the implementation of the Bayesian techniques de-

scribed in Section 7.3 for the case the missing data pattern does not allow for the

joint observation of B and C (i.e. 50% of units are randomly placed in P1 and the

remaining ones are placed in P2) and show the results in Section 7.5. In Section

7.6 we discuss model selection strategy and its application to our empirical analysis,

and in Section 7.7 we describe more general applications of the framework hereby

analysed. Section 7.8 concludes.

7.1. Accounting for covariates

The inclusion of covariates which can be capable to statistically explain the hetero-

geneity in future lifetime (given the current age), such as benefit and geo-demographic

profile can be carried out by modelling the dependence between the variable G and
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the other two covariates B and C. Since G, B and C are all categorical variables, we

assume their joint distribution to be multinomial (Mult (1, (J + 1)× 3× 2)), with

parameter vector ζ =
(
ζ0, . . . , ζ(J×2+1)×3+2

)
. Each element of ζ represents the prob-

ability of each possible outcome of (B,C,G), see Table 7.1.

Table 7.1.: Parameter notation for the joint probablity distribution of (B,C,G);
ζ =

(
ζ0, ..., ζ(J×2+1)×3+2

)
ζ

B = Low B = High

G = 0 G = 1 ... G = J G = 0 G = 1 ... G = J

C = 0 ζ0 ζ3 ... ζJ×3 ζ(J+1)×3 ζ(J+2)×3 ... ζ(J×2+1)×3

C = 1 ζ1 ζ4 ... ζ(J×3)+1 ζ(J+1)×3+1 ζ(J+2)×3+1 ... ζ(J×2+1)×3+1

C = 2 ζ2 ζ5 ... ζ(J×3)+2 ζ(J+1)×3+2 ζ(J+2)×3+2 ... ζ(J×2+1)×3+2

Note: here for example ζ0 = Pr (B = Low,C = 0, G = 0), and same logic applies to

the other elements of ζ

We treat G as an ordered categorical variable, where large values of G correspond

to a lower hazard function, hence lower mortality rates. For this reason we expect

that if an individual has high benefit and geo-demographic level 2, then he is more

likely to have larger values of G, and vice-versa.

In this way, we set up a hierarchical model where the random variable of interest

T depends on the age X and the categorical variable G, and the latter in its turn

depends on the values of B and C.

This model structure can be represented by means of a Directed Acyclic Graph

(DAG, see Drton & Plummer (2017)), Figure 7.1 (a), where as in graphical model

theory, square boxes represent observed quantities, and circles represent the un-

knowns. The corresponding conditional independence graph, which moralizes1 the

DAG is shown in Figure 7.1 (b).

1Given a DAG, its moralization consists of an undirected graph which has the same edges as the
DAG, plus further edges which “marry the parents” of each vertex.
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Figure 7.1.: (a) Directed Acyclic Graph for the model implemented in this chapter;
(b) corresponding Conditional independence graph. In the Bayesian
analysis of this model, the unknown parameters τ and ζ depend on the
specified prior distribution.

Formally, we assume that conditional on (X,G) the random variable T is inde-

pendently distributed with respect to B and C. Thus, the latent variable G encloses

the information about individuals’ socio-economic characteristics.

7.1.1. Likelihood function

Similarly to equation (7.1) the i-th individual likelihood contribution is given by:

Li (τ, ζ) ∝ fT,B,C|X,D (ti, bi, ci | xi, di; τ, ζ)

= fB,C (bi, ci; ζ)
J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ) fG|B,C (g = j | bi, ci; ζ)

(7.2)

where di is a binary variable equal to 1 if the i-th individual is observed to die and

0 otherwise. The summation in equation (7.2) defines a mixture distribution with

components fT |X,G,D (ti | xi, g = j, di; τ), and weights fG|B,C (g = j | bi, ci; ζ).
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The likelihood function of (τ, ζ) given the observables (t,x,b, c,d) is:

L (τ, ζ | t,x,b, c,d) ∝
n∏
i=1

Li (τ, ζ) (7.3)

This likelihood function is the sum of (J + 1)n terms, each one corresponding

to the likelihood function for every possible realization of the missing latent factor

g = (g1, . . . , gn).

For this reason, the likelihood function is not analytically tractable, therefore the

posterior distribution of the parameters needs to be computed by means of MCMC

algorithms as described in Section 7.3.

The hazard function of the observables can be derived by first principles, as out-

lined in equation (2.1). For example, for an individual whose benefit and geo-

demographic profile are both observed, we have:

µt (x, b, c; τ, ζ) =
fT |X,B,C (t | x, b, c; τ, ζ)

1− FT |X,B,C (t | x, b, c; τ, ζ)
(7.4)

where similarly to equation (7.1):

fT |X,B,C (t | x, b, c) =
J∑
j=0

fT |X,G (t | x, g = j; τ) fG|B,C (g = j | b, c; ζ) (7.5)

This framework easily extends to the case where data are missing, regardless the

missing data pattern. Indeed, as stated in the introduction of this chapter, we ad-

dress the case where the missing data pattern does not allow for the joint observation

of B and C. The resulting likelihood contribution should be then marginalized with

respect to the distribution of the missing variables, as in equation (7.1).

For an individual in P1, whose geo-demographic profile is missing, the likelihood
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contribution can be written as follows (including the possibility of censoring)2:

Li (τ, ζ) ∝ fT,B|X,D (ti, bi | xi, di; τ, ζ)

= fB (bi; ζ)
∑

c∈{0,1,2}

J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ) fC,G|B (c, g = j | bi; ζ)

= fB (bi; ζ)
J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ)

 ∑
c∈{0,1,2}

fC,G|B (c, g = j | bi; ζ)


(7.6)

From the third line of equation (7.6) we again observe that fT,B|X,D (ti, bi | xi, di; τ, ζ)

is a mixture distribution with J + 1 components fT |X,G,D (ti | xi, g = j, di; τ) and

weights
∑

c∈{0,1,2}

fC,G|B (c, g = j | bi; ζ).

Similarly, for an individual in P2 whose benefit level is not observed we have:

Li (τ, ζ) ∝ fT,C|X,D (ti, ci | xi, di; τ, ζ)

= fC (ci; ζ)
∑

b∈{Low,High}

J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ) fB,G|C (b, g = j | ci; ζ)

= fC (ci; ζ)
J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ)

 ∑
b∈{Low,High}

fB,G|C (b, g = j | ci; ζ)


(7.7)

which is also a mixture distribution as outlined in the third line of equation (7.7).

The resulting likelihood function is now the sum of (J + 1)n1+n2 3n12n2 terms, each

one representing the likelihood function for every possible realization of the value

of the missing variables, that is G for all lives in the combined dataset, C for n1

individuals and B for the remaining n2 lives.

In this case we consider the joint distribution of (B,C,G). In Section 7.7 we show

how this modelling approach can be generalized considering only the distributions of

(B,G) and of (C,G). Indeed, using marginal distributions, it is possible to obtain

an uncountable set of joint probability distributions by means of the probability

bounds described in Section 2.5.

2We are implicitly assuming that censoring and missing data mechanism are independent.
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7.2. Model

The results of the preliminary analysis of Chapter 5 suggested the use of a log-linear

model with respect to the age, where the benefit level and geo-demographic profile

have a proportional effect which decreases as each individual becomes older.

For this reason, again we assume that the hazard rates have a log-linear rela-

tionship with respect to the age. Similarly, the factor G, which aims at capturing

the heterogeneity among future lifetimes (given the age X) is assumed to have a

proportional effect on the hazard function. In order to account for the closing gap

at higher ages between mortality rates, the model can include an interaction effect

between X and G. The following hazard function specification is obtained:

µti (xi, gi; τ) = exp

[
α + β (xi − xO0 + ti) +

J∑
j=1

ψj1[gi=j] +
J∑
j=1

ςj1[gi=j]

(
xi − xOj + ti

)]

= exp

[
α + β (xi − xO0 + ti) +

J∑
j=1

1[gi=j]

(
ψj + ςj

(
xi − xOj + ti

))]
(7.8)

where in this chapter τ = (α, β, ψ1, . . . , ψJ , ς1, . . . , ςJ), gi is the realized value of

the categorical variable G which has J + 1 levels (G ∈ {0, ..., J}, J unknown),

independently distributed with respect to X. For example, given the dependence of

G with B and C, this latent factor can measure how wealthy is each individual in

the sample. Wealth cannot be directly observed, but can be inferred from proxies

such as benefit and geo-demographic profile.

exp (α) is the baseline hazard function, and refers to an individual aged xO0 (con-

stant) with g = 0, β measures the age effect X, ψj measures the effect of the j-th

level of G, and ςj measures the effect of the interaction between X (minus the con-

stant xOj) and the j-th level of G. For j = 0, . . . , J , xOj are constant offsets which

can take any value.

In order to show the main ideas, similarly to the empirical analysis of Chapter

5 we will not consider the interaction effect between X and G (hence we assume
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ςj = 0 for j = 1, . . . , J).

7.2.1. Equivalence with the proportional hazards model of

equation (2.11)

If in equation (7.8) xO0 , xOj , ςj (j = 1, . . . , J) are equal to zero, and there is an

onto mapping from (B,C) to G (or in other words G is a deterministic function of

(B,C)), then we obtain exactly the same hazard function of equation (2.11)3, which

is only a special case of the specification of equation (7.8) for a fixed value of J .

Indeed, the value of ψj1[g=j] in equation (7.8) can be rewritten as ψj1[g=j] =

γ1[b=High] + δ11[c=1] + δ21[c=2].

µti (xi, bi, ci; τ) = exp
[
α + β (xi + ti) + γ1[bi=High] + δ11[ci=1] + δ21[ci=2]

]
= exp

α + β (xi + ti) +
∑

b∈{Low,High}

∑
c∈{0,1,2}

∑
j∈{1,...,J}

ψj1[bi=b,ci=c,g=j]


(7.9)

Another perspective from which the model of equation (2.11) can be put in terms

of the model of equation (7.8) is the follows: suppose J = 6 (that is the num-

ber of possible outcomes of (B,C)) and that g = 1 if (b = Low, c = 0), g = 2 if

(b = High, c = 0) and so on.

Now, if we set ψ1 = 0, ψ4 = ψ2 + ψ3 and ψ6 = ψ2 + ψ5, we restrict the parameter

space and obtain exactly the hazard function of equation (2.11) which is again a

special case of equation (7.8).

7.2.2. Re-parametrization

With G unknown, in absence of any prior information allowing to discriminate

among the components of the resulting mixture model (which are in the same para-

metric family), the likelihood function has (J + 1)! modes since it does not change

under a permutation of the component labels (Marin et al. (2005)).

3In other words G is a deterministic function of (B,C).
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In order to single out a mode of the posterior distribution we assume an ordering

of the hazard function based on the values of G, which can be translated in the

following local identifiability constraint for ψ1, . . . , ψJ in equation (7.8):

ψJ < ψJ−1 < ... < ψ1 < 0 (7.10)

The constraint of equation (7.10) means that lower values of G yield a larger

hazard function given the same age.

Large values of J increase model complexity, hence MCMC samplers (described

in Section 7.3.2) may not rapidly explore the whole support of the parameter space,

and the mixing turns out to be poor (see Gilks & Roberts (1996) for a more detailed

account of this issue).

In order to obtain an efficient MCMC (in terms of mixing and convergence of the

chains) we re-parametrize the model in a way such that the posterior correlations

among parameters are reduced in absolute value. For this reason, in our modelling

approach we will chose a value of xO0 close to the life expectancy.

In case a non-informative prior distribution is used, the constraint on the pa-

rameter space of equation (7.10) may not be sufficient to solve the label switching

problem. Marin et al. (2005) describe how there is the risk the constrained parame-

ter space includes parts of several modes, and the posterior mean could lie in a region

with very low probability, while high posterior areas could lie on the boundaries of

the constrained parameter space. This is one aspect which is worth checking after

a run of the MCMC is carried out.

Two solutions are available: the first is a post processing of the MCMC output,

which imposes an ex-post reordering constraint, while the second consists of a further

re-parametrization, as we show below, where we follow the ideas of Gruet et al.

(1999):

µti (xi, gi; τ) = exp

[
α + β (xi + ti − xO0) +

J∑
j=1

ψj1[gi≥j]

]
(7.11)

The hazard function of equation (7.11) looks similar to that of equation (7.8);
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the parameters α and β have the same meaning as before. However, the effect

of G is measured in a different way: ψj represents the mortality differential for

any individual whose value of G is equal or higher than j. Hence, the parameter

ψj now represent sequentially local departures with respect to the hazard func-

tion obtainable in case G < j, in this way tying the mixture components. For

example, if g = 3, according to the hazard function of equation (7.8) we had

µt (x, g = 3; τ) = exp [α + β (x− xO0 + t) + ψ3], while we now have µt (x, g = 3; τ) =

exp [α + β (x− xO0 + t) + ψ1 + ψ2 + ψ3].

The local identifiability constraint of equation (7.10) is easily translated by im-

posing ψj < 0 (j = 1, . . . , J).

This re-parametrization is advantageous because it allows for the use of non-

informative priors, it does not require any post-processing of the MCMC parameter

sample due to the label-switching problem (see for example Stephens (2000)), and

it can be easily implemented. On the other hand, in general, a drawback of any

re-parametrization is that it can make the interpretation of the parameters slightly

more complicated.

7.3. Bayesian inference and MCMC sampler

We need to carry out inferences about the unknown distribution of τ and ζ, and on

the value of J which we take as fixed.

The prior knowledge about τ and ζ is incorporated through the prior density

p (τ, ζ | J), where J determines the dimension of the parameter vectors τ and ζ, as

shown in the DAG and its correspondent conditional independence graph in Figure

7.1.

Hence, the inferential process on the parameters is based on their posterior dis-

tribution, given the observed data and J :

p (τ, ζ | t,x,b, c,d, J) ∝ L (τ, ζ | t,x,b, c,d, J) p (τ | J) p (ζ | J) (7.12)

In equation (7.12) we assume prior independence between τ and ζ (conditional
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to J) due to their distinctness. Since J is unknown, its treatment as an additional

random variable requires the use of computationally intensive methods, such as

Reversible Jump MCMC (see Green (1995) and Richardson & Green (1997)). For

this reason we prefer to estimate different posterior distributions for a small range

of values of J (0 to 4) and then select the best model using information criteria as

discussed in Section 7.6.

Summaries of parameter location are usually the posterior mean, median, mode,

while commonly used summaries of variation are the standard deviation, the in-

terquartile range, or the highest posterior density (HDP) region4.

Due to the lack of analytical tractability of the likelihood function, described in

Section 7.1.1, the MCMC algorithm of this work provides for a sequential sampling

for groups of parameters.

7.3.1. Conjugate prior distributions

Given the model specification of equation (7.11), it is possible to use conjugate prior

distributions for some elements of the parameter vector τ and for ζ.

As emphasized by Cairns et al. (2011), the use of conjugate prior distributions

for subsets of parameters has computational advantages since the acceptance prob-

ability of a drawn value is always equal to one, and there is no need to compute the

full likelihood function. Furthermore, the chains mix more rapidly (that is, despite

the use of different starting values, the chains converge towards a stationary dis-

tribution), hence it is possible to sample from the posterior distribution in a lower

amount of time.

Let us first consider the parameter vector ζ. The likelihood function of the three-

variate vector (B,C,G) which has multinomial distribution can be written as follows:

L (ζ | b, c,g) ∝ ζn0
0 ζn1

1 · · · ζ
n(J×2+1)×3+1

(J×2+1)×3+1

(
1− ζ0 − . . .− ζ(J×2+1)×3+1

)n−n0−...−n(J×2+1)×3+1

(7.13)

where n0, n1, . . . , n(J×2+1)×3+1 is the number of observed occurrences for each value

4The HPD region is the range of values containing 100 (1− ε) % of the posterior probability, such
that the density within the region is never lower than outside.
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of (B,C,G), with the same indexing as in Table 7.15.

The conjugate prior distribution for the parameter vector ζ is the Dirichlet dis-

tribution, indexed by the parameter η =
(
η0, . . . , η(J×2+1)×3+2

)
, with p.d.f.:

p (ζ | η) =

(J×2+1)×3+2∏
j=0

Γ (ηj) ζ
ηj−1
j

Γ

(J×2+1)×3+2∑
j=0

ηj

 (7.14)

where Γ (·) is the Gamma function. Its mean and variance are:

E (ζj) =
ηj
η′

V (ζj) =
ηj (η′ − ηj)
η′2 (η′ + 1)

(7.15)

where η′ =

(J×2+1)×3+2∑
k=0

ηk. The posterior distribution for the parameter vector ζ

is:

p (ζ | g,b, c, η) = p (ζ | η)L (ζ | b, c,g) =

(J×2+1)×3+2∏
j=0

Γ (ηj + nj) ζ
ηj+nj−1
j

Γ

(J×2+1)×3+2∑
j=0

ηj + nj

 (7.16)

which is another Dirichlet distribution with parameter vector

ηP =
(
η0 + n0, . . . , η(J×2+1)×3+2 + n(J×2+1)×3+2

)
.

For τ it is possible to specify a conjugate Gamma prior distribution for the trans-

formation of some of its elements: ϑ0 = exp (α) and ϑj = exp (ψj) for j = 1, ..., J .

5Remark: ζ(J×2+1)×3+2 =
(
1− ζ0 − . . .− ζ(J×2+1)×3+1

)
and n(J×2+1)×3+2 = n − n0 − . . . −

n(J×2+1)×3+1
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The likelihood function in terms of β and ϑj (j = 0, . . . , J) can be written as:

L (ϑ0, ϑ1, . . . , ϑJ , β | x,d,g, J)

∝
n∏
i=1

exp

[
−
(

exp (βti)− 1

β

)
exp [β (xi − xO0)]ϑ0ϑ

1[gi≥1]
1 · · · ϑ

1[gi≥J]
J

]

×

[
ϑ0ϑ

1[gi≥1]
1 · · · ϑ

1[gi≥J]
J exp [β (xi + ti − xO0)]

]di
(7.17)

In order to simplify the exposition we define:

H =
n∑
i=1

(
exp (βti)− 1

β

)
exp [β (xi − xO0)]ϑ

1[gi≥1]
1 · · · ϑ

1[gi≥J]
J (7.18)

that is the sum of the integrated hazard functions for each individual, divided by

ϑ0; and the sum of the integrated hazard functions for those units for which g ≥ j,

divided by ϑj:

Hj =
n∑
i=1

(
J∑
k=j

1[gi=k]

)(
exp (βti)− 1

β

)
ϑ0ϑ1 · · · ϑj−1ϑ

1[gi≥j+1]
j+1 · · · ϑ

1[gi≥J]
J

Suppose we assume a Gamma (λ0, ρ0) prior distribution for ϑ0, i.e.:

ϑ0 ∼ p (ϑ0 | λ0, ρ0) =
ρ0
λ0

Γ (λ0)
ϑλ0−1

0 exp (−ρ0ϑ0) (7.19)

The resulting posterior distribution of ϑ0 (conditional to the other parameters)

is:

p (ϑ0 | t,x,d,g, β, ϑ1, . . . , ϑJ , λ0, ρ0, J) ∝ ϑ

λ0+

n∑
i=1

di − 1


0 exp [−ϑ0 (ρ+H)]

(7.20)

which is the kernel of a Gamma

(
λ0 +

n∑
i=1

di, ρ0 +H

)
distribution. Similarly,

for ϑj (j = 1, . . . , J), assuming a Gamma (λj, ρj) prior distribution, we obtain the
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following posterior distribution:

p (ϑj | t,x,d,g, β, ϑ1, . . . , ϑj−1, ϑj+1, . . . , ϑJ , λj, ρj, J)

∝ ϑ

λj+ ∑
[i:gi=j]

di − 1


j exp [−ϑj (ρj +Hj)] (7.21)

Given the parametrization of equation (7.11), the values of ϑj are bounded be-

tween 0 and 1, hence these will be drawn from a truncated Gamma distribution6.

7.3.2. Markov Chain Monte Carlo sampler

7.3.2.1. General Theory

The posterior distribution of the parameters in equation (7.12) cannot be analyti-

cally tractable. Missing data, for example the impossibility to observe G, and the

large number of parameters exacerbate this problem further.

For this reason, computationally intensive Markov Chain Monte Carlo (MCMC)

methods have been developed, representing an alternative to approximation tech-

niques, as these directly allow to draw samples from the posterior (target) distribu-

tion.

Let us simplify the notation and write: θ = (τ, ζ) and y = (t,x,b, c,d), assuming

J known, as in our set up.

A Markov Chain is a sequence of random variables, θ(1), θ(2), . . ., where the tran-

sition probability Km+1

(
θ(m), θ(m+1)

)
at (m+ 1)-th step, called the kernel is:

Km+1

(
θ(m), θ(m+1)

)
= Pr

(
θ(m+1) ∈ A | θ(m), θ(m−1), . . . , θ(1)

)
= Pr

(
θ(m+1) ∈ A | θ(m)

)
∀ A ⊆ Ωθ (7.22)

that is the probability distribution of θ(m+1) depends only on the current value of θ.

The idea underlying the MCMC theory is that any irreducible7 and aperiodic

6In R a random variable from a truncated Gamma distribution can be sampled using the package
TruncatedDistribution.

7A Markov Chain is irreducible when it reaches any non-empty subset of Ωθ with positive prob-
ability given the current state for every m.
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chain will have a unique stationary distribution, and the (m + 1)-step transition

kernel will converge to such stationary distribution as m→∞8.

The key problem is to find such a kernel: the Metropolis-Hastings algorithm (see

Metropolis et al. (1953), Hastings (1970) or the review of Brooks (1998)) allows to

achieve this goal.

7.3.2.2. Metropolis-Hastings algorithm

The Metropolis-Hastings (MH) algorithm represents a family of MCMC methods

which allow to sample from an analytically intractable posterior distribution.

The first step consists of the choice of a density, called the proposal, in order

to generate candidate observations θ′, denoted as q (·). The only rule to follow

in choosing the proposal is that the resulting chain has a stationary distribution

p (θ | y), and in practice should allow to easily sample values of θ. In this work

the proposal distribution of the candidate observation θ∗ will depend on the current

state of the chain θ(m), and will be denoted as q
(
· | θ(m)

)
.

Once a value θ∗ has been drawn from q
(
· | θ(m)

)
, we accept this value as the new

state of θ with probability:

r
(
θ(m), θ∗

)
= min

{
1,

p (θ∗ | y) q
(
θ(m) | θ∗

)
p (θ(m) | y) q (θ∗ | θ(m))

}
(7.23)

otherwise the chain remains in its current state, that is θ(m+1) = θ(m). Hence, the

Markov Chain has transition kernel:

Km+1

(
θ(m), θ∗

)
= r

(
θ(m), θ∗

)
q
(
θ∗ | θ(m)

)
+

(
1−

∫
Ωθ

r
(
θ(m), θ∗

)
q
(
θ∗ | θ(m)

)
dθ∗
)
1θ∗=θ(m) (7.24)

The proof of the convergence of the Markov Chain towards a stationary distribu-

tion follows along the lines of Gelman et al. (2013): let θ′, θ′′ ∈ Ωθ to be such that

p (θ′′ | y) q (θ′ | θ′′) ≥ p (θ′ | y) q (θ′′ | θ′).

The probability density of a transition from θ′ to θ′′ at time m + 1 is (which

8This means that p
(
θ(m+1) | y

)
=
∫

Ωθ
Km+1

(
θ(m), θ(m+1)

)
p
(
θ(m) | y

)
dθ(m).
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represents also the kernel of the transition):

Pr
(
θ(m) = θ′, θ(m+1) = θ′′

)
= p (θ′ | y) q (θ′′ | θ′) r

(
θ(m), θ′

)
(7.25)

where the acceptance probability is clearly equal to one, given our choice of θ′, θ′′

and the definition of r
(
θ(m), θ′

)
. Similarly, the probability density of the transition

from θ′′ to θ′ is:

Pr
(
θ(m) = θ′′, θ(m+1) = θ′

)
= p (θ′′ | y) q (θ′ | θ′′) r (θ′′, θ′)

= p (θ′′ | y) q (θ′ | θ′′) p (θ′ | y) q (θ′′ | θ′)
p (θ′′ | y) q (θ′ | θ′′)

(7.26)

which is then exactly the same as equation (7.25). We obtain the following detailed

balance equation:

p
(
θ(m) | y

)
q
(
θ(m+1) | θ(m)

)
r
(
θ(m), θ(m+1)

)
= p

(
θ(m+1) | y

)
q
(
θ(m) | θ(m+1)

)
r
(
θ(m+1), θ(m)

)
⇒ p

(
θ(m) | y

)
Km+1

(
θ(m), θ(m+1)

)
= p

(
θ(m+1) | y

)
Km+1

(
θ(m+1), θ(m)

)
(7.27)

which means that the chain looks the same whether we run it forwards or backwards

in time.

Now, if we integrate both sides with respect to θ(t), we obtain exactly the same

marginal distribution for θ(m+1):

∫
p
(
θ(m) | y

)
Km+1

(
θ(m), θ(m+1)

)
dθ(m) =

∫
p
(
θ(m), θ(m+1) | y

)
dθ(m) = p

(
θ(m+1) | y

)
(7.28)

If θ(m) has stationary distribution p (· | y), then also θ(m+1) does. An appropriate

choice of the proposal distribution q ensures that the Markov Chain is irreducible,

and aperiodic.

The updating scheme extends to the case of multidimensional vector θ, by means

of a sequential update of its elements, that is each parameter, or group of parameters

is updated conditionally to the last value of the other elements.
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7.3.2.3. Data Augmentation MCMC sampler

The algorithm used for the solution of the problem on hand is of “data augmen-

tation” type as introduced by Tanner & Wong (1987), which allows for the use of

complete data inferential techniques9. Missing data are imputed on the basis of the

current value of the parameters and of the other observables. In their turn, param-

eter draws are based on probabilistically imputed values of the missing data. The

process of imputation of missing data and parameter draw is iteratively repeated for

a number of times such that a stationary distribution of the parameters is obtained.

In this way we are implicitly working with the tight lower bound of the log-likelihood

function described in Section 1.2.2.1 (equation (1.29)).

General convergence properties for this sampling strategy have been obtained by

Diebolt & Robert (1994).

In this work G always missing for both sub-populations, B missing only for indi-

viduals in P2 and C missing for individuals in P1.

We hereby describe the steps of a Metropolis-Hastings algorithm used to generate

samples from the posterior distribution of the parameters:

0 — Set initial values for the parameter vector θ: θ(0) =
(
τ (0), ζ(0)

)
;

At the m-th iteration:

1 — For individuals in P1, sample
(
c

(m)
i , g

(m)
i

)
, i = 1, . . . , n1 from the probability

distribution of the missing variables (C,G), given the observable data:

Pr
(
c

(m)
i , g

(m)
i | ti, xi, bi, di

)
=

Pr
(
ti, xi, bi, di | c(m)

i , g
(m)
i

)
Pr
(
c

(m)
i , g

(m)
i

)
∑

c∈{0,1,2}

∑
g∈{0,1,...,J}

Pr (ti, xi, bi, di | c, g)Pr (c, g)

=
f
(
ti | xi, g(m)

i , di; τ
(m−1)

)
f
(
c

(m)
i , g

(m)
i | bi; ζ(m−1)

)
∑

c∈{0,1,2}

∑
g∈{0,1,...,J}

f
(
ti | xi, g, di; τ (m−1)

)
f
(
c, g | bi; ζ(m−1)

) (7.29)

9Let y = (t, z) where f (t; θ) is the joint probability distribution of the observable data t, indexed
by the parameter θ. The “complete data” joint distribution is then f (y; θ) = f (t; θ) f (z | t; θ).
In this way we first sample z from the probability distribution f (z | t; θ) for a fixed value of θ,
and then carry out the inference about θ using f (y; θ). This corresponds to the missing data
principle of Beale & Little (1975).
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i.e. “data augment” the dataset, by randomly imputing the values for the

unobserved (C,G) for individuals in P1. Similarly, for individuals in P2, sample(
b

(m)
i , g

(m)
i

)
from the following probability distribution:

Pr
(
b

(m)
i , g

(m)
i | ti, xi, ci, di

)
=

f
(
ti | xi, g(m)

i , di; τ
(m−1)

)
f
(
b

(m)
i , g

(m)
i | ci; ζ(m−1)

)
∑

b∈{Low,High}

∑
g∈{0,1,...,J}

f
(
ti | xi, g, di; τ (m−1)

)
f
(
b, g | ci; ζ(m−1)

) (7.30)

2 — Sample a value for ζ(m) ∼ p
(
ζ | b(m), c(m),g(m); η

)
from the density of equa-

tion (7.16). For those units where B is observed b
(m)
i takes always the same

value at each iteration, and same applies for the units where C is observed.

The sampling process is carried out by means of the following two steps:

2.1 — For j = 0, . . . , (J × 2 + 1)×3+2 sample sj from a Gamma (ηj + nj, ν)

distribution (ν fixed);

2.2. — Set ζj = sj

/ (J×2+1)×3+2∑
l=0

sl.

3 — Sample a value for τ (m) ∼ p
(
τ | t,x,d,g(m)

)
10:

3.1 — For j = 0, . . . , J sample

ϑ
(m)
j = exp

(
ψ

(m)
j

)
∼ p

(
ϑj | t,x,d,g(m); β(m−1), ϑ

(m)
l:l<j, ϑ

(m−1)
k:k>j

)
where

ϑ
(m)
l:l<j = {ϑ(m)

0 , . . . , ϑ
(m)
j−1} and ϑ

(m−1)
k:k>j = {ϑ(m−1)

j+1 , . . . , ϑ
(m−1)
J };

3.2 — Sample β(m) ∼ p
(
β | t,x,d,g(m);ϑ

(m)
0 , . . . , ϑ

(m)
J

)
. In this case a pro-

posal distribution should be chosen11:

3.2.1 — Sample β∗ from the proposal distribution q
(
β | β(k−1)

)
;

10The posterior distribution of τ is independent with respect to ζ since the dataset is “augmented”
of the missing value of (B,C,G).

11The following can be possible choices for the proposal distribution q
(
β | β(m−1)

)
:

• Truncated Normal distribution (bounded below at zero, otherwise the probability distribution
is not defined) with mean given by the last draw;

• Uniform distribution which never changes between one step and another (e.g. Unif (k1, k2));

• Uniform distribution centred at the value of the last draw (e.g.
Unif

(
β(m−1) − k, β(m−1) + k

)
).
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3.2.2 — Calculate the ratio:

r
(
β(m−1), β∗

)
=

p
(
β∗ | t, x, d, g(k);ϑ

(m)
0 , . . . , ϑ

(m)
J

)/
q
(
β∗ | β(m−1)

)
p
(
β(m−1) | t, x, d, g(m);ϑ

(m)
0 , . . . , ϑ

(m)
J

)/
q (β(m−1) | β(m−1))

(7.31)

3.2.3 — Set:

β(m) =


β∗ w.p. min

(
r
(
β(m−1), β∗

)
, 1
)

β(m−1) w.p. 1−min
(
r
(
β(m−1), β∗

)
, 1
) (7.32)

where min
(
r
(
β(m−1), β∗

)
, 1
)

corresponds to the acceptance proba-

bility of a move for the chain from β(m−1) to β∗.

In case we do not use conjugate priors for ϑj for j = 0, . . . , J , then Step 3.1 is

analogous to Step 3.2.

Likewise, it is possible to use non-conjugate prior distributions also for ζ, where

we need its elements to add up to one. For example, Cappé et al. (2003) propose to

set:

ζ
(m)
j =

s
(m)
j

(J×2+1)×3+2∑
k=0

s
(m)
k

(7.33)

where the proposed move is given by:

log
(
s∗j
)

= log
(
s

(m−1)
j

)
+ εj (7.34)

where εj ∼ N (0, %2), for j = 0, . . . , (J × 2 + 1)× 3 + 2.

In Chapter 3 we discussed the Isometric Log-Ratio transform which projects a

vector from the k-dimensional simplex onto a vector in Rk−1, which in our notation

returned π = ILR (ζ): upon transformation of ζ, it is possible to propose a move of
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the type:

π∗j = π
(m−1)
j + εj (7.35)

where εj ∼ N (0, ν2), for j = 0, (J × 2 + 1)× 3 + 1.

A further alternative is due to Blei & Lafferty (2007), where they propose to

model the correlation among the elements of ζ using the logistic normal distribution

(see Aitchison & Shen (1980) and Aitchison (1982) for further details).

7.4. Implementation

In a first instance we analyse both the case where a conjugate (weak) prior distri-

bution is assumed for ϑj (Case 1), and the case where a uniform (non-conjugate)

prior is assumed for each element of the parameter vector τ (Case 2). In both Case

1 and Case 2 we assume a weak Dirichlet prior for ζ.

The use of weakly informative prior distributions rather than non-informative

ones, is preferable because these “regularize” the posterior distribution, reducing

the likelihood of obtaining unreasonable values for the parameters draws.

For the parameter ζ, which indexes the joint distribution of (B,C,G) this means

to chose small values for the parameters of its prior distribution η0, . . . , η(J×2+1)×3+2

(see equation (7.14)). This is to avoid that the parameter vector of the resulting

posterior distribution has elements very close to zero. Table 7.2 shows our choice of

η for J = 2.

Table 7.2.: Prior parameter specification for the Dirichlet distribution η =
(η0, ..., η17).

η
B = Low B = High

G = 0 G = 1 G = 2 G = 0 G = 1 G = 2

C = 0 η0 = 12 η3 = 4 η6 = 2 η9 = 1 η12 = 1 η15 = 2

C = 1 η1 = 10 η4 = 20 η7 = 10 η10 = 2 η13 = 10 η16 = 4

C = 2 η2 = 2 η5 = 6 η8 = 4 η11 = 1 η14 = 1 η17 = 8
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We placed larger values on the outcomes of (B,C,G) we think are more likely to

occur, with a minimum value of 1 for each element of η. For example, we assume

that individuals with high benefit and geo-demographic profile 2 are more likely to

have a lower mortality, hence G = 2, rather than any other value.

In the analysis of Case 1, for the transformed parameter vector τ (to allow for

conjugacy, as discussed in Section 7.3.1) we have chosen small values for the prior

parameter λj, and set ρ0 = . . . = ρJ = 1, shown in Table 7.3.

Table 7.3.: Prior parameter specification for the parameter vector τ .

λ0 λ1 λ2 λ3 λ4 ρ0 ρ1 ρ2 ρ3 ρ4

J = 0 0.09 1

J = 1 0.09 0.5 1 1

J = 2 0.09 0.5 0.9 1 1 1

J = 3 0.09 0.5 0.7 0.9 1 1 1 1

J = 4 0.09 0.5 0.75 0.85 0.9 1 1 1 1 1

In Case 2 we use a uniform distribution Unif (10−20, 20) for ϑ0, since it can never

be negative. The upper bound for the uniform distribution has been chosen just in

order to have a very large number, without affecting the posterior analysis. Similarly,

we chose a Unif (10−20, 1) prior distribution for ϑj (j = 1, . . . , J). The upper bound

of 1 is used in order to preserve the ordering based on the values of G12.

As mentioned, the parameter β does not have a conjugate prior distribution.

Hence, we use a uniform prior distribution Unif (10−20, 20) (for β = 0 the p.d.f. of

equation (7.1) does not exist). The offset xO0 is equal to 77.5.

The steps of the MCMC sampler are iterated for 100,000 times. The first 10,000

draws (burn-in) of θ = (τ, ζ) are discarded in order to decrease the influence of the

starting values.

In the Metropolis-Hastings algorithm of this work, when using non-conjugate prior

distributions, the parameters are sampled by means of a random walk updating

scheme, where we use a normal proposal distribution q (· | ·) with mean equal to the

12Since γj < 0 and ϑj = exp (γj)
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value obtained at the (m− 1)-th iteration.

The standard deviation of the normal proposal is sensibly chosen in a way such

that the acceptance rate r is close to the optimum value of about 0.25 discussed

in Roberts et al. (1997). Indeed, the efficiency of any Metropolis-Hastings random

walk algorithm crucially depends on the scale of the proposal density: if it is too

small, the acceptance rate will be too high, but the chain will converge slowly, since

the Markov Chain will take longer to explore the parameter space.

Conversely, a normal proposal distribution with a larger standard deviation yields

a MCMC sampler which rejects a higher proportion of the proposed moves.

Given the bounds of the uniform distribution chosen as prior, these proposal

distributions will be truncated13.

In order to make an efficient use of the memory, and reduce the degree of auto-

correlation among the iterations, we thin the sequence by retaining only every 10-th

simulated parameter draw.

7.5. Results

The model selection criteria described in Section 7.6 lead to the choice of the hazard

function with J = 2. For this reason, in this chapter we show the results of this

model, while those of the models with J = 0, 1, 3, 4 are shown in Appendix A.9.

7.5.1. Convergence of the MCMC sampler

In order to check and assess the convergence of the MCMC sampler, we look at the

traceplots (Figure 7.2-7.5 (left)), the ergodic means14 (Figure 7.2-7.5 (centre)) and

the marginal posterior densities (Figure 7.2-7.5 (right)) based on 9,000 simulated

draws of the parameters from the posterior distribution (that is 100,000 iterations

13Throughout the implementation in R we used the package truncnorm to sample from a truncated
Normal distribution.

14The ergodic mean for the parameter θ at the m-th iteration (θ
(m)

E ) is equal to:

θ
(m)

E =
1

m

m∑
i=1

θ(i)
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minus 10,000 for the burn-in period, considering every 10-th draw). These plots are

shown for both Case 1 (black and red) and Case 2 (blue and green) for two different

starting values.
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Figure 7.2.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector τ . The dashed lines represent the pos-
terior means. We show the results for two starting values for Case 1
(black and red) and Case 2 (blue and green).
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Figure 7.3.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameters ζ0, ζ1, ζ2, ζ3, ζ4 and ζ5. The dashed lines
represent the posterior means. We show the results for two starting
values values for Case 1 (black and red) and Case 2 (blue and green).
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Figure 7.4.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameters ζ6, ζ7, ζ8, ζ9, ζ10 and ζ11. The dashed lines
represent the posterior means. We show the results for two starting
values values for Case 1 (black and red) and Case 2 (blue and green).
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Figure 7.5.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameters ζ12, ζ13, ζ14, ζ15, ζ16 and ζ17. The dashed
lines represent the posterior means. We show the results for two start-
ing values values for Case 1 (black and red) and Case 2 (blue and green).

For each parameter, the asymptotic behaviour of the chain is achieved after 10,000

iterations, as we can see from the ergodic mean plots. Similar evidence can be drawn

when looking at the marginal densities which are unimodal with nearly the same
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mode for each of the four chains, and almost symmetric for the parameter vector τ .

Those cases of asymmetry of the posterior distribution is due to the boundedness

of some parameters, such as ψ1, ψ2 (slight asymmetry) and the components of the

vector ζ. These latter have a beta marginal distribution in case data are completely

observed. Exactly the same evidences are obtained for J = 0, 1, 3, 4 (see Appendix

A, Figures A.5-A.13). This is very important in the light of the considerations

of Section 7.2, although we used weakly informative prior distributions. Indeed,

despite the constraint placed on the parameter space, from one side the posterior

means lie in an area with high probability, and also there is a low probability mass

in the boundary of the parameter space.

Another striking evidence is that the use of conjugate prior distributions returns

the same results obtainable when non-conjugate prior distributions are used. This

means that the choice of the prior distribution seems not to affect the posterior

distribution. The only exception occurs for the model with J = 4: in both Case 1

and Case 2 the marginal posterior distribution of the parameters is again unimodal,

and the chains mix for any starting value. However, when looking at the parameters

ψ1 and ψ2 in particular, their marginal posterior distribution is different when we

compare Case 1 and Case 2 (Figure A.10 and Tables A.12-A.13). When using a

conjugate prior distribution for ψj (j = 0, . . . , J) the MCMC sampler tends to

“eliminate” one component, sampling a value very close to zero for ψ2 (see Table

A.12).

Given the evidences obtained thus far, we focus on the case where a conjugate

prior distribution is used. Indeed, the use of conjugate prior distributions it is in

general more convenient for computational reasons, as already mentioned in Section

7.3.1.

Figure 7.6 shows the allocation stability of each unit with respect to the mixture

component, as proposed in Gruet et al. (1999).

In particular, for each life in P1 and P2 we compare the average value of G through-
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out the MCMC sampling (after burn-in and thinning), that is:

gi =
1

M

M∑
m=1

g
(m)
i (7.36)

with the expected posterior allocation to the mixture component, hereby shown for

an individual in P1 (same logic applies for an individual in P2):

ĝi =

J∑
j=0

jfT |X,G (ti | xi, g = j; τ̂) fG|B

(
g = j | bi; ζ̂

)
J∑
j=0

fT |X,G (ti | xi, g = j; τ̂) fG|B

(
g = j | bi; ζ̂

) (7.37)

τ̂ and ζ̂ in equation (7.37) represent the posterior mean of the parameters.

If the mixture modelling approach of this work is adequate, then gi should be very

close to ĝi. Therefore, the point (ĝi, gi) on the x-y axis should lie on a 45-degree

line.
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Figure 7.6.: Allocation Stability plot of Expected vs. Mean allocation to each mix-
ture component.

We see that the expected posterior allocation and the mean allocation are very
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close one another, laying on the 45-degree dashed line. Hence, by means of the

mixture modelling approach each unit is very likely to be allocated to its own mixture

component.

7.5.2. Parameters estimation

Table 7.4 shows the summaries of the posterior distribution for the parameter vector

τ , while Table 7.5 shows only the posterior mean of ζ (the other summaries are shown

in Appendix B, Table A.10).

In this work, as described in Section 7.3.1 and 7.4 we transformed the parameters

α and γj in order to exploit the conjugacy property and ease the implementation

of the MCMC. Their posterior mean have been calculated as the logarithm of the

expected value of exp (α) and exp (ψj) respectively15.

Table 7.4.: Summaries from the posterior distribution for the model with J = 2

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.866 −2.869 0.003 −2.964 −2.764

β 0.111 0.111 0.002 0.108 0.115

ψ1 −0.350 −0.354 0.061 −0.521 −0.182

ψ2 −0.297 −0.303 0.077 −0.504 −0.094

Table 7.5.: Posterior mean of the joint probablity distribution of (B,C,G); ζ =
(ζ0, ..., ζ17).

ζ̂
B = Low B = High

G = 0 G = 1 G = 2 G = 0 G = 1 G = 2

C = 0 ζ̂0 =0.153 ζ̂3 =0.029 ζ̂6 =0.010 ζ̂9 =0.006 ζ̂12 =0.006 ζ̂15 =0.010

C = 1 ζ̂1 =0.115 ζ̂4 =0.234 ζ̂7 =0.089 ζ̂10 =0.010 ζ̂13 =0.081 ζ̂16 =0.034

C = 2 ζ̂2 =0.009 ζ̂5 =0.059 ζ̂8 =0.045 ζ̂11 =0.003 ζ̂14 =0.007 ζ̂17 =0.099

For each value of (B,C) we estimate the log-hazard function using equation (7.4)

evaluated at posterior mean of the parameters, based on the specification of equation

15Conversely, calculating the expectation of the logarithm of the sampled value would return a
larger value for the posterior mean, due to the Jensen’s inequality. However, the approach here
adopted is more coherent, since the sampling is strictly related to the transformed variable.
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(7.11). This model, denoted as MHM2 (Hierarchical model with Missing data and

J = 2) is compared with

i) the log-hazard function of equation (7.11) with J = 1 (chosen by using informa-

tion criterion, as described in Section 7.6) with posterior distribution of the

parameters estimated when B and C are both observed for all units in P1

and P2 (summaries of the posterior distribution of the parameters are shown

in Appendix C, Table A.14), and denoted as MHC1 (Hierarchical model with

Complete data and J = 1);

ii) the log-crude death rates for each age and their 95% confidence intervals, obtain-

able by means of the stratification of the combined mortality experience. At

higher ages the crude hazard rates may not exist due to the lack of exposures.

Furthermore, the lower bound of the confidence interval can be negative for

some ages, hence their logarithm cannot be calculated.

Figure 7.7 shows the analysed log-hazard functions for each value of (B,C).
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Figure 7.7.: Log-hazard function of models MHM2 (solid line) and MHC1 (dashed
line), log-crude rates (dotdashed line) and their 95% confidence intervals
(dotted line) for each value of (B,C).

We observe that for each value of (B,C) the hierarchical model for the hazard
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rates analysed in this work is capable to capture the key features of the crude rates.

Furthermore, the fitted rates lie within the 95% confidence interval of the crude

rates. These latter are wider when B = High and C = 0 because the number of

exposures with these features is very low.

When data are missing, the fitted hazard function is still extremely close to the

hazard function obtainable when B and C are both observed.

Now, if we marginalize Table 7.5 with respect to G, we obtain the joint probability

distribution for (B,C) based on the posterior mean of ζ, shown in Table 7.6 together

with the empirical frequencies of the occurrences of benefit and geo-demographic

profile for our available dataset.

Table 7.6.: Posterior mean of the marginal probability distribution of (B,C) (first
and third line) and empirical frequencies of benefit level and geo-
demographic profile among 18,741 pension scheme members (second and
fourth line in brackets)

fB,C(·, ·; ζ̂) C = 0 C = 1 C = 2 fB

(
·; ζ̂
)

B = Low
0.192 0.438 0.113 0.743

(0.19) (0.43) (0.13) (0.75)

B = High
0.023 0.125 0.109 0.257

(0.03) (0.13) (0.09) (0.25)

fC(·; ζ̂)
0.215 0.563 0.222

1
(0.22) (0.56) (0.22)

We observe that the fitted joint probability distribution of (B,C) obtained from

the posterior mean of the parameters of the hierarchical model analysed in this

work, is extremely close with respect to the empirical frequencies of (B,C). The

tiny differences may be due to the fact that in our Bayesian estimation framework,

we consider only one possible 50-50 split of our available dataset.

7.6. Model Selection

Statistical models with hierarchical layers and hidden variables as discussed in this

chapter contain singularities in their parameter space, since the mapping from the
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parameter space to the probability distribution is not one-to-one, and the Fisher

information matrix is not always positive definite (Watanabe (2009)). As noticed

by Geiger et al. (2013), the space of possible models becomes infinite, and the search

for the best one is computationally cumbersome, since all possible realizations of the

missing variables need to be taken into account.

A consequence of model singularity, is that the maximum likelihood estimator

does not have asymptotic normal distribution, and information criterion such as

the AIC and the BIC are not applicable. In particular, for the AIC the estimated

log-predictive density bias correction has not χ2
k distribution (Gelman et al. (2013)),

while the BIC is not applicable because the posterior distribution of the model, given

the data is not approximately normal, even asymptotically (Watanabe (2010)).

The use of algebraic geometry tools has been proven helpful to clarify the asymp-

totic behaviour of the posterior distribution of the parameters, hence to extend

the AIC and the BIC concepts also to the selection of singular statistical models.

Watanabe (2009) and Watanabe (2010) propose the use of the Widely Applicable

Information Criterion (WAIC) and of the Widely Applicable Bayesian Information

Criterion (WBIC), which correspond respectively to the AIC and the BIC when the

model is regular16.

7.6.1. Summary of Bayes Learning theory

The following theoretical description follows from Watanabe (2009) and Watanabe

(2010) for the WAIC and from Watanabe (2013) for the WBIC.

Let Y1, Y2, . . . , Yn be i.i.d. random variables with true p.d.f. q (y). A statistical

model is given by the specification of a p.d.f. fY (·; θ) for y ∈ R, given the parameter

θ ∈ Ωθ ⊂ Rk, with p.d.f. p (θ).

Widely Applicable Information Criterion (WAIC)

For any integrable function f (θ) on Ωθ, its expectation with respect to the posterior

16A model is regular when the parameter estimate is unique and the Hessian matrix evaluated at
the parameter estimate is strictly positive definite.
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distribution of θ is:

Eβθ [f (θ)] =

∫
f (θ)

n∏
i=1

fY (yi; θ)
β p (θ) dθ∫ n∏

i=1

fY (yi; θ)
β p (θ) dθ

(7.38)

where β > 0 is the “inverse temperature”, and in case β = 1 we obtain the Bayes

estimator.

The Bayes predictive distribution is:

f ∗ (y) = Eθ [fY (y; θ)] (7.39)

Given a statistical model fY (·; θ) and a probability distribution for θ, p (θ), the

following four random variables are defined, namely the Bayes Generalization Loss

(BLg), the Bayes Training Loss (BLt), the Gibbs Generalization Loss (GLg) and the

Gibbs Training Loss (GLt):

BLg = −EY [logEθ [fY (yi; θ)]] (7.40)

BLt = − 1

n

n∑
i=1

logEθ [fY (yi; θ)] (7.41)

GLg = −Eθ [EY [log fY (yi; θ)]] (7.42)

GLt = −Eθ

[
1

n

n∑
i=1

log fY (yi; θ)

]
(7.43)

where EY is the expectation with respect to the true distribution q (y) and Eθ is the

expectation with respect to the posterior distribution of θ.

The two training losses BLt and GLt can be numerically calculated without any

knowledge of the true distribution q (y), once a training sample and a sample from

the posterior distribution of θ (θ(1), θ(2), . . . , θ(M)) is available:

BLt ∼= −
1

n

n∑
i=1

log
1

M

M∑
m=1

[
fY
(
yi; θ

(m)
)]

(7.44)

GLt ∼= −
1

M

M∑
m=1

1

n

n∑
i=1

log fY
(
yi; θ

(m)
)

(7.45)
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Watanabe (2009) proves that:

E [BLg] = E [BLt] + 2β (E [GLt]− E [BLt]) + o

(
1

n

)
(7.46)

and propose the following Widely Applicable Information Criterion (WAIC)

WAIC = BLt + 2β (GLt −BLt) (7.47)

For a realizable17 q (y), and a regular distribution fY (y; θ), the WAIC corresponds

asymptotically to the Akaike Information Criterion (AIC). Therefore, we have:

WAIC = AIC + op

(
1

n

)
(7.48)

where for a set of random variables Yn and a corresponding set of constants an, we

have Yn = op (an) if limn→∞ Pr (| Yn/an |≥ ε) = 0 for every ε > 0.

The term 2β (GLt −BLt) can be interpreted as the effective number of param-

eters (see Gelman et al. (2013)), denoted as pWAIC, representing the fluctuation of

the posterior distribution.

Widely Applicable Bayesian Information Criterion (WBIC)

The WBIC has a different theoretical development. The Bayes Free Energy, denoted

as F , is a key quantity when concerning about model evaluation. Indeed, a model

is often optimized with reference to the Bayes marginal likelihood, given by the

negative of the Bayes Free Energy:

F = − log

∫ n∏
i=1

fY (yi; θ) p (θ) dθ (7.49)

For the estimation of F when a model is singular, Watanabe (2013) proposes the

17The true probability distribution q (y) is said realizable by the statistical model fY (y; θ) if there

is a unique θ̂ such that q (y) = fY

(
y; θ̂
)
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Widely Applicable Bayesian Information Criterion (WBIC), defined as:

WBIC = −Eβθ [logL (θ | y)] (7.50)

where β = 1/ log n, showing first that:

F = WBIC +Op

(√
log n

)
(7.51)

and that when a model is regular, the WBIC coincides with the BIC of Schwarz

(1978):

WBIC = − logL
(
θ̂ | y

)
+
k

2
log n+ op (1) (7.52)

The WBIC is then computed by means of the following approximation:

WBIC = − 1

M

M∑
m=1

logL
(
θ(m) | y

)
= − 1

M

M∑
m=1

n∑
i=1

log fY
(
yi; θ

(m)
)

(7.53)

where in this case the sample θ(1), θ(2), . . . , θ(M) is drawn from the following posterior

distribution

p (θ | y) ∝ p (θ)
n∏
i=1

fY
(
yi; θ

(m)
)1/ logn

= exp

[
log p (θ) +

1

log n
logL (θ | y)

]
(7.54)

About the use of the WAIC and the WBIC, Watanabe (2019) remarks how the

former is useful for the estimation of the predictive loss, while the latter turns out

more useful if we want to choose the true model.

7.6.2. Application and results

For any individual from P1 the likelihood contribution was:

fY (yi; θ) =
J∑
j=0

fT |X,G (ti | xi, g = j; τ) fG|B (g | bi; ζ) (7.55)
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Similarly, for those in P2 the likelihood contribution was:

f (yi; θ) =
J∑
j=0

fT |X,G (ti | xi, g = j; τ) fG|C (g | ci; ζ) (7.56)

that is, the marginal probability distributions of the observable B and C has been

factorized out. This is to ease comparison with the model where J = 0 as in this case

no heterogeneity due to B and C is accounted for. Indeed, the variability in these

two marginal distributions is the same for every J due to the aggregation property

of the Dirichlet distribution18. Similar arguments apply when B and C are both

observed for all units in the combined dataset.

In order to sample from the posterior distribution of equation (7.54), we use

the same MCMC algorithm outlined in Section 7.3 with the same implementation

strategy described in Section 7.4.

Table 7.7 shows the results of the computation of the WAIC and the WBIC at

the purpose to select among competing models, given the values of J .

Table 7.7.: WAIC, penalization term pWAIC and WBIC for J=0,1,2,3,4 when B and
C are both observed for P1 and P2 (Complete data) and when B and C
are never jointly observed (Missing data).

J=0 J=1 J=2 J=3 J=4

Complete data

WAIC 20,594.58 20,524.78 20,524.08 20,524.76 20,526.66

pWAIC (1.97) (4.95) (5.39) (4.53) (5.25)

WBIC 20,602.68 20,544.30 20,545.57. 20,546.05 20,551.54

Missing data

WAIC 20,594.58 20,556.78 20,555.64 20,556.04 20,556.80

pWAIC (1.97) (3.60) (3.98) (3.84) (4.33)

WBIC 20,602.68 20,574.92 20,573.62 20,574.65 20,575.99

When covariates are fully observed in both datasets, or can be missing, their

18For example, suppose ζ = (ζ1, . . . , ζi, . . . , ζj , . . . , ζK) ∼ D (η1, . . . , ηi, . . . , ηj , . . . , ζK). The K−1-
dimensional vector ζ ′ = (ζ1, . . . , ζi + ζj , . . . , ζK) where we replaced ζi and ζj with their sum,
has D (η1, . . . , ηi + ηj , . . . , ζK) distribution.

135



Chapter 7: A general hierarchical survival model with parameter uncertainty

inclusion within the modelling framework yields a sensible improvement of the model

fit, and at the same time the values of the WAIC and of the WBIC are very close

one another for J = 1, . . . , 4.

Both criteria are lowest when B and C are observed for all lives in the combined

dataset, as the observation of these two covariates improve the model fit. The in-

crease in the value of pWAIC when data are completely observed, indicates that in

order to capture the effect of the covariates, more parameters are needed. This is

analogous to what happens in the frequentist inferential framework, where we ob-

served that when data are missing, then statistical tests of hypothesis for restriction

on the parameters have less power, hence less parameter are needed (see Section

5.4).

When B and C are always observed in the combined mortality experience, the

WBIC is lowest for J = 1, while when B and C are never jointly observed, the

WBIC is lowest for J = 2. On the other side, the WAIC in both cases leads to

the choice of the model with J = 2. In Section 7.5.2, when covariates are fully

observed we used the model with J = 1 since we gave priority to the use of the

WBIC, because it is more useful if we want to chose the true model.

7.7. Generalization of the methodology

In order to generalize the modelling approach, instead of considering the distribution

of the trivariate random variable (B,C,G) which has (J + 1)×3×2 parameters, we

can focus on the distributions of the bivariate variables (B,G) and (C,G). These

two bivariate variables are assumed to have a multinomial distribution, indexed by

the ((J + 1)× 2)-dimensional vector ζBG and the ((J + 1)× 3)-dimensional vector

ζCG whose meaning is represented in Table 7.8 and Table 7.919.

19The sum of the dimension of ζBG and ζCG is lower than the dimension of ζ
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Table 7.8.: Parameter notation for the joint probability distribution of (B,G); ζBG =(
ζBG0 , ..., ζBGJ×2+1

)
ζBG G = 0 G = 1 ... G = J

B = Low ζBG0 ζBG2 ... ζBGJ×2

B = High ζBG1 ζBG3 ... ζBGJ×2+1

Note: here for example ζBG0 = Pr (B = Low,G = 0), and same logic applies to the

other elements of ζBG

Table 7.9.: Parameter notation for the joint probability distribution of (C,G); ζCG =(
ζCG0 , ..., ζCGJ×3+2

)
ζCG G = 0 G = 1 ... G = J

C = 0 ζCG0 ζCG3 ... ζCGJ×3

C = 1 ζCG1 ζCG4 ... ζCGJ×3+1

C = 2 ζCG2 ζCG5 ... ζCGJ×3+2

Note: here for example ζCG0 = Pr (C = 0, G = 0), and same logic applies to the other

elements of ζCG

Hence, similarly to equation (7.6) the likelihood contribution from an individual

in P1, whose geo-demographic profile is missing can now be written as follows:

Li
(
τ, ζBG

)
∝ fT,B|X,D

(
ti, bi | xi, di; τ, ζBG

)
= fB

(
bi; ζ

BG
) J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ) fG|B
(
g = j | bi; ζBG

)
(7.57)

and for an individual in P2:

Li
(
τ, ζCG

)
∝ fT,C|X,D

(
ti, ci | xi, di; τ, ζCG

)
= fC

(
ci; ζ

CG
) J∑
j=0

fT |X,G,D (ti | xi, g = j, di; τ) fG|C
(
g = j | ci; ζCG

)
(7.58)

Even if we do not model the distribution of (B,C,G), the marginal distribution
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of G within the whole sample should be the same, that is:

fG
(
g = j; ζBG

)
= fG

(
g = j; ζCG

)
(7.59)

which implies a probabilistic relationship between B and C. Indeed, starting from

ζBG and ζCG it is possible to construct probability bounds for fB,C,G (·, ·, ·; ζ) as from

equation (2.23) using either fB,G
(
·, ·; ζBG

)
and fC

(
·; ζCG

)
or using fC,G

(
·, ·; ζCG

)
and fB

(
·; ζBG

)
.

When sampling ζBG and ζCG we need first to look at marginal probability distri-

bution of G, which is multinomial with parameter vector ζG (where each element

represents the probability of occurrence for each value of G), and then we can look

at the conditional probability distribution of B given G and of C given G, in-

dexed by the parameter vectors ζB|G and ζC|G respectively. Once we sample ζG,

ζB|G and ζC|G, then it is straightforward to obtain ζBG and ζCG, since for example

Pr (B = b,G = c) = Pr (B = b | G = c)Pr (G = c).

If we assume a Dirichlet prior distribution for ζBG and ζCG, indexed by the param-

eter vectors ηBG and ηCG respectively, then we can exploit its aggregation property

throughout the sampling process. Hence, Step 1 and Step 2 of the Metropolis-

Hastings algorithm described in Section 7.3.2 are modified as follows:

1 — For individuals in P1, sample g
(m)
i , i = 1, . . . , n2 from the following probability

distribution:

Pr
(
g

(m)
i | ti, xi, bi, di

)
=

Pr
(
ti, xi, bi, di | g(m)

i

)
Pr
(
g

(m)
i

)
∑

g∈{0,1,...,J}

Pr (ti, xi, bi, di | g)Pr (g)

=
f
(
ti | xi, g(m)

i , di; τ
(m−1)

)
f
(
g

(m)
i | bi; ζBG(m−1)

)
∑

g∈{0,1,...,J}

f
(
ti | xi, g, di; τ (m−1)

)
f
(
g | bi; ζBG(m−1)

) (7.60)
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Similarly, for individuals in P2, sample g
(m)
i from the probability distribution

Pr
(
g

(m)
i | ti, xi, ci, di

)
=

f
(
ti | xi, g(m)

i , di; τ
(m−1)

)
f
(
g

(m)
i | ci; ζCG(m−1)

)
∑

g∈{0,1,...,J}

f
(
ti | xi, g, di; τ (m−1)

)
f
(
g | ci; ζCG(m−1)

) (7.61)

2 — Sample ζBG and ζCG:

2.1 — Sample ζG(m) ∼ p
(
ζG | g(m); ηBG, ηCG

)
;

2.2 — Sample ζB|G(m) ∼ p
(
ζB|G | b,g(m); ηBG

)
, where b is based on the oc-

currence of the benefit level in P2, and ζC|G(m) ∼ p
(
ζC|G | c,g(m); ηCG

)
,

where c is based on the occurrence of the geo-demographic profile level

in P3.

In all these draws we follow the same procedure as Steps 2.1 and 2.2 in Section

7.3.2 when sampling from a Dirichlet distribution.

The generalization of the modelling approach described in this section can be used

to deal with the case a certain covariate can be available on a different measurement

scale from one dataset to another: an example is the case where in one dataset the

geo-demographic profile is provided according to Acornr profiler, while in another

it is provided according to the Mosaicr one.

Same reasoning applies for example when the benefit covariate is provided in

deciles and in quartiles based on the pension schemes where these two variables are

observed, regardless their underlying distribution.

7.8. Conclusions

This chapter addressed the development of an alternative modelling and inferential

approach in terms of:

• Modelling the effect of the covariates, which generalizes the regression mod-

elling of Chapter 2;
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• Straightforward extension to the inclusion of more covariates;

• Allowing any type of missing data pattern (see Figure A.1);

• Accounting for parameter uncertainty.

In order to tackle the inferential exercise an ad hoc methodology has been outlined

for sampling from the posterior distribution, stemming from the re-parametrization

of the hazard function to the design of a data augmentation MCMC sampler, which

turned out to have a good performance and robustness in terms of mixing and

convergence to the posterior distribution.

As noted in Section 7.3 we avoided to consider the number of mixture components

as a random variable, preferring the use of information criteria, whose underlying

theory and application is different from the case of “regular” statistical models.

Indeed, this represents a compelling research topic in mathematical statistics (see

Sullivant (2018) and Drton & Plummer (2017) among the others).

The advantages of the approach described in this chapter, presents challenges for

future research. As described in Section 2.2, a great wealth of statistically significant

information can be potentially available for each pension scheme member. For this

reason, a parametric model might be characterized by large number of parameters,

hence the MCMC method described in this work may be computationally cumber-

some and very slow to converge towards the exact posterior distribution. In Section

9.2.1 we outline a possible research direction which aims to address this potential

issue, given the need to analyse massive datasets.
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8. Impact of the use of the

hierarchical modelling framework

on the estimation of the life

expectancy and of the annuity

factor

In a similar fashion of Chapter 6, here the impact of using all statistically significant

covariates in the inferential exercise is carried out with reference to the modelling

framework developed in Chapter 7, by looking at the estimated life expectancy and

the annuity factor.

In particular, we refer to the combined use of pension schemes P1 and P2, which

have been jointly analysed in Chapter 7.

In Chapter 6 the analysis focused on the value of ax and e̊x for each value of

(B,C), while in this chapter we consider these two quantities for each value of B

and C, since only the modelling framework of Chapter 7 allows for the estimation

of their joint effect when B and C are never jointly observed.

The models including covariates are compared with model M0 discussed in Chap-

ter 5 where no covariates are included, and parameters are fitted using the whole

sample.

For the joint analysis of pension schemes P1 and P2, we consider the model anal-

ysed in Chapter 7, that is a mixture model with three components (J = 2), denoted
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as MHJ2. When P1 and P2 are separately analysed, the following two mortality laws

are used:

P1 : µti (xi, bi; τ) = exp
[
α + β (xi + ti) + γ1[bi=High]

]
(8.1)

P2 : µti (xi, ci; τ) = exp
[
α + β (xi + ti) + δ11[ci=1] + δ21[ci=2]

]
(8.2)

that is model M1 and model M2 analysed in Section 5.2, and parameters are esti-

mated by maximum likelihood. Table 8.1 shows the parameter estimates of model

M0, M1 and M2.

Table 8.1.: Parameters estimates of M0, M1 and M2 for the analysis of the pension
schemes (PS) P1 and P2

Model PS α̂ β̂ γ̂ δ̂1 δ̂2 `

M0 P1 + P2 −11.58 0.11 − − − −20,592.61

M1 P1 −11.40 0.11 −0.27 − − −10,345.92

M2 P2 −11.58 0.11 − −0.26 −0.52 −10,193.61

Due to the random sampling used to split the dataset into two parts of equal

number of individuals, the socio-economic composition of the two datasets is ap-

proximately the same as in the whole population.

The techniques described in Chapter 7 could have been used also for the separate

analysis of the two pension schemes. Nevertheless, an actuary would always prefer

the use of more simple and parsimonious models. On the other side of the spectrum,

the joint analysis of the two datasets could have been performed by means of the

reduced model described in the conclusions of Chapter 7.

Unlike Chapter 6, the variance-covariance matrix of the maximum likelihood es-

timator is estimated using the empirical information matrix, which returns smaller

standard errors compared with the bootstrap procedure outlined in Section 2.8. In

this way we consider two extreme scenarios which allow to better assess the advan-

tages of a combined analysis of these two pension schemes.

The uncertainty in the estimated quantities due to the randomness of the param-

eters in the Bayesian framework is assessed by considering the posterior distribution
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of the parameters.

Table 8.2 shows the value of the estimated hazard function for each value of B

and C, and for x ∈ {65, 80}, using the results of Table 8.1 and those of Section 7.5

when using the hierarchical model of Chapter 7.

Table 8.2.: Estimated hazard function µ̂x, standard deviation σ (µ̂x), 2.5 − th (L.
95% C.I.) and 97.5 − th (U. 95% C.I.) quantile on the basis of an age-
only model (M0 for the whole sample P1−P2), and compared to models
accounting for covariates fitted separately for each pension scheme (Mk

for Pk, k = 1, 2) and jointly (the hierarchical model of Section 7.2), with
hazard function evaluated at the posterior mean of the parameters. All
figures are multiplied by 1,000.

Age 65 80

Dataset Segmentation µ̂65 σ (µ̂65) L. 95% C.I. U. 95% C.I. µ̂80 σ (µ̂80) L. 95% C.I. U. 95% C.I.

P1 − P2 No segm. (M0) 10.66 0.28 10.12 11.20 54.11 0.81 52.54 55.69

P1

Low ben. 11.47 0.42 10.64 12.30 56.75 1.29 54.23 59.27

High ben. 8.73 0.48 7.78 9.68 43.19 2.02 39.23 47.16

P2

Geo-d. 0 13.31 0.65 12.03 14.59 71.09 2.83 65.55 76.62

Geo-dem. 1 10.23 0.42 9.41 11.05 54.63 1.51 51.67 57.59

Geo-dem. 2 7.88 0.45 6.99 8.77 42.09 1.97 38.23 45.95

P1 − P2

Low ben. 11.04 0.30 10.45 11.63 58.45 1.09 56.31 60.59

High ben. 8.86 0.36 8.15 9.57 46.98 1.47 44.10 49.87

Geo-dem. 0 12.82 0.51 11.83 13.82 67.97 2.52 63.03 72.91

Geo-dem. 1 10.35 0.32 9.72 10.97 54.83 1.18 52.52 57.14

Geo-dem. 2 8.56 0.39 7.79 9.32 45.37 1.65 42.13 48.60

As already observed in Chapter 6, the uncertainty about the estimated hazard

function is lowest when looking at model M0, for the reasons therein described.

When looking at the hazard functions for each value of B and C, the differences

between those obtained using P1 and P2 separately, and those obtained using the

model MHJ2 can be due to a three-fold reason:

• The random sampling mechanism which allocated half of the lives of the orig-

inal dataset in P1 and the other half in P2, which could have affected the

estimation of models M1 and M2;

• The flexibility of the hierarchical model, which includes also the proportional

hazard model M1 and M2 as discussed in Section 7.2.1;

• The contribution of each dataset in the estimation of the parameters of the
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hierarchical model, since the effect of B is estimated also using the observations

in P2 and the effect of C is estimated using the units in P1.

The increase of σ (µ̂x) as the age increases is due to the lower amount of data at

higher ages, as already discussed in Chapter 6.

8.1. Analysis of the Life Expectancy e̊x

As in Chapter 6, in this section we analyse the estimated life expectancy and the

impact of different strategies of using available information for estimating the hazard

rates. We compare the results with the case where life expectancy is estimated using

the hierarchical model MHJ2 for each value of B and C, and ages 65 and 80 (Table

8.3).

Table 8.3.: Values, percentage change and variance of the life expectancy estimated
on the basis of model M0 (no socio-economic segmentation) for the whole
sample (P1−P2), and compared to models accounting for covariates fitted
separately for each pension scheme (Mk for Pk, k = 1, 2) and jointly
(model MHJ2, with hazard function evaluated at the posterior mean of
the parameters.

Age 65 80

Datasets Segmentation ̂̊e65 % change V
[
E
(
T65 | θ̂

)] ̂̊e80 % change V
[
E
(
T80 | θ̂

)]
P1 − P2 No segm. (M0) 18.72 − 0.01 8.52 − 0.01

P1

Low ben. 18.35 -1.95 0.03 8.34 -2.10 0.02

High ben. 20.42 9.08 0.13 9.76 14.50 0.08

P2

Geo-dem. 0 16.80 -10.25 0.08 7.15 -16.12 0.04

Geo-dem. 1 18.67 -0.26 0.04 8.37 -1.81 0.03

Geo-dem. 2 20.59 10.01 0.12 9.69 13.73 0.07

P1 − P2

Low ben. 18.39 -1.75 0.01 8.23 -3.50 0.01

High ben. 19.93 6.48 0.06 9.26 8.68 0.04

Geo-dem. 0 17.26 -7.78 0.06 7.48 -12.24 0.03

Geo-dem. 1 18.82 0.52 0.02 8.51 -0.22 0.02

Geo-dem. 2 20.18 7.78 0.09 9.43 10.65 0.05

The life expectancy obtainable in case individuals’ lifetime is assumed to have

the same mortality law (M0) is seemingly a weighted average of the life expectancy

obtainable in case a socio-economic segmentation is carried out among the mortality
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experience. For example, as we have approximately 75% of the population having

low benefit, and the remainder with high benefit, the law M0 is affected in a stronger

way by the mortality in the population with low benefit, which causes a lower

percentage change in the life expectancy for low-benefit individuals, with respect to

those with high benefit.

Different values of the estimated life expectancy obtainable from the hazard func-

tions M1 and M2, with respect to the life expectancy estimated using model MHJ2

are a direct consequence of the same results obtained for the hazard function, shown

in Table 8.2.

The decrease in the value of V
[
E
(
Tx | θ̂

)]
as the age increases is due to a lower

uncertainty of the life expectancy as the individual becomes older, as observed in

Section 6.1.

The percentage change in the life expectancy widens also as the age increases, as

observed in Chapter 6. This can be due to one limitation of the hazard function

specification: for this dataset we observed in Chapter 5 that the crude rates by

benefit and geo-demographic profile tend to converge at old ages. The hierarchical

model of this work, despite its flexibility, provides for a “static allocation” of indi-

viduals to the heterogeneity classes, as captured by the latent factor G. One way to

overcome this issue is the inclusion of interaction effects between G and X within

the hazard function specification. The focus of this work is the use of a hierarchical

model to account for all relevant factors available in a pension scheme dataset, hence

the analysis of the effect of an interaction term is beyond the scope of this work.

8.2. Analysis of the annuity factor

We analyse the estimated annuity factor for the case a model with only the age

covariate is fitted for the combined sample, the case M1 and M2 are fitted for the

mortality experiences of P1 and P2 respectively, and finally for the case a model

based on the observables is fitted for the whole population (MHJ2) and compare the

results, shown in Table 8.4. Once again we consider two interest rates, i = 1% and

i = 3%, and two attained ages, x = 65 and x = 71.

145



Chapter 8: Impact of the use of the hierarchical modelling framework on the
estimation of the life expectancy and of the annuity factor

Table 8.4.: Values, percentage change and variance of the annuity factor estimated
on the basis of model M0 (no socio-economic segmentation) for the whole
population (P1−P2), and compared to models accounting for covariates
fitted separately for each pension scheme (Mk for Pk, k = 1, 2) and jointly
(the hierarchical model of Section 7.2), with hazard function evaluated
at the posterior mean of the parameters.

Age i=1% i=3%

Datasets Segmentation âx % change V
[
E
(
Yx | θ̂

)]
âx % change V

[
E
(
Yx | θ̂

)]
Age 65

P1 − P2 No segm. (M0) 16.78 − 0.007 13.76 − 0.003

P1

Low ben. 16.48 −1.80 0.02 13.54 −1.55 0.01

High ben. 18.15 8.16 0.08 14.67 6.64 0.03

P2

Geo-dem. 0 15.21 −9.38 0.05 12.67 −7.87 0.03

Geo-dem. 1 16.75 −0.18 0.03 13.75 −0.08 0.01

Geo-dem. 2 18.31 9.11 0.08 14.80 7.57 0.04

P1 − P2

Low ben. 16.54 −1.48 0.01 13.58 −1.27 0.00

High ben. 17.82 6.15 0.04 14.46 5.08 0.02

Geo-dem. 0 15.60 -7.05 0.04 12.94 −5.97 0.02

Geo-dem. 1 16.89 0.63 0.02 13.83 0.51 0.01

Geo-dem. 2 18.02 7.36 0.06 14.59 6.07 0.02

Age 71

P1 − P2 No segm. (M0) 12.99 − 0.007 11.06 − 0.004

P1

Low ben. 12.74 −1.93 0.02 10.87 −1.72 0.01

High ben. 14.29 10.04 0.08 12.00 8.54 0.04

P2

Geo-d. 0 11.50 −11.49 0.04 9.95 −10.06 0.03

Geo-dem. 1 12.91 −0.59 0.02 11.01 −0.46 0.01

Geo-dem. 2 14.37 10.64 0.07 12.08 9.18 0.04

P1 − P2

Low ben. 12.73 −2.01 0.01 10.86 −1.81 0.01

High ben. 13.92 7.14 0.04 11.74 6.12 0.02

Geo-dem. 0 11.87 −8.64 0.04 10.22 −7.62 0.02

Geo-dem. 1 13.06 0.49 0.01 11.11 0.39 0.01

Geo-dem. 2 14.11 8.60 0.05 11.88 7.37 0.03

The annuity factor obtainable in case individuals’ lifetime is assumed to have the

same mortality law is seemingly a weighted average of the annuity factor obtainable

in case a socio-economic segmentation is carried out among the mortality experience,

as observed throughout the analysis of the life expectancy.

Once again, as noted in Section 6.2, for every age and interest rate, the inclusion
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of covariates leads to sensibly different annuity factors when compared to the case

no segmentation is adopted for all pensioners. Such differences are more material

the lower the interest rate i, due to the inverse relationship between annuity factor

and interest rates.

The percentage change in the annuity factor widens also as each individual takes

out an annuity at an older age. This is due to the hazard function specification of

this work, which does not consider the closing gap among heterogeneous lives at

older ages.

From a business perspective, the effect of the covariates is material, since as

noted by Richards (2008) the pricing margin for an annuity is around 5%, while

the difference in the annuity factors can be larger than 8% in absolute value. Using

covariates also reduces the extent of the selection effect, as for example high benefit

individuals, will pay a higher price for their annuities since they are expected to

live longer. An analogous reasoning applies when looking at the geo-demographic

profile.

Also the use of the Bayesian techniques of Chapter 7 for the joint analysis of

these two mortality experiences leads to a reduced uncertainty of the annuity factor,

although the actuary will have to deal with a less parsimonious model.

In conclusion, the joint analysis of mortality experiences where these share the

same mortality law is optimal from both a statistical and from a business perspective.

8.2.1. Impact on capital requirement for mis-estimation risk

A risk management application of the annuity factor which allows to show the

usefulness of the joint analysis of different mortality experiences is the calculation

of the mis-estimation risk capital requirement, already discussed in Section 6.2.

We calculate the capital requirement for the pension scheme P1 considering i) the

case where mortality rates are calculated using model M1 of equation (8.1) on the

basis of its own mortality experience, and ii) the case where the hierarchical model

MHJ2 has been used, and the posterior distribution of the parameters is estimated

combining the lives in P1 and P2.
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For case i) the alternative set of parameter values is drawn from the asymptotic

distribution of the maximum likelihood estimator, as described in Chapter 6, while

for case ii) we consider the sample from the posterior distribution of θ.

Due to the availability of the original dataset with complete data, we carry out

an analogous experiment for the pension scheme P2 (using model M2).

Table 8.5 and 8.6 show the value of the capital requirement calculated on the

basis of two interest rates, i = 1% and i = 3%.

Table 8.5.: Mis-estimation capital requirement for pension scheme P1 on the base of
two interest rate assumptions and on the samples used to calculate the
capital requirement

Samples

P1 + P2 P1

Int. rate 1% 3% 1% 3%

Cap. Req. 1.72 % 1.37% 2.37% 1.90%

Table 8.6.: Mis-estimation capital requirement for pension scheme P2 on the base of
two interest rate assumptions and on the samples used to calculate the
capital requirement

Samples

P1 + P2 P2

Int. rate 1% 3% 1% 3%

Cap. Req. 1.45 % 1.14% 1.86% 1.52%

In both cases a combined use of available datasets for the estimation of mortality

rates yields a lower capital requirement. As noted already in Section 6.2 this is a

direct consequence of the results obtained for the annuity factors, and is due to the

smaller sample size of each dataset considered separately.

Therefore, we conclude that the reduction in the sampling variability of mortality

rates in turn reduces the mis-estimation risk capital requirement, provided that the

combined pension scheme share the same underlying mortality law.

148



9. Conclusions and future research

The work in this thesis addresses the problem of an actuary who wants to perform a

mortality analysis when data are available from different datasets of risk exposures.

When considering pension scheme datasets, data are available at the level of

pension scheme member, including covariates which can statistically explain the

heterogeneity among observed lifetimes, as described in Section 2.2. However, the

set of covariates may not be the same among datasets, hence techniques aimed at

dealing with this problem are strongly needed, in order to make the best use of

available data.

Mortality has been modelled by means of survival models, where a parametric

hazard function has been specified and includes covariates, with particular emphasis

on proportional hazard models. Other modelling approaches can include for example

accelerated failure time models, where usually the logarithm of the future lifetime T

depends on a linear combination of the covariates (see Collett (2003) for example).

The inferential problem has been tackled by analysing and further developing

missing data statistical techniques, both from a mathematical perspective, when

we looked at the problem of the identifiability of a statistical model (Section 2.6

and Chapter 4), and also from a computational perspective, when developing fitting

routines which are more efficient than existing ones (Chapter 3). Furthermore, a

parametric bootstrap method has been outlined for the estimation of the standard

errors of the parameters (Section 2.8).

Given the availability of data from a UK defined-benefit pension scheme, this

work analysed the case where two statistically significant covariates which relate

individual socio-economic characteristics are never jointly observed. Nevertheless

these should be both included within the model specification (the extension to the
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case of more covariates is straightforward).

In all these cases a distribution for the covariates, particularly those subject to

missingness, needs to be specified, hence the inference based on the parameter vec-

tor of interest need to consider also the distribution of the covariates. The use of

categorical variables makes this task easier.

However, as discussed, when data are missing, the statistical model is not always

identifiable given available data. Hence, this can require a further analysis, which

can be expensive (see Section 5.4). As alternative to expensive analysis, a hierar-

chical modelling framework, which also considers parameter uncertainty has been

developed (Chapter 7). It has the advantage of generalizing a parametric model with

covariates, such as the proportional hazards model, handling the problem of missing

data for any missing data pattern. It further allows for a clearer understanding of

the statistical relationship among covariates, and allows for the inclusions of more

covariates where available, even on a different measurement scale.

The techniques hereby analysed and developed have shown to have a significant

impact not only on the estimation of demographic quantities of interest, such as the

life expectancy, but also on the estimation financial quantities such as the annuity

factor (Chapter 6 and 8), whose uncertainty is reduced when the available mortality

experiences are jointly modelled. When accounting for heterogeneity among indi-

viduals, the possibility to use the covariates reduces the extent of the selection effect

when pricing annuities.

The use of the techniques of this work turn out to be very useful also when

calculating the mis-estimation risk capital requirement, which is related both to

the annuity factor, but also to the uncertainty about parameter estimates, which is

reduced when larger samples are used, as analysed in this work.

In next sections, we first illustrate how the methodologies of this work can be

applied in the context of CMI investigations (Section 9.1), as this thesis represents

the outcome of a PhD scholarship from the Actuarial Research Centre of the IFoA,

the professional body of the actuarial profession in UK. Then, we outline some future

directions for research (Section 9.2).
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9.1. CMI investigations and this work

The Continuous Mortality Investigation (CMI) Committee, with reference to annu-

itants mortality, produces working papers (reports until 2009) reporting mortality

tables which account for the most significant factors, such as age, gender, type of

business and so on. In doing so, they collect information from life insurance compa-

nies (contributors), which submit their datasets in a wide variety of formats (CMI

(2018c)).

After data cleansing operations, the unique dataset which merges the single

datasets provided by the contributors, is stratified on the basis of the factor of

interest in order to estimate (and then graduate) the mortality rates for each strata.

In what follows, this combined dataset will be referred as the “full dataset”.

Recently, in CMI (2018d) alongside the graduation of the mortality rates obtained

from stratification, the CMI Committee undertook a mortality analysis using Gen-

eralized Linear Models (GLMs, see McCullagh & Nelder (1989)) for modelling the

number of deaths with Poisson distributed errors, at the purpose of providing data

contributors a better insight about their experience compared to their peers.

An analysis of this type requires granularity of information at individual level,

while at the same time the data contributors provide datasets with a different set

of information.

The methodologies described in this work, which have been applied to parametric

models for the hazard function can find straightforward application also in the con-

text of GLMs. The identifiability conditions of Poisson mixture distributions follows

from Teicher (1961), while Wang et al. (1996) address the issue in the context of

Poisson regression models.

Due to the differences in the set of information available for each individual, the

authors of CMI (2018d) discarded data from ten out of sixteen life offices, corre-

sponding to the 63% of observed deaths in the full dataset. In this work we showed

how the use of all available data yield less uncertain parameter estimates, hence less

uncertain hazard rates and related quantities.

In order to address this issue, the CMI issued the document “Data submission to
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the CMI Annuities investigation” (CMI (2018b)), where from one side they adopt a

flexible approach to data collection, while from the other side they set some guide-

lines and distinguish essential data items from desirable ones (see Section 2.2).

In order to analyse mortality by socio-economic status, the CMI Committee could

observe the Acornr geo-demographic profile for a significant portion of the avail-

able datasets, although for the future they encourage data contributors to submit

information about two measures based on the Index of Multiple Deprivation (IMD):

the first is a set of deciles based on the segmentation of the whole UK population,

while for the second measure, the IMD deciles are calculated separately for England,

Scotland, Wales and Northern Ireland and combined with an indicator for the 12

“NUTS 1”1 regions of UK (see CMI (2018a) for further details). At this purpose, the

CMI released the CMI Postcode Mapping Tool (2018 v01), which allows to obtain

a socio-economic indicator based on individual’s postcode.

An issue the CMI Committee had to deal with is that while the CMI had a licence

agreement with CACI Ltd to use the Acornr profiler, a large data contributor

provided data where the socio-economic segmentation was based on Mosaicr.

In a case like this, the methodology described in Chapter 7, and in particular

the generalization of Section 7.7 can be used in order to: i) not discard a large

sample of data; ii) analyse the socio-economic composition by means of latent factors,

highlighting similarities in mortality rates among different codes.

Another issue faced within CMI analysis is about dealing with those records, or

even those datasets where the information about a certain factor is unknown, such

as product category, distribution channel or even the geo-demographic profile.

Whether an information is MCAR, MAR or MNAR (see Appendix A.1), this

anyway corresponds to an actual underlying value instead of a separate category,

indicating a further value a factor can take. Once again, we advocate for the use

of the techniques described in this work, also because using the posterior weights

described in Section 3.1.1, it is possible to obtain some information about the dis-

tribution of the missing variable for a certain individual.

The discussion of this section can be further extended to the CMI Assurances and

1NUTS stands for Nomenclature of Territorial Units for Statistics.
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Self-Administered Pension Scheme Mortality investigations, which follow similar

principles.

9.2. Future ideas for research

9.2.1. Variational Inference: an alternative to MCMC

When working with very large datasets, and we need to explore the effect of many

covariates, and their complex statistical relationships, then MCMC methods (Sec-

tion 7.3.2) may not allow to sample from the exact posterior distribution, which

turns out to be a very complex object.

Variational Inference (VI) methods consist of algorithms developed within the

Machine Learning field (Jordan et al. (1999) and Wainwright & Jordan (2008)) for

approximating the posterior density and scale massive datasets.

VI methods turn out very useful in situations where we need to quickly explore

many models, such as the situation where J is unknown as in the Bayesian modelling

framework of Chapter 7, or the situation where given a fixed value of J , we want to

assess whether B or C are statistically significant.

As any approximation method, these algorithms suffer in accuracy, and generally

underestimate the variance of the posterior distribution (Blei et al. (2017)).

The following description of VI methods follows along the lines of the review article

of (Blei et al. (2017)). Let y = (y1, . . . , yn) be the set of observed variables, θ =

(θ1, . . . , θk) the set of parameter indexing the distribution of Y and g = (g1, . . . , gn)

the set of latent factors.

Once again, the purpose is to compute p (θ | y) = 1
p(y)

p (θ,y). The major issue

in computing this posterior distribution is the lack of a closed form for p (y) =∫ ∑
g

p (θ,y,g) dθ, which is also called the evidence.

In more detail, in VI we need to specify a family of densities over the set of

unknown parameter θ and of g, denoted as q (θ,g), and then find the density which

is closest to the true posterior distribution p (θ,g) in terms of Kullback-Leibler
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divergence (already defined in Section 2.5):

q∗ (θ,g) = arg min
q(θ,g)

IKL [q (θ,g) : p (θ,g | y)]

= arg min
q(θ,g)

E [log q (θ,g)]− E [log p (θ,g | y)]

= arg min
q(θ,g)

E [log q (θ,g)]− E [log p (θ,g,y)] + log p (y) (9.1)

It is worth remarking that the expectations of equation (9.1) are with respect to

q (θ,g). IKL still depends on p (y), while at the same time the optimization can be

carried out disregarding the evidence.

The specification of the optimization problem is then completed upon the choice

of the parametric family of q (θ,g). The more complex it is, the more complex the

optimization process.

For any parametric family, one modelling approach is represented by the mean-

field variational family, which assumes pairwise independence among the elements

of θ and of g, that is

q (θ,g) =
k∏
j=1

qj (θj)
n∏
i=1

qi (gi) (9.2)

where every unknown has its own variational factor, where each can have its own

parametric form.

The optimization problem of equation (9.1) using the mean-field variational family

for q (θ,g) can be tackled by means of the coordinate ascent variational inference

(CAVI, see Bishop (2006) for further details) algorithm, which consists of optimizing

the objective function with respect to each factor of the density of equation (9.2)

holding the others fixed.

The CAVI algorithm guarantees convergence only to a local optimum. Hence,

several starting values should be tried and convergence should be assessed once the

change in the optimizing object value falls below a certain threshold.

The goal of VI is to transform a problem of sampling from the exact posterior dis-

tribution into an optimization problem, hence to simplify the computational problem
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as the sample size and the number of covariates having complex relationships grows.

With focus on the framework described so far, a challenge for future research in

mortality is about the specification of q (θ) (which must not be confused with the

proposal distribution of Chapter 7), given the parametric assumption about Y , and

eventually how to allow for dependencies among parameters, still trying to work with

an optimization problem which is not too computationally cumbersome. It is also

possible to allow for some simplifications, such as to assume the same parametric

family for the densities of g1, g2 and so on.

9.2.2. Non-ignorable missing data mechanism

As shown in this work with reference to missing at random covariates, particularly in

Section 5.4, discarding records of pensioners where covariates are missing affect the

efficiency of parameter estimates, as well as of the corresponding hazard function.

Furthermore, there can also be situations where covariates may be missing not at

random (MNAR, see Appendix A.1). In these cases, inferences carried out excluding

records with missing data yield parameter estimates which may be biased (other than

less efficient).

In these cases, the probability distribution of the missing data mechanism should

be specified, as discussed in Section 2.9. The specification of such distribution can

be subject to arbitrary assumptions, hence a possible direction of future research

can be given by the use of Bayesian non-parametric techniques (Orbanz (2014)) for

the non-ignorable missing data mechanism.

Hence, it can be interesting to analyse:

• The loss of efficiency in the estimated parameters, due to the discard of samples

with non-ignorable missing data;

• The bias in the estimated parameters in case the missing data mechanism is

assumed to be ignorable;

• How material is the bias in estimated parameters on financial quantities, and

the business implications.
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A.1. Statistical analysis with missing data

A.1.1. General framework

Standard statistical analysis aim to analyse rectangular data sets, whose rows rep-

resent the units (or cases), and the columns represent variables measured for each

unit.

However, there can be cases where we would like to model a phenomenon of

interest and some cells of the data set are empty, indicating that a certain realization

of the random variable of interest cannot be observed for some reasons.

In some cases, observations whose data are missing represent a further strata

of the population, but in some others, more important, the unobserved value of a

random variable for a unit in the sample should be considered as missing, in the

sense that there is an actual underlying value that would have been observed if

survey techniques had been better maintained (Little & Rubin (2002)).

Missing data statistical techniques can be analysed from two perspectives:

• Missing data patterns, describing which values are observed within the data

matrix;

• Missing data mechanisms, which concern the relationship between the mech-

anism generating missing data and their underlying value in the data matrix.

Missing data patterns

In Figure A.1, there are examples of missing data patterns: for example the patterns
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(a), (b), (c) can be dealt with with some ad hoc simplifications with respect to more

general patterns (Little & Rubin (2002)).

Figure A.1.: Missing data pattern - Source: Little & Rubin (2002).

When a data matrix is available, it is useful for the analysis to sort rows and

columns of the data according the pattern of missing data to see whether an orderly

pattern emerges.

To achieve this purpose and ease operations, the random variables Y and M are

defined in order to formalize the modelling approach:

• Y = {yi,j} is a (n×p) rectangular data set, where the i-th row yi = (yi,1, ..., yi,p)

represents the realization of the p-dimensional random vector Y with density

fY ( · ; θ0);

• M = {mi,j} is the (n × p) missing indicator matrix, where the i-th row

mi = (mi,1, ...,mi,p) represents the realization of the p-dimensional random

vector M indicating the missing data probabilistic mechanism, with density

fM|Y ( · | · ). In particular, mi,j = 1 if yi,j is missing and 0 otherwise.

As noted in Section 1.2, for each sampled unit only some elements of yi =

(yi,1, ..., yi,p) can be observed, yi,obs called the vector of observables, which is of

dimension p − p′, where 0 ≤ p′ ≤ p, while the remaining p′ variables are missing
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in the sense that there exist an underlying value useful for analysis. The subvector

of missing observations for the i-th individual is denoted as yi,mis, which is then of

dimension p′, and depends on the i-th sampled unit.

Missing data mechanisms

In order to properly deal with missing observations throughout a statistical analy-

sis, we need to assume that missingness indicators hide true values meaningful for

analysis.

Missing data mechanisms describe whether failing to observe the realization of

a random variable depends on its value. The statistical properties of missing-data

inferential techniques depend on the nature of these mechanisms.

In general, these latter are characterised by the conditional distribution of mi

given yi, fM|Y (mi | yi), eventually indexed by a parameter vector, say ϕ.

At this point, three missing data mechanisms can be distinguished (see Rubin

(1976)):

• Missing at random (MAR), if the distribution of M depends only on the

observed components of Y, defined as Yobs (given the partitioning of Y as

Y = (Yobs,Ymis)):

fM|Y (mi | yi) = fM|Yobs
(mi | yi,obs) (A.1)

• Missing completely at random (MCAR), if the distribution of M does not

depend on Y:

fM|Y (mi | yi) = fM (mi) (A.2)

• Missing not at random (MNAR) if the distribution of M depends on the value

of Y.
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A.1.2. Parameter estimation

In case of completely observed and independently distributed data, the i-th individ-

ual likelihood contribution is given by:

Li (θ) = fY (yi; θ) (A.3)

while if missing data issue can occur throughout an experiment, then the following

full density which accounts for the missing data mechanism needs to be taken into

account:

fY,M (yi,mi; θ) = fY (yi; θ) fM|Y (mi | yi) (A.4)

M can take at most 2p values, which can be enumerated as m(0), ...,m(2p−1), where

m(0) = (0, 0, ..., 0) represents the case where all elements of yi are observed for the

i-th individual, while m(2p−1) = (1, 1, ..., 1) where all elements of yi are missing.

To each k = 0, ..., 2p − 1, describing the missing data pattern, there correspond a

different set of indices indicating the elements of yi which have been observed1.

At this purpose let us define y(k) to be the subvector of y, of dimension given

by the number of zeroes in m(k), whose elements are those of index k, while y(−k)

represents the subvector of y of dimension given by the number of ones in m(k), and

which includes those elements not included in y(k).

On the base of these definitions, the joint density of
(
Y(k),M(k)

)
for the i-th

individual is written as follows:

fY(k),M(k)

(
y

(k)
i ,m(k); θ

)
=

∫
Y(−k)

fY (yi; θ) fM(k)|Y
(
m(k) | yi

)
dy

(−k)
i (A.5)

where the dimension of the integral is given by the number of zeroes in m(k), and

the extremes of integration are given by the sample space of Y(−k).

At this point, the likelihood contribution for the i-th individual can be derived:

first, we define the (2p − 1)-dimensional random vector M′, observed for all individ-

uals, where the k-th element takes value of 1 if for the i-th individual mi = m(k)

1This means that k represent a one to one mapping from the set of index combinations of the
elements of y to the set {0, 1, ..., 2p − 1}
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and 0 otherwise for k = 1, ..., 2p − 1. In case of mi = m(0), then all elements of the

observed M′ are equal to zero.

Hence, m′i has at most one element equal to 1 and the remaining equal to zero.

Finally, the likelihood contribution of the i-th individual, based observed data

(yi,obs,mi) can be written as:

Li (θ) = fYobs,M (yi,obs,mi; θ)

= fY (y; θ)(1−m′i,1−...−m′i,(2p−1)) × fY(1),M(1)

(
y

(1)
i ,m(1); θ

)m′i,1 × . . .
× fY(2p−1),M(2p−1)

(
y

(2p−1)
i ,m(2p−1); θ

)m′
i,(2p−1)

(A.6)

In the main body of this work the notation has been simplified, hence the likeli-

hood contribution based on observed data has been written as follows:

Li (θ) = fYobs,M (yi,obs,mi; θ) =

∫
fY (yi; θ) fM|Y (mi | yi) dyi,mis (A.7)

The integral in equation (A.7) (as well as those implied in (A.6), is over the sample

space of the missing random variable, and its dimension is the same as the dimension

of the missing random vector.

In other words, given the observed value of mi, equation (A.7), and then (A.6)

involve the conditional distribution due to the observed elements of yi.

The estimation of parameter vector θ, entails the maximization of the following

likelihood function of the observables (yobs,m):

L (θ | yobs,m) =
n∏
i=1

fYobs,M (yi,obs,mi; θ)

=
n∏
i=1

∫
fY (yi; θ) fM|Y (mi | yi) dyi,mis (A.8)

From equation (A.8) it can be easily noted how the estimation of parameter θ,

requires the simultaneous estimation of the nuisance probability distribution of the

missing data mechanism (or its indexing nuisance parameter ϕ in case it is assumed

to belong to a parametric family).

Indeed, when the missing data mechanism is of MAR type, for every factor in
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the last line of (A.8) (or for every k = 1, ..., 2p − 1 in (A.6)), then its probability

distribution can be moved outside the integral:

∫
fY (yi; θ) fM|Y (mi | yi,obs) dyi,mis = fM|Y (mi | yi,obs)

∫
fY (yi; θ) dyi,mis

(A.9)

Therefore the likelihood function in equation (A.8) can be written as the product

of two factors, the first depending on θ, and the other which is function of the missing

data mechanism. This means that the missing data mechanism is ignorable, since

its probabilistic mechanism fM (mi | yi,obs) can be considered as a multiplicative

constant:

L (θ | yobs,ms) ∝ L (θ | yobs) =
n∏
i=1

∫
fY (yi; θ) dyi,mis (A.10)

For sake of completeness, if the missing data probabilistic mechanism is assumed

to be in a parametric family indexed by the parameter ϕ, then ignorability of the

missing data mechanism requires also that θ and ϕ are distinct.

In case missing data are MAR, but distinctness does not hold, the likelihood

inference for θ based only on the observed part of the yis is still valid from a frequency

perspective, but not fully efficient (Rubin (1976)).

A.1.3. Survival analysis and missing data - The general case

As depicted in Section 2.4, the inferential process is based on the likelihood of

observed data, whose construction is described below.

Let fM |T,D,Z (mi | ti, di, zi;ϕ) be the p.m.f. of the missing data mechanism for the

i-th individual, which is assumed to be in a parametric family indexed by ϕ.

In this way, upon partition of the vector Z into (Zobs,Zmis) the likelihood contri-

bution of the i-th individual to the likelihood function of τ and ζ on the base the
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observed (ti, di, zi,obs,mi) is:

Li (τ, ζ, η, ϕ) =

∫
fM |T,D,Z (mi | ti, di, zi;ϕ)Li (τ, η, ζ | ti, di, zi) dzi,mis

=

∫
fM |T,D,Z (mi | ti, di, zi;ϕ)ST (ti | zi; τ)µti (zi; τ)di

× SU (ti | zi; η)µcti (ti | zi; η)1−di fZ (zi; ζ) dzi,mis (A.11)

where Li (τ, η, ζ) is the i-th individual’s contribution to the likelihood function

defined in in (2.5).

The likelihood contribution for the i-th individual, as depicted in equation (A.11)

accounts for the missing data mechanism, and represents the marginal distribution

of observed data.

A.2. Consistency of MLE in case of missing data

In what follows, we discuss the mathematical conditions needed to have consistent

parameters estimates in case of missing data when the distribution of the covariates

subject to missingness is known.

In a slightly different notation, with complete data, the data are supposed to be

generated by the following p.d.f.:

f (t, z; τ0, ζ0) = f (t | z; τ0) f (z; ζ0) (A.12)

where z = (zobs, zmis).

When covariates are missing, each individual likelihood contribution is not any

longer given by f (t, z; τ0, ζ0), but it is given by f (t, zobs; τ, ζ), which in case zmis

has a discrete state space, can be written as:

f (t, zobs; τ, ζ) =
∑

zmis∈Z

f (t, zobs, zmis; τ, ζ)

=
∑

zmis∈Z

f (t | zobs, zmis; τ) f (zobs, zmis; ζ) (A.13)

as discussed in Section 1.2.
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The estimation of τ is then based on the maximization of the logarithm of the

following likelihood function:

L (τ | t, zobs; ζ) =
n∏
i=1

[ ∑
zmis∈Z

f (ti | zi,obs, zmis; τ) f (zi,obs, zmis; ζ)

]
(A.14)

In what follows, the well known results from the literature about asymptotic

properties of the MLE are re-adapted, in order to set the mathematical conditions

for the consistency of the MLE for the case under analysis.

A different perspective is adopted: we set up the conditions of convergence in

probability of ‖ τ̂c − τ̂m ‖ towards zero, assuming that τ̂c is the MLE of a correctly

specified model whose true parameter is τ0, while τ̂m is the MLE from the maximiza-

tion of the logarithm of the likelihood function in equation (A.14), which is based

on the marginal density of the observables.

First of all, the log-likelihood function for the case of complete data `c and the

log-likelihood function `m for the case of missing observations are defined:

`c (τ | t, z; ζ) =
n∑
i=1

log f (ti, zi; τ, ζ)

=
n∑
i=1

log f (ti | zi; θ) +
n∑
i=1

log f (zi; ζ) (A.15)

`m [τ | t, zobs; ζ) =
n∑
i=1

log

[ ∑
zmis∈Z

f (ti | zi,obs, zmis; τ) f (zi,obs, zmis; ζ)

]
(A.16)

Let y = (t, z) and yobs = (t, zobs).

Definition 3 - Uniform convergence in probability : `m (τ | yobs; ζ) converges uni-

formly in probability to `c (τ | y), if supτ∈Ωτ |`c (τ | y)− `m (τ | yobs; ζ)| →p 0.

Theorem 4 - Consistency result : If there is a function `c (τ | y) such that (i)

`c (τ | y; ζ) is uniquely maximised at τ̂c; (ii) Ωτ is compact; (iii) `c (τ | y) is con-

tinuous; (iv) `m (τ | yobs; ζ) converges uniformly in probability to `c (τ | y), then

‖ τ̂c − τ̂m ‖→p 0, where τ̂m = arg maxτ `m (τ | yobs; ζ).
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The proof of the theorem can be found in Newey & McFadden (1994).

Now, we need to show that `m (τ | yobs; ζ) converges uniformly in probability to

`c (τ | ys).

At this purpose let us look at the i-th individual likelihood contribution:

∑
zi,mis∈Z

f (ti | zi,obs, zi,mis; τ) f (zi,obs, zi,mis; ζ) (A.17)

This is the expectation (with respect the joint probability distribution of zmis of

the i-th individual probability distribution in case of completely observed data.

Such expectation is obtainable upon a point-identifying assumptions over the

probability distribution of zi,mis.

The question is: under which conditions, the MLE for τ based on `m (τ | yobs; ζ)

returns parameters estimate consistent towards those obtained by using `c (τ | y)?

The answer is given by checking that the conditions of Theorem 4 are met. For

the first three conditions:

i) `c (τ | y) and `m (τ | yobs; ζ) are uniquely maximised at τ̂c and τ̂m respectively if

the true probability distribution is identifiable (with complete and incomplete

data);

ii) the compactness of parameter space Ωτ can be ignored if (as in our case) `c (τ | y)

and `m (τ | yobs; ζ) are concave and τc is in the interior of the parameter space,

to be considered as a convex set (Theorem 2.7 of Newey & McFadden (1994));

iii) `c (τ | y) and `m (τ | yobs; ζ) are both continuous functions of τ (except for β = 0,

but this model would never be taken into account2), which can be seen by

inspection of both functions;

In the above arguments it is implicitly assumed that the probability distribution

in case of missing data is a well defined probability distribution. Indeed, in this

case when such probability distribution is integrated out with respect to one of the

elements of the covariates, we obtain another probability distribution.

2Biological reasonableness arguments require higher mortality rates at higher ages, i.e. β > 0
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Condition iv) of Theorem 4, namely that `m (τ | yobs; ζ) uniformly converges in

probability to `c (τ | ys) is proved by using the following argument: if `m (τ | yobs; ζ)

is the true expectation of `c (τ | ys), then the law of large number for random func-

tions can be applied. The following lemma is due to Jennrich (1969):

Lemma 5 - Uniform Law of Large Numbers (ULLN): If i) the data are i.i.d. (or

conditionally i.i.d.), ii) Ωτ is compact, iii) a (yi, τ) is continuous at each τ ∈ Ωτ

with probability one, iv) there is g (y) such that ‖ a (y, τ) ‖6 g (y) for all τ ∈ Ωτ

and v) E [g (y)] <∞, then E [a (y; τ)] is continuous and supτ∈Ωτ ‖ n−1

n∑
i=1

a (yi, τ)−

E [a (y, τ)] ‖→p 03.

The ULLN lemma argument states that the sample average of a function of the

data and of the parameters converges in large samples towards the true average, if

the conditions i)-v) of Lemma 5 are met. The regularity conditions for the function

a (yi, τ) aim to ensure its continuity and the existence of its moments. This latter

just requires a data dependent upper bound over ‖ a (yi, τ) ‖, which has finite

expectation.

Furthermore, Newey & McFadden (1994) argue that these conditions are weak;

indeed the result can be extended to the case where we have dependent data.

In MLE theory, conditions iv) and v) follow from the uniqueness of the maximum

for `c (τ | ys) and `m (τ | yobs; ζ).

The ULLN can be then applied in the following way:

3supτ∈Ωτ
‖ n−1

n∑
i=1

a (yi, τ)−E [a (y, τ)] ‖→p 0 can be strengthened (and this version will be used

in the proof) by writing: supτ∈Ωτ

1
n ‖

n∑
i=1

a (yi, τ)− nE [a (y, τ)] ‖→p 0
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sup
τ∈Ωτ

1

n
|`c (τ | ys)− `m (τ | yobs; ζ)|

= sup
τ∈Ωτ

1

n

∣∣∣∣∣
n∑
i=1

log f (ti | zi; θ) +
n∑
i=1

log f (zi; ζ)

−
n∑
i=1

log

[ ∑
zmis∈Z

f (ti | zi,obs, zmis; τ) f (zi,obs, zmis; ζ)

] ∣∣∣∣∣
= sup

τ∈Ωτ

1

n

∣∣∣∣∣
n∑
i=1

log f (ti | zi; θ) + log f (zi; ζ)

− log

[ ∑
zmis∈Z

f (ti | zi,obs, zmis; τ) f (zi,obs, zmis; ζ)

] ∣∣∣∣∣ (A.18)

In equation (A.18) it is possible to notice how for every i the ULLN applies if and

only if, equation (A.17) is the true expectation of f (ti, zi; τ, ζ): indeed the latter,

can be seen as a random draw, with probability distribution f (·; ζ) conditional to

the value of the observed part of the random vector Z.

Furthermore, to have a clear insight of how the ULLN argument works, equation

(A.18) is rewritten as follows:

sup
τ∈Ωτ

1

n

∣∣∣∣∣
n∑
i=1

log
f (ti | zi; τ) f (zi; ζ)∑

zmis∈Z

f (ti | zi,obs, zmis; τ) f (zi,obs, zmis; ζ)

∣∣∣∣∣
and notice how for the ULLN to apply, each summand must include zero mean

elements: for each i-th individual let us define κi as follows:

κi = log
f (ti | zi; τ) f (zi; ζ)∑

zmis∈Z

f (ti | zi,obs, zmis; τ) f (zi,obs, zmis; ζ)

Once more, it is possible to show that ULLN applies iff E (κ) = 0, where this

expectation is to be considered with respect the true probability distribution as

specified in the full model of equation (A.12), conditional to the observables.

The Kullback-Leibler divergence is thus obtained, which is equal to zero if the

probability distribution in case of missing data is correctly specified. Hence, only in

this case we can obtain that ‖ τ̂c − τ̂m ‖→p 0.
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We showed that for n → ∞, ‖ τ̂c − τ̂m ‖→p 0, if the joint probability distribu-

tion for missing data is properly specified, i.e. equation (A.17) represents the true

expected value of the joint probability distribution of equation (A.12).

A.3. Working dataset and data preparation process

The original dataset of the mortality experience of the UK pension scheme analysed

in this work has the following characteristics:

• 55,683 records of pensions in payment (24,382 males and 31,301 females);

• 590,550.3 Exposure-at-Risk years;

• 12,793 Observed deaths (6,012 males and 6,781 females);

• Period of observation: 10th November 1992 – 31st December 2009.;

• Geo-demographic profiling according to Mosaic coding, shown in Table A.1

with the number of records within our dataset;

Table A.1.: Mosaic geo-demographic profiling for the analysed UK pension scheme
dataset.

Group Records Group Records Group Records

A 612 H 391 O 1,067

B 3,472 I 5,753 90 6

C 592 J 7,858 91 3

D 4,333 K 1,175 92 39

E 2,864 L 3,823 98 2,684

F 9,475 M 5,618 99 324

G 909 N 3,177 Missing 1,508

• Right skewed distribution of annual benefit amount (Figure A.2).
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Histogram of Benefit distribution
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Figure A.2.: Histogram of benefit distribution

To create the working dataset we perform the following data cleaning operations, as

we want to focus on the population from age 60 (called Starting Age) onwards:

1. Erase exposures which do not reach Starting Age (because of death or right

censoring), i.e. (Entry Age + Time Observed)<Starting Age;

2. Adjust covariates values for individuals whose Entry Age < 60 and (Entry

Age+Time Observed)≥60:

• Entry Year becomes: Entry Year + Starting Age − Entry Age;

• Entry Duration becomes: Entry Duration + Starting Age − Entry Age;

• Time Observed becomes: Time Observed − Starting Age + Entry Age;

• Entry Age becomes: Starting Age.

3. Erase exposures after 31/12/2009, since after such date, deaths are incurred

but not reported.

Hence:

• Delete records whose Entry Year ≥ 2010;
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• The Time Observed for individuals whose (Entry Year + Time Observed)

≥ 2010 becomes: 2010 − Entry Year.

A.4. Levels for benefit amount and geo-demographic

profile

Table A.2 shows the geo-demographic profile codes and the number of records after

the data cleansing operations described in Appendix A.3.

First of all, we group individuals with codes 90, 91 and 92 (Guernsey, Jersey, Isle

of Man), which will be uniquely indicated as 9X for two reasons: few individuals in

the sample have these codes, and these latter refer to off-shore crown dependencies.

In this study we discard exposures of those individuals whose geo-demographic

profile is missing and of those with code 98 and 99.

Table A.2.: Geodemographic composition for the working dataset.

Group Records Group Records Group Records

A 206 G 285 M 2,049

B 1,236 H 129 N 1,164

C 218 I 2,128 O 413

D 1,523 J 3,105 90 3

E 1,025 K 512 91 1

F 3,272 L 1,466 92 6

Given these preliminary considerations, the grouping has been carried out by

means to the following steps:

1. Fit a model with α and β only as in model M0 for the whole population;

2. For each sub-population with the same geo-demographic profile (geo), after

fixing β at the value obtained in Step 1, we fit the following model:

µti (xi, ci; τ) = exp [αgeo + β (xi + ti)] (A.19)
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In this way we obtain 16 different estimates of α4;

3. Group the standardized values of α̂geo on the base of a minimum distance

criterion. For example5 we can produce the dendrogram of Figure A.3, which

provides a hierarchical graphical inspection of the groupings (obtained by the

method of Ward (1963))

D E A B C

K

9X J O H I N

F

L G M
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Figure A.3.: Cluster dendrogram of geo-demographic profiles.

Table A.3 shows the standardized value of α̂geo for each code:

Table A.3.: Standardized values of fitted αgeo.

Code std(α̂geo) Code std(α̂geo) Code std(α̂geo)

A -1.258 G 0.138 M -0.066

B -1.399 H 0.288 N 0.553

C -1.537 I 0.472 O 1.268

D -0.881 J 1.183 9X 1.016

E -0.995 K 1.575

F -0.420 L -0.069

4β is fixed because its MLE is strongly correlated with the MLE of α. For example, if in a
subsample we have very old individuals, then β will be very low and α very high. Hence in the
comparisons of the mortality rates due to different geo-demographic profiles, also the choice of
x becomes crucial, which is something we prefer to avoid to keep things simple.

5Other clustering criteria, such as K-means, might produce a slightly different clustering

170



Appendix A. Appendix

For the choice of the optimal number of clusters plenty of indexes are available,

although in any case each of them depends on the adopted clustering technique. For

this reason, in order to keep things simple, and focus on the treatment of missing

data, we chose for simplicity only three groupings:

• Geo-demographic level 0: J, K, O, 9X;

• Geo-demographic group 1: F, G, H, I, L, M, N;

• Geo-demographic group 2: A, B, C, D, E.

The same methodology has been adopted for the benefit covariate. We divide

the whole population into four sub-populations on the base of the benefit amount

quartiles, obtaining the dendrogram of Figure A.4.
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Figure A.4.: Cluster dendrogram of benefit quartiles.

Again, we show also the standardized values of α̂q for the four quartiles q:

Table A.4.: Benefit quartile bands and standardized values of fitted αq.

Quartile Benefit band std(α̂q)

1st 0− 2, 376.65 0.518

2nd 2, 376.66− 4, 811.97 0.828

3rd 4, 811.98− 8, 553.09 0.082

4th 8, 553.10− 116584.44 -1.428
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Hence, given the split suggested by the dendrogram of Figure A.4, which separates

the individuals in the upper quartiles from all the others, we chose a threshold of

£8,500. This implies that 14,003 individuals (74.62% of the pension scheme popu-

lation) will be treated as low benefit pensioners, and the remaining 4,738 (25.38%

of the pension scheme population) as high benefit pensioners.

172



Appendix A. Appendix

173



Appendix A. Appendix

A.5. Exposures and Deaths for the working dataset

Table A.5.: Exposure and deaths for the dataset used in the analysis with split by
socio-economic characteristics.

Age last

birthday

Population Low benefit High benefit Geo-dem. 0 Geo-dem. 1 Geo-dem. 2

Exposures Deaths Exposures Deaths Exposures Deaths Exposures Deaths Exposures Deaths Exposures Deaths

60 8294.40 75 5725.47 60 2568.94 15 1792.07 25 4632.98 40 1869.35 10

61 8352.14 76 5811.16 58 2540.98 18 1821.54 26 4643.01 41 1887.59 9

62 8347.98 78 5864.04 66 2483.94 12 1823.69 28 4616.37 37 1907.93 13

63 8170.40 67 5807.13 54 2363.27 13 1803.69 21 4499.64 37 1867.07 9

64 8216.26 76 5950.71 60 2265.55 16 1822.18 31 4523.46 31 1870.62 14

65 9989.07 105 7584.21 87 2404.86 18 2177.68 34 5604.55 61 2206.84 10

66 9687.87 103 7437.91 88 2249.96 15 2120.70 26 5449.58 63 2117.59 14

67 9364.24 136 7234.68 120 2129.57 16 2058.70 38 5281.77 77 2023.78 21

68 9083.86 126 7050.68 105 2033.18 21 2008.59 29 5113.21 80 1962.06 17

69 8730.38 144 6797.29 127 1933.09 17 1915.72 57 4941.95 66 1872.71 21

70 8376.30 153 6536.77 128 1839.52 25 1835.42 54 4729.56 81 1811.31 18

71 7979.19 178 6245.21 150 1733.99 28 1751.01 62 4497.35 94 1730.84 22

72 7580.31 174 5940.66 144 1639.65 30 1659.44 46 4266.52 104 1654.35 24

73 7152.28 201 5617.63 163 1534.66 38 1567.80 53 4010.22 117 1574.27 31

74 6591.60 190 5177.68 153 1413.92 37 1453.11 50 3695.44 103 1443.05 37

75 6074.43 209 4773.64 174 1300.79 35 1334.23 59 3399.52 118 1340.68 32

76 5573.20 193 4367.91 161 1205.29 32 1210.10 50 3118.85 112 1244.25 31

77 5109.13 209 3994.58 170 1114.55 39 1106.78 62 2847.25 111 1155.10 36

78 4610.55 209 3591.53 172 1019.02 37 992.39 58 2559.79 115 1058.37 36

79 4100.03 216 3186.83 182 913.20 34 883.17 50 2277.41 111 939.45 55

80 3623.83 206 2827.82 166 796.01 40 779.34 50 2018.56 116 825.93 40

81 3138.12 211 2435.35 173 702.77 38 678.73 42 1735.23 129 724.17 40

82 2711.60 194 2087.57 165 624.03 29 588.33 53 1496.84 105 626.43 36

83 2334.00 190 1783.64 155 550.37 35 497.03 51 1290.59 103 546.38 36

84 1977.87 167 1497.71 133 480.16 34 412.99 40 1081.60 99 483.28 28

85 1653.55 157 1236.38 119 417.17 38 334.61 41 905.44 77 413.49 39

86 1357.01 169 1006.05 132 350.96 37 273.10 34 737.66 97 346.25 38

87 1104.61 122 816.39 94 288.22 28 222.94 23 590.02 70 291.65 29

88 874.10 130 637.89 91 236.21 39 164.37 33 468.90 65 240.83 32

89 665.76 114 481.29 86 184.47 28 121.05 20 366.88 61 177.83 33

90 494.15 85 359.77 59 134.38 26 86.43 21 274.39 43 133.32 21

91 381.22 67 275.96 53 105.26 14 63.04 17 206.46 35 111.72 15

92 292.19 59 208.99 38 83.20 21 40.39 8 160.54 38 91.26 13

93 206.40 54 149.64 42 56.76 12 27.80 10 109.35 28 69.25 16

94 148.98 33 108.22 25 40.77 8 20.01 4 78.10 17 50.88 12

95 95.69 29 71.07 18 24.62 11 15.04 3 46.27 14 34.37 12

96 57.66 22 42.15 17 15.51 5 10.99 4 28.46 9 18.21 9

97 37.10 9 25.88 7 11.22 2 5.64 2 18.45 7 13.00 0

98 24.80 6 17.54 2 7.26 4 4.00 0 9.34 5 11.46 1

99 16.93 7 12.27 6 4.66 1 3.35 0 6.06 2 7.52 5

100 9.53 4 7.26 4 2.28 0 2.21 1 4.18 1 3.15 2

101 6.03 2 4.03 2 2.00 0 1.69 1 3.00 0 1.34 1

102 5.00 0 3.00 0 2.00 0 1.00 0 3.00 0 1.00 0

103 1.61 1 1.04 0 0.57 1 0.36 0 1.01 0 0.23 1

Total 172601.39 4956 130792.58 4009 41808.80 947 37492.47 1317 96348.78 2720 38760.14 919
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A.6. Sampling a value for the future lifetime T

The integrated hazard function
∫ t

0
µs (z; τ) ds defined in Section 2.1 has Exp(1) dis-

tribution (Collett (2003)). Therefore, a sampled value for the integrated hazard

function is given by − logU where U ∼ Unif (0, 1).

For the hazard function defined in equation (2.11) we obtain:

− logU =

∫ T

0

µs (z; τ) ds (A.20)

=

(
exp (βT )− 1

β

)
exp

(
α + βx+ γ1[b=High] + δ11[c=1] + δ21[c=2]

)
Once a value for U , denoted as u has been drawn from the uniform distribution

(Unif (0, 1)), a sampled value for T , t can be obtained in closed form rearranging

equation (A.20):

t =

log

(
1− β log u

exp(α+βx+γ1[b=High]+δ11[c=1]+δ21[c=2])

)
β

(A.21)

Alternatively, looking at equations (2.11)-(2.13) it is possible to show that the

random variable T ′ =
[

exp(βT )−1
β

]
has exponential distribution with parameter

exp
(
α + βx+ γ1[b=High] + δ11[c=1] + δ21[c=2]

)
. This is obtained applying the change

of variable technique to the p.d.f. of equation (2.13).

Missing covariates

When covariates are missing, the process of sampling a value for T , called t′ cannot

be carried out in closed form.

Hence, t′ is the solution of the following equation:

− logU =

∫ t′

0

µs

(
zobs; τ̂ , ζ̂

)
ds =

∫ t′

0

fT |Zobs

(
s | zobs; τ̂ , ζ̂

)
ST

(
s | zobs; τ̂ , ζ̂

) ds

If this equation cannot be solved in closed form, we need to use numerical methods

such as the Newton-Raphson iterative scheme. A suitable choice for its starting

value can be given by the value of t′ obtainable by using a simple Gompertz law as

estimated in a simple model (e.g. M0).
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A.7. Transformation of a discrete probability

distribution into a continuous one - The

bivariate normal distribution

B and C are the two ordinal categorical covariate with two and three levels re-

spectively described in Section 2.3. Their marginal distribution is indexed respec-

tively by the parameters ζ
′

=
(
ζ
′
Low, ζ

′

High

)
(ζ
′

b = Pr (B = b)) and ζ
′′

=
(
ζ
′′
0 , ζ

′′
1 , ζ

′′
2

)
(ζ
′′
c = Pr (C = c)), hence:

∑
b∈{Low,High}

ζ
′

b = 1 (A.22)

and ∑
c∈{0,1,2}

ζ
′′

c = 1 (A.23)

Given the finite number of outcomes of these two covariates, following van Ophem

(1999) let π and λ = (λ1, λ2) being the quantile functions, defined as follows:

• π is such that:

ξ
′

1 = Pr (B = Low) =

∫ π

−∞
φ (u1) du1 (A.24)

hence ζ
′

High = Pr (B = High) =
∫∞
π
φ (u1) du1;

• λ = (λ1, λ2) is such that:

ζ
′′

0 = Pr (C = 0) =

∫ λ1

−∞
φ (u2) du2

ζ
′′

1 = Pr (C = 1) =

∫ λ2

λ1

φ (u2) du2

ζ
′′

2 = Pr (C = 2) =

∫ ∞
λ2

φ (u2) du2

(A.25)

where u1 and u2 are two standard normal random variables, and φ is the p.d.f. of

the standard normal probability distribution.
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Therefore, quantiles are obtained as follows:

π = Φ−1
(
ζ
′

Low

)
(A.26)

and

λ1 = Φ−1
(
ζ
′′

0

)
λ2 = Φ−1

(
ζ
′′

0 + ζ
′′

1

) (A.27)

where Φ−1(p) is the inverse of the standard normal cumulative distribution function:

Φ−1(p) = inf{u ∈ R : Φ(u) ≥ p}.

The probability distribution of the bivariate variable (B,C) is obtained in the

following way:

fB,C (Low, 0) = Pr (B = Low,C = 0) = Φ2 (π, λ1; ρ)

fB,C (Low, 1) = Pr (B = Low,C = 1) = Φ2 (π, λ2; ρ)− Φ2 (π, λ1; ρ)

fB,C (Low, 2) = Pr (B = Low,C = 2) = Φ2 (π,∞; ρ)− Φ2 (π, λ2; ρ)

fB,C (High, 0) = Pr (B = High, C = 0) = Φ2 (∞, λ1; ρ)− Φ2 (π, λ1; ρ)

fB,C (High, 1) = Pr (B = High, C = 1)

= Φ2 (∞, λ2; ρ)− Φ2 (π, λ2; ρ)− Φ2 (∞, λ1; ρ) + Φ2 (π, λ1; ρ)

fB,C (High, 2) = Pr (B = High, C = 2)

= 1− Φ2 (∞, λ2; ρ)− Φ2 (π,∞; ρ) + Φ2 (π, λ2; ρ)

(A.28)

where Φ2(u1, u2) indicates the cumulative distribution function of a standard bi-

variate normal distribution with correlation parameter ρ.

By means of this specification (any other bivariate copula can serve the purpose)

it is possible to generate an uncountable number of joint probability distributions

(one for each value of ρ) useful to carry out sensitivity analysis while the marginal

distributions of B and C are left unchanged.

It is worth emphasising that the parameter ρ upon which the numerical analysis

analysis of Section 2.5.1 is based, measures the correlation between the two stan-
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dard normal random variables U1 and U2 generated by the marginal probability

distribution of the random variables B and C.

The computation of such probabilities has been carried out using the R package

mvtnorm.

A.8. Analysis of the effect of the hazard function

specification on the variance of the maximum

likelihood estimator

In this appendix we show the effect of the fitted hazard function on the standard error

of the parameters in the context of a proportional hazards framework as analysed

in this work.

We try to carry out a numerical experiment where the future lifetime T a sam-

ple of 10,000 lives are analysed, with the same hazard function of equation (2.11),

generated with the same strategy and the same parameters of the numerical exper-

iment of Section 2.5.1. Hence, we fit models M0, M1 and M3 (analogous results are

obtained when considering M2), and show the standard errors in Table A.6.

Table A.6.: Standard error (×1, 000) of the parameter estimates when using model
M0, M1 and M3.

Model σ (α̂) σ
(
β̂
)

σ (γ̂) σ
(
δ̂1

)
σ
(
δ̂2

)
M0 90.37 1.04 − − −

M1 93.23 1.08 22.29 − −

M3 104.56 1.27 22.56 25.85 34.47

We observe that increasingly complex models return parameter estimates which

have a larger uncertainty. This may be due (it is not possible an analytical ex-

planation of these results as the second derivatives have cumbersome forms) to the

different meaning the parameter α has for these three models, the bias implied due

to the exclusion of a relevant covariate, and the fact it is estimated on the basis of

a lower number of observations.

178



Appendix A. Appendix

An analysis of the interplay between the effect of the bias due to the exclusion of

a relevant covariate and the sample used to estimate the estimated standard errors

of the parameters is analysed as follows: we repeat the same experiment, with the

same parameters, but in this case the true value of γ, δ1 and δ2 is equal to zero.

After generating a sample of 10,000 lives, we fit models M0 (which is now the true

model), M1 and M3, and show the standard errors in Table A.7.

Table A.7.: Standard error (×1, 000) of the parameter estimates when using model
M0, M1 and M3 when γ, δ1 and δ2 are equal to zero.

Model σ (α̂) σ
(
β̂
)

σ (γ̂) σ
(
δ̂1

)
σ
(
δ̂2

)
M0 113.59 1.40 − − −

M1 113.71 1.40 21.82 − −

M3 114.89 1.40 22.20 25.22 30.63

We see that the increase in the standard errors for the common parameter of the

three fitted mortality laws is now much more negligible with respect the previous nu-

merical experiment. These results suggest that the effect of the parameter estimate

bias is very negligible if compared to the subsets of the sample which determine the

amount of information about each estimated parameter.

A.9. Results of the hierarchical model of Chapter 7

A. Convergence checks for the models with J=0,1,3,4

• J=0
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Figure A.5.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector τ , and its posterior mean (dashed lines)
for the model with J = 0. We show the results for two starting values
for Case 1 (black and red) and Case 2 (blue and green).

• J=1
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Figure A.6.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector τ , and its posterior mean (dashed lines)
for the model with J = 1. We show the results for two starting values
for Case 1 (black and red) and Case 2 (blue and green).
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Figure A.7.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector ζ, and its posterior mean (dashed lines),
aggregated for each value of (B,C) for the model with J = 1. We show
the results for two starting values for Case 1 (black and red) and Case
2 (blue and green).

• J=3
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Figure A.8.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector τ , and its posterior mean (dashed lines)
for the model with J = 3. We show the results for two starting values
for Case 1 (black and red) and Case 2 (blue and green).
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Figure A.9.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector ζ, and its posterior mean (dashed lines),
aggregated for each value of (B,C) for the model with J = 3. We show
the results for two starting values for Case 1 (black and red) and Case
2 (blue and green).

• J=4
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Figure A.10.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector τ , and its posterior mean (dashed
lines) for the model with J = 4. We show the results for two starting
values for Case 1 (black and red) and Case 2 (blue and green).
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Figure A.11.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameter vector ζ, and its posterior mean (dashed
lines), aggregated for each value of (B,C) for the model with J = 4.
We show the results for two starting values for Case 1 (black and red)
and Case 2 (blue and green).
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Figure A.12.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameters ζ0 − ζ14, and its posterior mean (dashed
lines) for the model with J = 4. We show the results for two starting
values for Case 1 (black and red) and Case 2 (blue and green).
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Figure A.13.: Traceplots (left), ergodic averages (center) and posterior densities
(right) for the parameters ζ15 − ζ29, and its posterior mean (dashed
lines) for the model with J = 4. We show the results for two starting
values for Case 1 (black and red) and Case 2 (blue and green).

B. Posterior summaries of the parameters when data are missing

• J=0
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Table A.8.: Summary of the posterior distribution for the model with J = 0

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −3.188 −3.187 0.001 −3.216 −3.160

β 0.108 0.108 0.002 0.105 0.112

• J=1

Table A.9.: Summary of the posterior distribution for the model with J = 1

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.920 −2.922 0.002 −2.995 −2.842

β 0.111 0.111 0.002 0.108 0.115

ψ1 −0.506 −0.508 0.035 −0.624 −0.392

ζ0 0.176 0.177 0.012 0.149 0.197

ζ1 0.223 0.224 0.028 0.166 0.277

ζ2 0.015 0.013 0.008 0.003 0.035

ζ3 0.021 0.020 0.009 0.006 0.042

ζ4 0.207 0.206 0.030 0.148 0.267

ζ5 0.103 0.103 0.020 0.066 0.144

ζ6 0.006 0.005 0.006 0.000 0.022

ζ7 0.019 0.018 0.010 0.004 0.042

ζ8 0.008 0.007 0.005 0.001 0.021

ζ9 0.011 0.010 0.007 0.002 0.029

ζ10 0.113 0.113 0.021 0.075 0.156

ζ11 0.097 0.097 0.020 0.057 0.135

• J=2
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Table A.10.: Summary of the posterior distribution of ζ for the model with J = 2

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

ζ0 0.153 0.154 0.015 0.124 0.180

ζ1 0.115 0.115 0.028 0.064 0.171

ζ2 0.009 0.008 0.006 0.001 0.025

ζ3 0.029 0.028 0.014 0.009 0.060

ζ4 0.234 0.232 0.036 0.167 0.304

ζ5 0.059 0.058 0.018 0.025 0.094

ζ6 0.010 0.009 0.007 0.001 0.028

ζ7 0.089 0.087 0.025 0.045 0.141

ζ8 0.045 0.044 0.016 0.017 0.080

ζ9 0.006 0.004 0.006 0.000 0.021

ζ10 0.010 0.009 0.007 0.001 0.027

ζ11 0.003 0.002 0.003 0.000 0.012

ζ12 0.006 0.004 0.005 0.000 0.019

ζ13 0.081 0.081 0.019 0.047 0.121

ζ14 0.007 0.005 0.007 0.000 0.027

ζ15 0.010 0.009 0.007 0.001 0.027

ζ16 0.034 0.032 0.015 0.010 0.067

ζ17 0.099 0.099 0.018 0.063 0.134

• J=3

189



Appendix A. Appendix

Table A.11.: Summary of the posterior distribution for the model with J = 3

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.875 −2.875 0.003 −2.973 −2.766

β 0.111 0.111 0.002 0.108 0.115

ψ1 −0.291 −0.291 0.078 −0.485 −0.081

ψ2 −0.139 −0.139 0.089 −0.395 −0.007

ψ3 −0.226 −0.226 0.095 −0.476 −0.020

ζ0 0.149 0.149 0.017 0.112 0.180

ζ1 0.120 0.120 0.029 0.065 0.179

ζ2 0.008 0.008 0.007 0.001 0.027

ζ3 0.030 0.030 0.015 0.009 0.069

ζ4 0.122 0.122 0.029 0.070 0.184

ζ5 0.033 0.033 0.014 0.011 0.065

ζ6 0.005 0.005 0.006 0.000 0.024

ζ7 0.108 0.108 0.030 0.060 0.175

ζ8 0.043 0.043 0.018 0.016 0.083

ζ9 0.004 0.004 0.005 0.000 0.020

ζ10 0.081 0.081 0.025 0.043 0.140

ζ11 0.022 0.022 0.014 0.004 0.056

ζ12 0.004 0.004 0.005 0.000 0.018

ζ13 0.003 0.003 0.005 0.000 0.018

ζ14 0.002 0.002 0.003 0.000 0.012

ζ15 0.004 0.004 0.005 0.000 0.020

ζ16 0.045 0.045 0.016 0.020 0.082

ζ17 0.004 0.004 0.005 0.000 0.020

ζ18 0.004 0.004 0.005 0.000 0.020

ζ19 0.048 0.048 0.016 0.020 0.084

ζ20 0.006 0.006 0.009 0.000 0.033

ζ21 0.003 0.003 0.005 0.000 0.017

ζ22 0.022 0.022 0.013 0.006 0.054

ζ23 0.093 0.093 0.019 0.055 0.128

• J=4
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Table A.12.: Summary of the posterior distribution for the model with J = 4 for
Case 1

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.835 −2.841 0.004 −2.968 −2.697

β 0.111 0.111 0.002 0.108 0.115

ψ1 −0.302 −0.308 0.079 −0.512 −0.097

ψ2 −0.004 −0.002 0.004 −0.014 −0.000

ψ3 −0.208 −0.211 0.097 −0.455 −0.015

ψ4 −0.223 −0.224 0.109 −0.521 −0.013

ζ0 0.122 0.122 0.020 0.083 0.161

ζ1 0.060 0.058 0.024 0.020 0.113

ζ2 0.005 0.004 0.005 0.000 0.017

ζ3 0.033 0.032 0.015 0.010 0.067

ζ4 0.118 0.116 0.032 0.063 0.188

ζ5 0.018 0.016 0.012 0.002 0.047

ζ6 0.032 0.029 0.015 0.009 0.066

ζ7 0.124 0.122 0.034 0.065 0.192

ζ8 0.037 0.034 0.018 0.010 0.079

ζ9 0.003 0.002 0.004 0.000 0.015

ζ10 0.099 0.096 0.029 0.050 0.164

ζ11 0.040 0.037 0.020 0.010 0.086

ζ12 0.003 0.002 0.004 0.000 0.014

ζ13 0.049 0.048 0.018 0.018 0.088

ζ14 0.001 0.000 0.005 0.000 0.020

ζ15 0.005 0.003 0.005 0.000 0.018

ζ16 0.010 0.008 0.007 0.001 0.026

ζ17 0.001 0.001 0.002 0.000 0.007

ζ18 0.006 0.004 0.006 0.000 0.020

ζ19 0.015 0.013 0.010 0.002 0.041

ζ20 0.004 0.002 0.005 0.000 0.020

ζ21 0.006 0.005 0.006 0.000 0.021

ζ22 0.030 0.028 0.013 0.009 0.060

ζ23 0.009 0.007 0.007 0.001 0.029

ζ24 0.002 0.001 0.003 0.000 0.011

ζ25 0.029 0.028 0.012 0.010 0.057

ζ26 0.030 0.026 0.018 0.005 0.077

ζ27 0.002 0.001 0.003 0.000 0.011

ζ28 0.029 0.028 0.012 0.010 0.055

ζ29 0.077 0.079 0.029 0.014 0.128

191



Appendix A. Appendix

Table A.13.: Summary of the posterior distribution for the model with J = 4 for
Case 2

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.837 −2.842 0.004 −2.963 −2.686

β 0.111 0.111 0.002 0.108 0.115

ψ1 −0.205 −0.206 0.094 −0.450 −0.020

ψ2 −0.163 −0.157 0.090 −0.410 −0.008

ψ3 −0.151 −0.145 0.087 −0.391 −0.007

ψ4 −0.194 −0.191 0.101 −0.471 −0.010

ζ0 0.117 0.117 0.021 0.077 0.156

ζ1 0.056 0.053 0.023 0.020 0.107

ζ2 0.005 0.003 0.005 0.000 0.019

ζ3 0.039 0.036 0.018 0.011 0.080

ζ4 0.125 0.123 0.033 0.065 0.196

ζ5 0.015 0.013 0.010 0.002 0.040

ζ6 0.031 0.029 0.014 0.010 0.062

ζ7 0.115 0.114 0.032 0.059 0.184

ζ8 0.041 0.038 0.019 0.012 0.083

ζ9 0.003 0.001 0.004 0.000 0.014

ζ10 0.101 0.099 0.027 0.055 0.160

ζ11 0.042 0.039 0.021 0.010 0.094

ζ12 0.003 0.001 0.004 0.000 0.014

ζ13 0.050 0.048 0.018 0.018 0.087

ζ14 0.001 0.000 0.005 0.000 0.016

ζ15 0.005 0.004 0.005 0.000 0.017

ζ16 0.009 0.008 0.006 0.001 0.025

ζ17 0.002 0.001 0.002 0.000 0.008

ζ18 0.006 0.004 0.006 0.000 0.023

ζ19 0.014 0.012 0.010 0.002 0.038

ζ20 0.003 0.001 0.004 0.000 0.014

ζ21 0.006 0.004 0.005 0.000 0.019

ζ22 0.032 0.031 0.014 0.011 0.063

ζ23 0.011 0.008 0.008 0.001 0.032

ζ24 0.003 0.001 0.003 0.000 0.011

ζ25 0.030 0.029 0.013 0.010 0.061

ζ26 0.028 0.025 0.017 0.005 0.067

ζ27 0.003 0.001 0.003 0.000 0.011

ζ28 0.030 0.028 0.013 0.010 0.059

ζ29 0.075 0.077 0.030 0.007 0.126
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C. Posterior summaries of the parameters for the complete

dataset when J = 1

Table A.14.: Summaries from the posterior distribution for the model with J = 2

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.889 −2.892 0.002 −2.958 −2.814

β 112 0.112 0.002 0.108 0.115

ψ1 −0.552 −0.552 0.030 −0.660 −0.457

ζ0 0.169 0.169 0.009 0.150 0.184

ζ1 0.216 0.216 0.022 0.174 0.259

ζ2 0.013 0.012 0.006 0.003 0.027

ζ3 0.021 0.020 0.009 0.007 0.040

ζ4 0.211 0.211 0.022 0.168 0.253

ζ5 0.117 0.118 0.007 0.103 0.128

ζ6 0.007 0.007 0.004 0.001 0.016

ζ7 0.016 0.015 0.007 0.004 0.033

ζ8 0.005 0.005 0.003 0.001 0.013

ζ9 0.018 0.019 0.004 0.010 0.025

ζ10 0.116 0.117 0.008 0.099 0.130

ζ11 0.089 0.089 0.004 0.080 0.096
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