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Appendix 1        

Bayesian inference by MCMC 

s discussed in Chapter 2, to make inferences about the statistics of elastic 

parameters, Bayesians need to integrate over the probability distributions of these 

parameters. However, analytical evaluation of Equations 2.3 and 2.4 are difficult. An 

alternative is to draw samples from these target distributions directly, and evaluate their 

representative statistical features. This appendix briefly introduces the theory of the 

MCMC sampling approach and relative issues in the implementation. 

A1.1 Monte Carlo methods 

To demonstrate the idea of Monte Carlo in a Bayesian-free flavour, the posterior 

expectations of Equations 2.3 and 2.4 are re-written as 

𝐸[𝑓(𝑚)|𝑑)] =  
∫ 𝑓(𝑚)𝑝(𝑚)𝐿(𝑑|𝑚)𝑑𝑚

∫ 𝑝(𝑚)𝐿(𝑑|𝑚)𝑑(𝑚)
,    (A1.1) 

where 𝑚 is the model to be inverted and 𝑑 is the observed seismic data. It can be further 

generalized as 

𝐸[𝑓(𝑋)] =
∫ 𝑓(𝑥)𝜋(𝑥)𝑑𝑥

∫ 𝜋(𝑥)𝑑𝑥
 ,    (A1.2) 

by comprising 𝑚 and 𝑑 as 𝑋. Therefore, the Monte Carlo approach approximates the 

population mean of 𝑓(𝑋) as the mean of the drawn samples  {𝑋𝑡, 𝑡 = 1, … , 𝑛} from 𝜋(∙) 

as 

𝐸[𝑓(𝑋)] ≈
1

𝑛
∑ 𝑓(𝑋𝑡)𝑛

𝑡=1 .    (A1.3) 

If the randomly drawn samples are assumed independent, the law of large numbers 

ensures an accurate approximation when 𝑛 → ∞. However, 𝜋(∙) in the seismic inversion 

problem is always hard to express, therefore a Markov chain can be used to draw a 

number of posterior samples directly from the unknown 𝜋(∙), which is assumed to be 

the invariant target distribution.  

A 
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A1.2 Markov chains 

A Markov chain consists of a sequence of random variables {𝑋𝑡, 𝑡 = 1, … , 𝑛} from a 

target distribution, e.g. 𝜋(∙) in our case. The Markov chain process is memory-less and 

random, which means the next state of 𝑋𝑡+1 at 𝑡 + 1 totally depends on the current state 

of 𝑋𝑡, and is independent from the previous samples {𝑋0, 𝑋1, … , 𝑋𝑡−1} as 

𝑃𝑟(𝑋𝑡+1 = 𝑥|𝑋1 = 𝑥1, 𝑋2 = 𝑥2, … , 𝑋𝑛 = 𝑥𝑛) = 𝑃𝑟(𝑋𝑡+1 = 𝑥|𝑋𝑛 = 𝑥𝑛).       (A1.4) 

Therefore the determination of a new state, 𝑋𝑡+1, requires only a transition probability 

𝑃𝑟(𝑋𝑡+1|𝑋𝑡) , assuming the Markov chain is time homogeneous, - 𝑝(𝑋𝑡+1|𝑋𝑡) is 

independent of time 𝑡. The evolution of a Markov chain in a solution space Ω ⊂ ℜ is 

controlled by a transition kernel, which is 

𝑃(𝑥, 𝐴) = 𝑃𝑟(𝑋𝑡+1 ∈ 𝐴|𝑋𝑡 = 𝑥), 𝑥 ∈ Ω, 𝐴 ⊂ Ω,  (A1.5) 

which contains continuous and discrete components (Robert and Casella, 1999). The 

use of the transition kernel is to construct a sequence of samples that converge to the 

invariant distribution 𝜋(𝐴). 

𝜋(𝐴) = ∫ 𝑃(𝑥, 𝐴)𝜋∗(𝑥)𝑑𝑥,    (A1.6) 

where 𝜋∗(𝑥) is the density of 𝜋 with respect to the Lebesgue measure (Ye, 2011). 

Suppose that 𝑃 has a density, denoted as 𝑞(𝑥, 𝑦), 

𝑃(𝑥, 𝐴) = ∫ 𝑞(𝑥, 𝑦)𝑑𝑦
𝐴

:    (A1.7) 

the sufficient condition for 𝜋  to be the invariant distribution for 𝑃  is the detailed 

balance, as 

𝜋(𝑥)𝑞(𝑥, 𝑦) = 𝜋(𝑦)𝑞(𝑦, 𝑥).    (A1.8) 

Satisfying this means the Markov chain is reversible. Additionally, a Markov chain is 

said to be 𝜋-irreducible if, for every 𝑥 ∈ Ω, 

𝜋(𝐴) > 0 ⇒ 𝑃(𝑋𝑡 ∈ 𝐴|𝑋0 = 𝑥0) > 0, 𝐴 ⊂ Ω,  (A1.9) 

and aperiodic if there is no partition of Ω = (𝐷0, 𝐷1, … , 𝐷𝑚) for some 𝑚 > 2 such 

that, for ∀𝑡, 
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𝑃(𝑋𝑡 ∈ 𝐷(𝑡)|𝑋0 ∈ 𝐷0) = 1.    (A1.10) 

These properties are necessary to link the Markov chain to the Markov chain Monte 

Carlo method.  

Suppose {𝑋𝑡, 𝑡 = 1, … , 𝑛} is a 𝜋-irreducible Markov chain with transition kernel 𝑃 and 

invariant distribution  𝜋, then 𝜋 is the unique invariant distribution of 𝑃 and for all 𝜋-

integrable real-valued functions ℎ, 

1

𝑀
∑ ℎ(𝑋𝑡) → ∫ ℎ(𝑦)𝜋(𝑑𝑦)𝑀

𝑡=1  as 𝑀 → ∞,  (A1.11) 

which guarantees the convergence of the Markov chain to the unique target 

distribution, irrespective of 𝑡 or 𝑋0. After a sufficient transient period (burn-in) from 

the given initial state, the members of the chain can be used to estimate Equation A1.3, 

provided the samples in the transient period are discarded.  

A1.3 Markov chain Monte Carlo 

In order to construct a Markov chain for the seis2sim inversion, the Metropolis-Hastings 

(M-H) algorithm is employed (Metropolis et al., 1953; Ye, 2011). The M-H sampling 

method includes two parts: a proposal and an acceptance of the proposal. The proposal 

suggests a next state of the Markov chain to the algorithm, while the acceptance decides 

whether to accept it, according to the transition probability. The workflow can be 

summarised as: 

 Initialize 𝑥0 and set 𝑡 = 0 

 Repeat: 

1. Sample 𝑥′ from 𝑞(∙, 𝑥𝑡) 

2. Sample 𝑢 from a uniform distribution 𝑈(0,1) 

3. If 𝑢 ≤ 𝑎(𝑥𝑡, 𝑥′), accept 𝑥′ and set 𝑥𝑡+1 = 𝑥′; otherwise set 𝑥𝑡+1 = 𝑥𝑡 

The acceptance probability, 𝑎(𝑥𝑡, 𝑥′),  is discussed by Chib and Greenberg (1995). 

However, it is difficult to specify and sample from the transition kernel explicitly 

during calculation. For this reason, an arbitrary proposal function 𝑞(∙,∙), for example, a 
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standard distribution with mean equal to 𝑥𝑡, is introduced to the system. Nevertheless,  

𝑞  may not be reversible for 𝜋 , which means 𝜋(𝑥𝑡)𝑞(𝑥𝑡, 𝑥′) ≠ 𝜋(𝑥′)𝑞(𝑥′, 𝑥𝑡) . To 

compensate and balance this non-stationarity, an unknown transition function 0 ≤

𝑎(𝑥, 𝑥′) ≤ 1} is introduced, provided the Markov chain has converged to the invariant 

target distribution,  

𝜋(𝑥𝑡)𝑞(𝑥𝑡, 𝑥′)𝑎(𝑥𝑡, 𝑥′) = 𝜋(𝑥′)𝑞(𝑥′, 𝑥𝑡)  (A1.12) 

and the final expression of 𝑎(𝑥𝑡, 𝑥′) is 

𝑎(𝑥𝑡, 𝑥′) = min {1,
𝜋(𝑥′)𝑞(𝑥′,𝑥𝑡)

𝜋(𝑥𝑡)𝑞(𝑥𝑡,𝑥′)
} ,   (A1.13) 

which is, in practice, written as Equations 2.8 and 2.22. The transition probability is the 

ratio between the Bayesian posterior probability of 𝑥𝑡  and 𝑥′ , where the complex 

marginal density terms are cancelled.  

A1.4 Convergence assessment 

With infinite length and a properly designed sampler, a Markov chain should 

theoretically reach the convergent state, which represents the invariant target 

distribution. However, only a finite number of samples are generated in reality, which 

raises the issue of convergence assessment. Ye (2011) summarised the popular 

convergence diagnostic methods, as listed in Table A1.1 according to different criteria. 

The interested reader could refer to her thesis for further details. 

The Gelman and Rubin (1992) method is employed. The method is based on the 

analysis of the variances in the invariant distribution of 𝜃(𝑥). It requires simulation of 

𝑚 chains of 2𝑛 samples in each sequence. The idea is, given a variance 𝜎2 of 𝜃(𝑥) at 

the invariant distribution, 
1

𝜎2 can be used to understand the statistical representation of 

𝜃(𝑥). Secondly, an empirical variance �̂� is calculated from the generated samples, and 

the potential scale reduction factor (PSRF) �̂� =
𝑉

𝜎2 can be formed as a diagnostic factor.  
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Method Theory 
U/M 

distribution 

S/M 

chains 

Burn-in 

detection 

Convergence 

diagnostic 
𝒙, �̅�, 𝒒 Mixing 

Accuracy 

evaluation 

Ease of 

use 

Gelman and Rubin Variance U M No Yes 𝑥 No No a 

Raftery and Lewis 2-state Markov 

Chain 

U S No No 𝑞 Yes Yes a 

Geweke Compare 

early/later means 

U S No Yes �̅� Yes Yes a 

Schruben, Singh 

and Tierney 

Brownian bridge 

theory 

U S No Yes 𝑥 No No a 

Heidelberger and 

Welch 

Procedure design 

 and HWT 

U S Yes Yes 𝑥 Yes Yes a 

Yu and Mykland CUSUM path plots U S No Yes 𝑥 No No a 

Subsampling Subsampling M S Yes Yes 𝑥, 𝑞 Yes Yes b 

Zeller and Min Conditional 

posterior density 

M S No Yes 𝑥 No No c 

Riemann Sums Riemann Sums U S No Yes 𝑥 No No c 

Table A1.1 Summary of convergence assessment methods. U/M distribution: univariate/multivariate distribution. S/M chains: single/multiple chains.  

𝒙, �̅�, 𝒒: parameter, mean and quantile. “a” is the easiest to use (from Ye, 2011). 
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In practice, we label the 𝒕𝒕𝒉 observation in the chain 𝒋 as 𝜽𝒋
𝒕, the process to calculate �̂� is to firstly 

calculate the between-sequence variance 𝑩 of the 𝒎 chains as 

𝐵 =
𝑛

𝑚−1
∑ (𝜃𝑗

∙̅ − 𝜃∙
∙̅)

2𝑚
𝑗=1 ,    (A1.14) 

where 

𝜃𝑗
∙̅ =

1

𝑛
∑ 𝜃𝑗

𝑡2𝑛
𝑡=𝑛+1   and 𝜃∙

∙̅ =
1

𝑚
∑ 𝜃𝑗

∙̅𝑚
𝑗=1 .  (A1.15) 

The within-sequence variance, W, is estimated by: 

𝑊 =
1

𝑚
∑ 𝑠𝑗

2𝑚
𝑗=1 ,    (A1.16) 

where 

𝑠𝑖
2 =

1

𝑛−1
∑ (𝜃𝑗

𝑡 − 𝜃𝑗
𝑡̅̅ ̅)

22𝑛
𝑡=𝑛+1     (A1.17) 

and the variance of 𝜃 in the target distribution �̂� is estimated by: 

�̂� =
𝑛−1

𝑛
𝑊 + (1 +

1

𝑚
)

𝐵

𝑛
    (A1.18)  

and the PSRF, 

�̂� = 𝐾
𝑉

𝑊
 ,     (A1.19) 

where K is a calibration term and is set to 0.95 by default. When 𝑛 → ∞, the total variance �̂� 

decreases, while the 𝑊 increases and �̂� is getting close to 1. If �̂� is greater than 1, it indicates 

the need for more samples. This method is implemented in the seis2sim inversion. Because it 

requires multiple chains, some trial runs are usually launched to determine the typical length 

of convergent Markov chains. 

 


